Learning Hierarchical Spectral Representations of Human Speech with the Information Dynamics of Thinking
Homer, Steven Thomas

Publication date:
8

Citation for published version (APA):

General rights
Copyright and moral rights for the publications made accessible in the public portal are retained by the authors and/or other copyright owners and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights.

• Users may download and print one copy of any publication from the public portal for the purpose of private study or research.
• You may not further distribute the material or use it for any profit-making activity or commercial gain
• You may freely distribute the URL identifying the publication in the public portal

Take down policy
If you believe that this document breaches copyright please contact us providing details, and we will remove access to the work immediately and investigate your claim.
Learning Hierarchical Spectral Representations of Human Speech with the Information Dynamics of Thinking

Steven Homer and Supervisor: Geraint Wiggins

AI Lab at Vrije Universiteit Brussel, 1050 Brussels, BE
info@ai.vub.ac.be https://ai.vub.ac.be

Abstract. The Information Dynamics of Thinking (IDyOT) is a cognitive architecture based around the principle that the human mind seeks to represent data in the most information-efficient way possible. By blending conceptual spaces theory and information theory, and making a minimal set of assumptions, IDyOT specifies three main processes – segmentation, categorization, and abstraction – that hierarchically generate spectral representations of perceptual data in an information-efficient manner.

This thesis is primarily an explication of the propositions and claims introduced in IDyOT by applying the mathematical formalisms of Hilbert spaces and the Fourier transform as implementations of the aforementioned theoretical processes. After deriving the necessary mathematics in order to implement the architecture, an implemented system is empirically tested on a corpus of human speech, where we expected to see the emergence of distinct semantic categories corresponding to human speech sound syllables.

After running the implemented system on human speech audio, we found that the hierarchical process of abstracting spectral representations of the audio signals was consistent with a few claims of the theory. First, spectral representations of similar trajectories through conceptual spaces were categorized together, indicating that hierarchical abstraction produces consistent categories as expected. Second, the duration of categories at higher levels demarcated boundaries that approximately corresponded to annotated boundaries of syllables, indicating the segmentation process finds reasonable boundaries at which to chunk information. Finally, we saw the emergence of similar categories representing distinct human syllables at higher levels of abstraction, indicating that the spectral representations produced at these higher levels have semantic content. These results provide the first empirical evidence that the IDyOT cognitive architecture is a potentially viable model of human cognition.

0 Copyright © 2019 for this paper by its authors. Use permitted under Creative Commons License Attribution 4.0 International (CC BY 4.0).