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PLAN

1. Bandits

2. Exploration and Exploitation

3. Markov Decision Process

4. Reinforcement Learning
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WHERE ARE WE?

↓ Computer Science
↓ Artificial Intelligence
↓ Machine Learning
→ Reinforcement Learning
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THE BANDIT SETTING

Let’s have K arms u1...uK

Each arm leads to stochastic rewards rk ∼ ρ(uk)

The agent does not know ρ.

Goal (best-arm identification)
Pull arms and learn which one is the best one.

Goal (regret minimization)
Pull arms so that the most reward is accrued.
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LEARNING IN A BANDIT

Two distinct phases:

Acting, when we pull an arm
Learning, when we update our knowledge
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LEARNING TIME
Let’s consider that arm uk has been pulled, and we observed
rk ∼ ρ(uk).

Compute exact average rewards for each arm:

Q(u)←
∑n

k rk1(uk = u)∑n
k 1(uk = u)

Compute a running average:

Q(u)← Q(u) + α(rk − Q(u))
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ACTING TIME

We now have Q-Values Q(u) for every arm u. How to choose
which arm to pull?

1. Pull the greedy arm, u = argmax′
u Q(u)

2. Pull a random arm, u ∼ U({u1...uK})
3. Do something smarter?

Which arm to execute is a vast and complicated problem, that
we call exploration/exploitation balance.
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EXAMPLE CODE

import bandit

def main():
b = bandit.Bandit()
qvalues = [0.0] * b.num_arms()

for k in range(1000):
u = random.randint(b.num_arms())
r = b.trigger(u)

qvalues[u] += 0.1 * (r - qvalues[u])

print(qvalues)
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1. Bandits

2. Exploration and Exploitation

3. Markov Decision Process

4. Reinforcement Learning
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WHY DO WE CARE?

1. Fundamental aspect of Reinforcement Learning!

2. Exploration is necessary
3. Too much exploration is detrimental

So, a perfect balance has to be found!

Note: Exploration is an issue both for regret minimization and
best-arm identification.
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ε-GREEDY

Sometimes execute the greedy action, sometimes a random
one:

uk =
{

argmaxu Q(u) p = 1− ε
U({u1...uk}) p = ε

Typical value for ε: 0.1
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EXAMPLE CODE FOR ε-GREEDY

u = argmax(qvalues)

if random.rand() < 0.1:
# Execute a random action instead of the greedy one
u = random.randint(b.num_arms())
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SOFTMAX

Execute "good" actions with a higher likelihood:

π(u)︸ ︷︷ ︸
policy

≡ exp(τ ′Q(u))∑′
u exp(τ ′Q(u′))

uk ∼ π(·)

τ ′ = 1
τ is the inverse temperature.
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EXAMPLE CODE FOR SOFTMAX

exps = numpy.exp(numpy.array(qvalues) * inv_tau)
probas = exps / numpy.sum(exps)

# Sample an action according to the probabilities
u = numpy.random.choice(range(b.num_arms()), p=probas)
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MARKOV DECISION PROCESS

Add a state to our system:

1. The agent can observe the current state
2. Arms become actions
3. Actions cause the environment to change state



20

MARKOV DECISION PROCESS
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FORMAL DEFINITION

A MDP 〈X ,U, ρ, f , µ0, γ〉 has:

X State space
U Action space
ρ : X × U → R Reward function
f : X × U → X Transition function
µ0 : X → R Initial state distribution
γ ∈ [0, 1] Discount factor

Optimal Control problem: find a policy π(u|x) that maximizes∑
k γ

k rk .
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REWARD FUNCTIONS

Very flexible, state-specific.

Influenced by the discount factor.
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SOLVING MDPS

How good is an action in a state?

Q1(x , u) = E[ρ(x , u)]
Q2(x , u) = Ex ′,u′ [ρ(x , u) + γρ(x ′, u′)]

...

Q(x , u) = Ex ′ [ρ(x , u) + V (x ′)]

A new function, V (x) is how promising state x is, while Q(x , u)
is how promising is u in state x .
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THE BELLMAN EQUATION

Let’s define V (x) for the greedy policy:

V (x) = max
u′

Q(x , u′)

Ooh?

Q(x , u) = Ex ′ [ρ(x , u) + max
u′

Q(x ′, u′)]
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VALUE ITERATION

Q(x , u) = Ex ′ [ρ(x , u) + max
x ′

Q(x ′, u′)]

Recurrent equation, Q depends on Q itself. It has been shown
that this allows Q to be learned easily:

Q(x , u)← ρ(x , u) + γ
∑
x ′

f (x , u, x ′) max
u′

Q(x ′, u′)
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POLICY ITERATION

Repeatedly evaluate and then improve a policy:

Q(x , u)← ρ(x , u) + γ
∑
x ′

f (x , u, x ′)Q(x ′,

policy︷ ︸︸ ︷
π(x ′))

π(x)← argmaxu Q(x , u)

Many variants of Policy Iteration exist (use V (x) instead of
Q(x , u), loop until convergence or not, ...)
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WHAT IS REINFORCEMENT LEARNING?

Learning the optimal policy from experiences, without any
knowledge of ρ or f .
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Q-LEARNING

Do Value Iteration, but from experiences.

In state xk , perform action uk , get reward rk and new state xk+1.
Then:

Q(xk , uk)← rk + γmax
u′

Q(xk+1, u′) unstable

Q(xk , uk)← Q(xk , uk) + α
(
rk + γmax

u′
Q(xk+1, u′)− Q(xk , uk)

)
stable

with α a small learning rate, typically 0.1.
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ACTING?

In a state xk , the agent must choose uk ... exploration?

1. Observe xk

2. Consider Q-Values Q(xk , ·) (a vector of floats)
3. Use ε− Greedy or Softmax on this vector!
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EXAMPLE CODE FOR AN MDP
env = ice.Ice()
Q = numpy.zeros((4, 4))

for i in range(100):
x, done = env.reset(), False

while not done:
u = argmax(qtable[x])
xnext, r, done = env.step(u)

if done:
Q[x, u] += 0.1*(r - Q[x, u])

else:
Q[x, u] += 0.1*(r + 0.99*Q[xnext].max() - Q[x, u])
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CHALLENGES IN RL

1. Continuous states
2. Continuous actions
3. Sample-efficiency
4. Multiple objectives
5. Multiple agents
6. Hierarchical approaches, reuse, transfer...
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NOTATIONS

Control Reinforcement Learning
Time-step k t
State x s
Action u a
Reward r r
Transition f T
Reward function ρ R
Q function Q Q
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EXERCISES

Python exercises:
http://steckdenis.be:8888, password Winter

Matlab exercises:
http://steckdenis.be/winter_exercises.zip

http://steckdenis.be:8888
http://steckdenis.be/winter_exercises.zip
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