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Abstract

Options allow a Reinforcement Learning agent to decompose a complex task into sim-
pler sub-tasks. This speeds up learning and allows generalization across sub-tasks. While
most implementations of Options are designed for Markov Decision Processes (MDPs),
complex tasks often take place in partially observable environments (POMDPs).

This paper presents Options with Next, a simple way of generalizing Options to POMDPs
by allowing the agent to change its option set over time. Each option remains fully marko-
vian, unlike current ways of applying Options to POMDPs, that make the options non-
markovian.

Markovian options in POMDPs can be learned using any algorithm applicable to the
problem like sample-efficient model-based RL methods, Deep Q Networks, Policy Gradient
or Iteration. The ability to address POMDPs comes solely from our Options formulation.

Our formulation has no restriction on the duration for which information has to be re-
membered. However, we assume that the environment contains a finite set of states where
the agent is allowed to observe unambiguous information.

This paper first introduces the Options framework of Sutton, Precup and Singh, and
shows that it allows any action to depend on two observations: st (the current observation)
and st−i (for some i > 0, the time at which the current option has been selected). Then,
the Options framework is extended with a Next function N(o, o′) → {0, 1} that maps any
option to a list of options that are allowed to be executed when it terminates. This allows an
action to depend on an arbitrary number of past observations.

Options extended with the Next function are proved to be as expressive as Finite State
Controllers by reducing an arbitrary FSC to a list of options and a Next function.

Finally, Options with Next is evaluated on two tasks: DuplicatedInput-v0 in the OpenAI
gym (copy every second character from the input to the output) and a new task, TreeMaze-
v0 (remember hints for a dozen time-steps and use them to go to a specific location in a
maze). The first task is solved by using two options, even if the input can be of arbitrary
length. The second task exhibits a tree structure but is still addressed by a flat list of options
with a Next function.

All the experiments use a simple Policy Gradient algorithm, extended to support options
and the Next function.
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