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ABSTRACT

Recently several papers reported efficient techniques to compress digital holograms. Typically, the rate-distortion
performance of these solutions was evaluated by means of objective metrics such as Peak Signal-to-Noise Ratio
(PSNR) or the Structural Similarity Index Measure (SSIM) by either evaluating the quality of the decoded
hologram or the reconstructed compressed hologram. Seen the specific nature of holograms, it is relevant to
question to what extend these metrics provide information on the effective visual quality of the reconstructed
hologram. Given that today no holographic display technology is available that would allow for a proper sub-
jective evaluation experiment, we propose in this paper a methodology that is based on assessing the quality
of a reconstructed compressed hologram on a regular 2D display. In parallel, we also evaluate several coding
engines, namely JPEG configured with the default perceptual quantization tables and with uniform quantization
tables, JPEG 2000, JPEG 2000 extended with arbitrary packet decompositions and direction-adaptive filters
and H.265/HEVC configured in intra-frame mode. The experimental results indicate that the perceived visual
quality and the objective measures are well correlated. Moreover, also the superiority of the HEVC and the
extended JPEG 2000 coding engines was confirmed, particularly at lower bitrates.

Keywords: digital holography, subjective quality assessment, JPEG, HEVC, JPEG 2000, computer generated
holography, wavelets, direction-adaptive discrete wavelet transform, packet decompositions, image compression

1. INTRODUCTION

Holography is the ultimate solution to enable full parallax, large viewing angle visualization systems and is
simultaneously deployed as well for 3D microscopy and a plethora of non-destructive testing applications. Since
holography solutions accurately model the propagation of light, all visual cues can be accounted for. Recent
technological advances in digital image sensors, computational equipment and photonics components, such as
spatial light modulators, promise to facilitate high-end holography applications. Nonetheless, as the case for
other imaging modalities efficient compression technologies are desired for storage and transmission of digital
holograms. Moreover, detailed holograms with large field of view require very large resolutions yielding unwieldy
datasets.

Multiple compression methodologies have been proposed: uniform1 and non-uniform quantization2 of the
complex amplitudes, evaluations of the JPEG and JPEG 2000 codecs,3 SPIHT coding of Fresnelet coefficients,3

and use of H.264/AVC and H.265/HEVC on holographic data.4 Existing coding frameworks were also reconfig-
ured to better model the behavior of holographic signals, such as the extraction of multiple complementary view
of the hologram, resulting in a set of images that is encoded as a video sequence;5 the use of adaptive separable
and non-separable vector lifting schemes6,7 and the use of packet decompositions and directional wavelets.8 A
more comprehensive description of the current state-of-the-art in holographic compression technologies is given
by Dufaux et al.9
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Considering the fact that lossy compression distorts the source data, it is essential to evaluate the produced
distortions with objective measurements, their characteristics and impact on the perceived visual and functional
quality of the content. While subjective quality assessment provides the ‘ground truth’ for the perceived quality
of the data, objective quality measures provide a computational shortcut to approximately grade the overall
quality of target data. However, the accuracy and reliability of such approximation should again be tested in
comparison with the subjective test results if perceptual quality is of importance. In the holographic domain,
there are three main challenges which need to be addressed to correctly evaluate the visual quality of such
data: appropriate methods and technologies to produce and display the holographic content, standard reference
holograms and finally a standard, repeatable methodology to conduct the subjective tests.

Ideally, an holographic visualization setup is used to assess the quality of the displayed hologram. In practice
— for high-quality content — this approach is not yet feasible: current holographic displays systems are often
based on Spatial Light Modulators (SLMs), which still have a ‘limited’ resolution and angular viewing extent,
and which are, moreover, expensive. Parameters such as the type of light source, amount of speckle noise,
SLM count and configuration, chromatic aberration and many others will affect the perceived quality. Correctly
configuring these setups requires expertise, and since no standard procedures are yet set in place for the quality
assessment of holographic displays, perceived quality can differ significantly across setups. This will potentially
result in inconsistencies in assigned quality scores depending on the experimental set-up. An excellent analysis
of the perceived quality in holographic displays, their differences with other 3D visualization environments and
the factors impacting human perception of holographic visualizations can be found in the work of Finke et al.10

To reduce the complexity of displaying the holographic content, using available display technologies is likely
to be a good starting point. Lehtimäki et al.11 used an autostereoscopic display to visualize the holographic
reconstruction to evaluate the depth perception and also to check whether such displays are suitable to present
holographic data. In subsequent work,12the same display technology was utilized to test the perceived quality
of holograms produced with different aperture size. In this test, subjects were asked to choose the hologram
reconstruction which had the lowest distortion in terms of noise, blur and depth perception. They concluded that
perceived quality of the holograms shown in stereoscopic displays is not solely determined by the aforementioned
parameters, as the quality was rated to be consistently poorer when the aperture exceeded 512x512 pixels,
suggesting that there are other parameters at play affecting the quality perception in these displays. Finally,
they showed that a 2D screen can be used to evaluate the relation between numerical error and the perceived
quality of quantized hologram’s reconstruction. In this test different quantization levels applied on a set of
holograms and after reconstruction, subjects were asked to identify the reference from the quantized hologram
and also score the overall quality.13

Hence, though stereoscopic displays are potential nominees, they introduce additional complexity, such as
generating the appropriate stereo pairs to accommodate stereo perception, which we prefer not to address at
this stage of our research. Hence, for our experiment we choose for a 2D high resolution screen to limit the
parameter sets influencing the quality evaluation of the rendered hologram. This will definitely come with the
price of sacrificing most of the important depth cues but at the same time constrain the set of parameters to be
evaluated. It will allow to examine the compression artifacts, utilizing standardized procedures for subjective
quality assessment of holograms, consistent with the ITU-R BT.500 recommendation. Hence, the experimental
evaluation discussed in this paper is constrained to the quality evaluation of the 2D reconstruction of compressed
holograms for one particular viewing angle. The evaluation of the reconstruction of for example depth infor-
mations is out of scope of this paper. Finally, it has to be noted too that the fore-lying evaluation does not
account for the properties of potential holographic rendering systems and that we hence assume perfect numerical
hologram reconstructions.

In this paper, we describe in section 2 the compression techniques evaluated. In section 3, the set-up of
the test environment, the used stimuli, the codec configuration and the scoring protocol are specified. The
experimental results are elaborated on in section 4, finally followed by the conclusions.
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2. EVALUATED COMPRESSION ENGINES

2.1 JPEG

JPEG stands for ”Joint Photographic Experts Group”, which created the JPEG image compression standard
(ISO/IEC 10918-1 — ITU-T Rec. T.81) in 1992. It is one of the commonly used image coding technologies and
has been one of the most successful multimedia standards. The default JPEG codec pipeline can be summarized
as follows: first, a pre-processing step for handling colors is applied on the image, but this step is skipped in our
case as we use grayscale images. Next, the image is split into blocks of 8x8 pixels. Every block is converted to a
representation in the frequency domain, using the normalized 2D Discrete Cosine Transform (DCT). These DCT
coefficients are subsequently quantized using the pre-defined (Annex K of the standard) or a user-defined quanti-
zation matrix. Finally, the coefficients are entropy-coded by combining run-length encoding and Huffman coding.
In our experiments, we evaluated JPEG in two different configurations, i.e. two different quantization tables: the
default — pre-defined — table and a uniform quantization table. The latter was chosen since holograms tend to
depict significantly more high-frequency behavior, while the default quantization tables are designed (1) to han-
dle natural images with a 1/f2 frequency distribution and (2) to address the lower sensitivity for higher spatial
frequencies by the human visual system. Since JPEG does not provide an accurate rate-distortion optimization
mechanism, to compare the JPEG-compressed holograms with the other codecs at some chosen bitrate, we se-
lected the highest possible quality level that did not exceed the target bitrate. We utilized the libjpeg-turbo 1.4.1
codec library to implement the JPEG compression (http://sourceforge.net/projects/libjpeg-turbo).

2.2 JPEG 2000

The JPEG 2000 Part 1 standard (ISO/IEC 15444-1 — ITU-T Rec. T.800) was designed as successor of the orig-
inal JPEG standard. Aside from improvements in compression performance, JPEG 2000 provides a much more
elaborate set of functionalities and is more flexible than its predecessor.14 Important additions to the standard
are support for progressive lossy-to-lossless encoding, codestream error resilience, larger bit-depth support and
region-of-interest coding. The pipeline of JPEG 2000 mainly consists of the following steps. First, preprocessing
steps are applied such as color transforms and tiling, but these are skipped in our experiments. The JPEG
DCT transform has been replaced by the Discrete Wavelet Transform (DWT); the image will be transformed
by a multi-level 2D DWT according to the Mallat dyadic decomposition style. In its lossy configuration, JPEG
2000 uses the biorthogonal Cohen-Daubechies-Feauveau (CDF) 9x7 wavelet filter bank. Subsequently — for lossy
compression — the wavelet coefficients are quantized by means of uniform scalar dead-zone quantization. Finally,
the (quantized) coefficients are entropy encoded with the Embedded Block Coding with Optimized Truncation
(EBCOT) in a bitplane-by-bitplane processing fashion. JPEG 2000 incorporates an accurate rate-distortion
optimization framework. We configured the JPEG 2000 framework using a 4-level Mallat decomposition with
CDF 9/7 wavelets and 64x64 sized code blocks. We employed the IRIS-JP3D software package to implement the
JPEG 2000 compression (http://www.irissoftware.be/).

2.3 JPEG 2000 equipped with support for wavelet packet decompositions and
directional wavelet filters

In our experiments, we also evaluate a proposed extension to the standard JPEG 2000 framework,8 which was
developed for improving JPEG 2000’s compression efficiency for digital holograms. Contrary to the default
configuration, wavelet packet transforms are used that will further decompose the highpass subbands, allowing
for better energy compaction (and thus compression efficiency) when more high-frequency information is present
in the signal. Secondly, the Direction-Adaptive DWT (DA-DWT)15 is deployed, consisting of modified separable
prediction and update filters that are no longer confined to the horizontal and vertical directions only. This allows
for adaptation to local geometric features (such as fringes) resulting in a sparser wavelet coefficient distribution.

The DA-DWT was only used on the first two lowpass channels, combined with a 4-level full packet decompo-
sition using CDF 9/7 wavelets. All other settings are identical to the ones used in the JPEG 2000 experiment.
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2.4 HEVC

High Efficiency Video Coding (HEVC) is the latest MPEG video coding standard (H.265/MPEG-H HEVC).
Although HEVC is primarily intended for video coding — in which inter-frame prediction plays a decisive role
— the codec can be used for image coding as well. In that case, only the intra-frame coding tools are utilized to
encode the individual video frames. In this mode, HEVC applies first intra-frame prediction on the image, using
one out of a total of 35 intra-prediction modes for every image segment. Aside from planar and DC prediction, 33
angular prediction modes are available for modelling directional structures. Subsequently, a hybrid video coding
approach is used resulting in a residual signal after the prediction steps. This residual signal is divided into blocks
(called transform units) that are DCT-transformed and quantized with a dynamically adjustable quantization
step as to allow the encoder to optimize the rate and/or quality of the resulting bit-stream. Finally, the bit-stream
is entropy-coded by Context-based Adaptive Binary Arithmetic Coding (CABAC). For the experiments, Revi-
sion 4528/HM-15.0 (https://hevc.hhi.fraunhofer.de/svn/svn HEVCSoftware/branches/HM-15.0-dev) was
used as implementation of the HEVC compression standard. Since all tested images were in grayscale format,
we used 4:0:0 subsampling and fed the images as an 8-bit luminance channel with empty chrominance channels.
Hence, cross-component prediction and motion search settings were disabled. ”Frame rate” and ”frames to be
encoded” were set to 1. Only the QP value was changed to achieve the desired compression level. All other
parameters were set to their default values.

3. METHODOLOGY

3.1 Test environment

For our experiments, we prepared our test environment according to the ITU-R BT.500-11 recommendations.
The test room was accurately sealed from all sources of external light. Fluorescent light tubes with a color
temperature of 6500K were used, generating about 64 lux of indirect illuminance. The walls, floor and ceiling
were colored in a mid-gray tone. The chair of the subject was adjusted and placed such to ensure that the eyes of
the observer were positioned at the same vertical and horizontal position as the center of the display. However,
the observer was free to move around or even take a closer look at the reconstructed holograms if necessary. This
allowed subjects to examine the stimuli more closely when needed. The screen used for the test was a color and
contrast calibrated 65 inch Panasonic TX-65AX800e LED screen with reflective glass and a resolution of 3840
by 2160 pixels (valid 4k UHD). As such, it allowed us to display side-by-side both the reference and distorted
images in HD resolution.

3.2 Stimuli

To facilitate researchers to evaluate and compare compression codecs, as well as enabling research for quality
assessment, common reference data is needed. For this purpose, we recently made an open access database (
www.erc-interfere.eu) available, containing various holograms.16 In this paper, we used the ”INTERFERE-
I” dataset, containing five computer-generated holograms, described in Table 1 and shown in Figure 1 . The
holograms in the dataset are created from flat objects (images) and point-clouds from 3D objects, generated
with an algorithm using multiple wavefront recording planes and occlusion culling.17 The images used in the test
were the numerically reconstructed compressed holograms using the full hologram aperture each in a particular
reconstruction (i.e. focal) plane. The viewers were shown the amplitude of the wavefield (i.e. the square root
of the intensity) instead of the intensity itself, as this will more closely match the gamma correction present in
current digital imaging systems. To avoid observer fatigue, the number of selected test conditions was chosen as
to keep the time needed to conduct an experiment per test subject within reasonable bounds (approx. 20 mins.).
We experimented with 4 different bit-rates, namely 0.125, 0.25, 0.5 and 1 bits per pixel (bpp), corresponding
to 0.0625, 0.125, 0.25 and 0.5 bpp for each individual real and imaginary channel of the complex wavefield.
For the experiment, all numerically reconstructed holograms were displayed without rescaling. Nonetheless,
the images were cropped to enable showing both the reconstructions of reference and compressed holograms
simultaneously. Figure 1 shows the 5 reconstructed reference holograms. The image pairs were randomized both
in terms of bitrate and compression methods. We also took care that images from same object were not viewed
consecutively and that at least 3 to 4 images from other holograms were shown in between. To ensure that no
bias in stimuli would affect the results, we prepared four different randomized test sequences of which one was
randomly selected for each test subject, while keeping an overall balance between the selected sequences.
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Table 1. Hologram specifications. All holograms were generated at a wavelength of 633nm. The 2D holograms are
generated from images and the 3D holograms are generated from point-clouds.

Name Description of hologram Dimensions Pixel size
2D Dice 2D image of a dice 1920x1080 8 µm
3D Cat model of a cat 8192x8192 2 µm
3D Venus model of a buste of Venus 1920x1080 8 µm
2D Multi-dice multiple 2D dice images placed at different depths 1920x1080 8 µm
3D Multi-dice multiple 3D dices placed at different depths 1920x1080 8 µm

Figure 1. Reconstruction of holograms used in the test. From left-top, Venus, Dice, Cat, 2D Multi-dice and 3D Multi-dice.

3.3 Observers and scoring protocol

To produce a reliable distribution of the opinion scores and to provide sufficient statistical confidence for the
average score of each stimulus, multiple human observers are required to participate in the test. Although it is
suggested that a minimum of 15 observers is sufficient to obtain statistically significant results with acceptable
confidence interval sizes, for our experiment, we involved 21 test subjects mostly possessing technical knowledge
on image and video compression, of which 5 of them also had technical knowledge about holography. 18 Sub-
jects were male and 3 female. All were subjected to Snellen and Ishihara tests to respectively guarantee their
visual acuity and ability to properly distinguish colors. The latter test is evidently less relevant in the current
experimental setting.

Unfortunately, an appropriate subjective quality testing methodology for holographic content is yet to be de-
signed as argumented in the introduction. However, to ensure compliance with classical assessment methods and
statistical models, we followed the well-known double stimulus test suggested in the ITU-R BT.500 recommen-
dation. More specifically, we complied to the guidelines for the Simultaneous Double Stimulus for Continuous
Evaluation (SDSCE) method. Figure 2 shows a picture of the experimental set-up where the test screen is
displaying the reconstruction of both the reference 3D Cat hologram as the compressed 3D Cat hologram.

A major difference between this method and other similar double stimulus protocols is the removal of the
imposed time limit (e.g. 10 seconds) to observe the stimuli. Moreover, we kept the position of reference stimuli
(left side) fixed during the test, seen the fact that we targeted the experiment on evaluating the quality of the
texture and structure reconstruction after compression rather than the pure (aesthetic) perceptual quality. Seen
the nature of the data it is not always evident to distinguish compression artefacts from holographic features
in the reconstructed holograms, e.g. ringing artefacts vs. fringe patterns. Observers had to rate the quality
of the impaired image on a discrete scale from 0 to 100, where 0 represents highly annoying artefacts and 100
denotes no visible difference. A total of 96 image pairs were evaluated during one test, each requiring an average
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Figure 2. A sample view of the test set-up showing the Cat hologram reconstruction to subject

time of 11 seconds to rate. This implies that an average session took about 18 minutes, which is sufficiently
short to avoid fatigue of the observers. Each test subject was subjected to a short training session, consisting of
scoring 10 image pairs to ensure the subjects were comfortable enough with the test procedure and to increase
the scoring confidence.

3.4 Statistical analysis of results

3.4.1 Distribution of data

In this step, we checked whether our scores are normally distributed or not. We used the β2-test or Kurtosis
analysis. It gives a measure of similarity between the shape of the data distribution and a normal bell-shaped
distribution. We calculated the kurtosis coefficient β2jk from the ratio of the fourth order moment and the square
of the second order moment:

β2jk =
m4

(m2)2
with mx =

∑N
i=1(uijk − ūjk)x

N
, (1)

where uijk is the score of observer i for test condition j and image k, N represents the number of observers and
ūjk is the mean observer score.

If β2 is between 2 and 4 (ideally equal to 3) the analyzed distribution highly likely normally distributed.
Among other things, the kurtosis is a descriptor for the likelihood that the distribution contains outliers. Cal-
culating the kurtosis coefficient of the score distributions across the subjects and for each available condition
(referring to each image pair) showed that majority of them (52 of 96) have β2 values within the desired range.
Histograms of conditions with β2 farther from desired range possess outliers in their distribution creating a long
tail for one side of the distribution. However, instead of removing them manually, we utilised a statistical outlier
removal procedure as explained in section 3.4.2.

3.4.2 Outlier rejection

Experimental observations usually include some results depicting a strong deviation from the general distribution.
Therefore, outlier detection is performed on the test results. Following the procedure used in18 we calculated
the 25th (Q1) and 75th (Q3) percentiles and considered a score uijk as an outlier if uijk > Q3 + w(Q3 − Q1)
or uijk < Q1 − w(Q3 − Q1), where w was the maximum whisker length. w = 1.5 for normally distributed
data corresponds to 99.3% coverage, which was utilized in the experiment. Our results also showed that no test
subject had more than 15% outlier scores, consequently none of the subjects was considered as an outlier.
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After calculation of mean opinion score (MOS), the standard deviation and the 95% confidence interval (CI95,
α = 0.05) were computed, where:

σjk =

√√√√ N∑
i=1

(
(ūjk − uijk)2

N − 1
) and CIjk = t

σjk√
N
. (2)

The value t corresponds to the t variable of student’s t-distribution and can be calculated for every confidence
interval according to the N − 1 degrees of freedom and value of α .

3.4.3 Comparison of objective quality measures with test results

The results of the subjective test can be used to investigate the relation between MOS scores and objective quality
measures for the same stimuli. According to Rec. ITU-R BT.500-13, this relationship can be investigated by
fitting a logistic function on the objective measure results to approximate the MOS values. In a first step, the
MOS scores will be normalized between the minimum umin and maximum umax scores available on the MOS scale
for the worst and best quality respectively. Subsequently, the function MOSnorm = f(O) can be approximated
by a logistic function generally defined as:

MOSapprox =
β1

1 + eβ2(O−β3) (3)

where O is the objective measure output, β1, β2 and β3 are respectively the maximum value of the sigmoid curve,
the steepness of the curve and the x-value of the sigmoid’s midpoint. We used MATLAB’s least squared curve
fitting method which utilizes the trust-region-reflective algorithm19 to find the optimum values for the variables,
giving the best possible prediction for the MOS scores. For every hologram and its reconstruction, we separately
repeated the procedure both for the PSNR and SSIM measurements. In the hologram domain, the PSNR and
SSIM were calculated separately for real and imaginary parts of the complex hologram values and then the
average of the real and imaginary channels was used to calculate the correlation coefficients. Next, to check the
prediction accuracy of the objective measure, the Pearson linear correlation coefficient (Corrp) and the root-
mean-square error (RMSE) — the latter to evaluate the approximation error — were calculated between MOS
and MOSapprox. To measure how well a monotonic function can model the relationship between set of objective
measure data and MOS values, we also calculated the Spearman rank order correlation coefficient(Corrs). It is
less sensitive to outliers comparing with Corrp and responds better to non-linear relationships. The Kendall’s
tau correlation coefficient(Corrk) was calculated as well to depict the degree of association between MOS and
each of the objective measures. Evidently, applying logistic regression is not required to calculate the last two
coefficients.

4. RESULTS

4.1 2D Dice

Figure 3 shows the MOS scores and their confidence intervals per bitrate for the evaluated compression methods
on the Dice hologram. The Dice hologram has been created from a flat image without any depth. The surface of
the dice is very simple with few edges and very smooth texture. Consequently, this hologram contains significantly
less high frequency components and allows all encoders to efficiently compress it at very low bit rates while still
resulting in high quality reconstructions. Statistically, the behaviour of JPEG 2000, JPEG 2000-Ext and HEVC
is indistinguishable. Even at the lowest tested bitrates, observers still had a hard time detecting compression
artefacts for these codecs. However, JPEG-PQ and JPEG-UQ break down at rates below 0.4 bpp.
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Figure 3. MOS results per bitrate for 2D Dice hologram reconstruction

Figure 4. MOS results per bitrate for the 3D Venus hologram reconstruction

4.2 3D Venus

In comparison to the test results for the Dice hologram, the results for the Venus hologram clearly depict a
different performance for the different codecs under study. The Venus hologram, which is created from a point-
cloud, contains many high frequency parts distributed all over the hologram, making it more challenging to
compress. Figure 4 shows the MOS scores and their confidence intervals for the Venus hologram. Below 0.5
bpp HEVC clearly outperforms the other codecs, followed jointly by JPEG 2000-Ext and JPEG 2000, and
subsequently by JPEG-UQ and JPEG-PQ. JPEG-UQ appears to deliver competitive performance with HEVC
and JPEG 2000-Ext at high bitrates. Overall, these results indicate that at higher rates, codecs giving more
weight to the higher frequency components in the hologram, tend to deliver a better rate-distortion behaviour.

4.3 2D Multi-dice

This hologram consists of multiple flat images of dices placed at different depths, which creates a more complex
diffraction pattern. It allows us to evaluate how compression will affect more complicated scenes. Because of
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Figure 5. MOS results per bitrate for the 2D Multi-dice hologram reconstruction

the presence of multiple objects, we could only have one of the three dices in focus. A reconstruction distance
which corresponds to the middle object was chosen. This means that only the central dice was in focus in the
reconstruction image that we used for the subjective test. Figure 5 shows the MOS results for this hologram.
HEVC, JPEG 2000 Ext and JPEG 2000 deliver comparable results – a bit poorer though than for the 2D Dice
hologram at lower rates. Only at the lowest rates one can observe that JPEG 2000 is breaking down. JPEG-PQ
and JPEG-UQ suffer already from performance drops at higher bit for the 2D Dice hologram.

4.4 3D Multi-dice

Similar to the previous case, this hologram is composed out of three dices placed at different depths. However,
unlike the ”2D Multi-dice” hologram, the dices are not flat images but volumetric objects generated using three
replications of a point-cloud of a dice. Figure 6 shows the MOS results for this hologram. At the lowest
bitrate, the JPEG 2000 Ext performs best, closely followed by HEVC and the default JPEG 2000 encoder.
At intermediate bitrates, all three encoders show similar performance. Interestingly, the MOS scores at 1 bpp
demonstrate that JPEG-UQ performs equivalently, while JPEG-PQ is already performing worse.

4.5 3D Cat

3D Cat is a 8192x8192 pixel hologram, possessing therefore a resolution of approximately 67M pixels. It was
created from a volumetric point-cloud of a cat, with its tail positioned significantly farther from the hologram
plane than its head. The head in this test is reconstructed in focus, while the tail is slightly out of focus. That
way the effect of a smooth and continuous change in distance from the hologram plane on the interference pattern
could be evaluated as well. Unfortunately, the current version of HEVC at the time of writing of this publication
was not able to handle these large resolutions, so for this hologram only the other codecs were tested. Figure
7 clearly shows that despite the fact that we used fairly low bitrates for the compression, the reconstruction
results still showed to have very high perceptual quality, making the differentiation very hard for the observers.
Notwithstanding the fact we used different bitrates, in a post-test discussion, almost all of the observers claimed
that they were not able to see any difference between the impaired and reference images and they attributed
high scores. One notable exception were the MOS scores for the JPEG-PQ and JPEG-UQ codecs at the lowest
rates, i.e. 0,125 bpp, where the perceived quality suddenly dropped dramatically, suggesting that these codecs
are unable to properly handle these low bitrates.
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Figure 6. MOS results per bitrate for the 3D Multi-dice hologram reconstruction

Figure 7. MOS results per channel bitrate for the 3D Cat hologram reconstruction
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4.6 Performance evaluation of PSNR and SSIM measures on holograms

It is important to stress that in the fore-lying subjective experiment, we approach the subjective assessment from
a very narrow evaluation angle: i.e. we consider the quality evaluation of numerically reconstructed holograms
of synthetic content at full aperture and our dataset is rather limited. Consequently, conclusions drawn from
this experiment should be handled with the necessary caution. Nonetheless, we took the opportunity to test
the performance of the PSNR and SSIM metrics on the complex holograms (Figure 8) and their reconstructions
(Figure 9) by evaluating their correlation with the observers’ opinions. The reported PSNR and SSIM values for
the hologram are the averages of the respective measurements in the real and imaginary channels. The results
in Table 2 report the Pearson correlations between the PSNR and SSIM measurements in the hologram domain
on one hand and the MOS scores on the other hand. Table 3 similarly reports the Pearson correlation but then
for PSNR and SSIM measurements in the reconstruction domain. The average Pearson correlation coefficients
are quite close for the PSNR measurements, while for the SSIM measurements they are slightly better in the
hologram domain. Both tables also document the prediction accuracy and the approximation error of the fitting
process by means of the RMSE for the average PSNR and SSIM values.

Table 2. Pearson Correlation Coefficients and RMSE values for PSNR and SSIM in the hologram domain

Hologram CorrpPSNR CorrpSSIM RMSEPSNR RMSESSIM
Dice 0.9939 0.9910 3.3715 4.1083
Venus 0.9638 0.9579 7.5216 9.7050
2DDices 0.9816 0.9830 5.3900 6.0426
3DDices 0.9607 0.9677 8.1675 8.1953
Cat 0.9964 0.9961 3.1028 3.0637
Average 0.9793 0.9791 5.5107 6.2230

Table 3. Pearson Correlation Coefficients and RMSE values for PSNR and SSIM in the reconstruction domain
Hologram CorrpPSNR CorrpSSIM RMSEPSNR RMSESSIM
Dice 0.9940 0.9953 3.144 3.698
Venus 0.9491 0.9285 11.376 11.329
2DDices 0.9883 0.9534 4.386 8.893
3DDices 0.9863 0.9518 4.975 9.437
Cat 0.9961 0.9962 3.227 3.323
Average 0.9827 0.9650 5.421 7.336

In Table 4 and 5, the monotonicity and the degree of the association between objective measures and MOS
scores is shown both in the hologram and reconstruction domains. By looking at the average correlation values,
we observe that they are overall lower than for the Pearson correlation coefficients. Nonetheless, also here we
observe that Spearman and Kendall Correlation coefficients are comparable in the hologram and reconstruction
domain for PSNR, while for SSIM the hologram domain measurements appear to performing better.

Table 6 provides the correlation coefficients for PSNR and SSIM measurements with respect to the MOS
calculated for the merged measurements across all holograms. The results show that PSNR more accurately

Table 4. Spearman and Kendall Correlation Coefficients for PSNR and SSIM in the hologram domain

Hologram CorrsPSNR CorrsSSIM CorrkPSNR CorrkSSIM
Dice 0.5429 0.5113 0.4105 0.3684
Venus 0.9338 0.9534 0.8105 0.8211
2DDices 0.9549 0.9398 0.8526 0.8000
3DDices 0.9353 0.9474 0.8105 0.8316
Cat 0.6529 0.6471 0.5000 0.5000
Average 0.8040 0.7998 0.6768 0.6642
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Table 5. Spearman and Kendall Correlation Coefficients for PSNR and SSIM in the reconstruction domain

Hologram CorrsPSNR CorrsSSIM CorrkPSNR CorrkSSIM
Dice 0.5429 0.5188 0.4105 0.4000
Venus 0.9789 0.8692 0.9053 0.6842
2DDices 0.9489 0.8526 0.8421 0.7053
3DDices 0.9654 0.9429 0.8737 0.8211
Cat 0.6118 0.6412 0.4667 0.4833
Average 0.8096 0.7649 0.6996 0.6188

Table 6. Overall correlation coefficients for PSNR and SSIM in Hologram and Reconstruction domain

PSNRHol SSIMHol PSNRRecon SSIMRecon

Corrp 0.9327 0.7835 0.9344 0.8530
Corrs 0.7805 0.6942 0.7581 0.6428
Corrk 0.5940 0.5198 0.5817 0.4834
RMSE 11.489 20.004 11.296 16.307

predicts the MOS values both in the hologram and the reconstruction domain, where SSIM clearly delivers
poorer results. The latter is not surprising, PSNR measures the signal-to-noise ratio and as long as the signal
undergoes orthogonal transforms, it does not really matter in which domain one is measuring. SSIM on the other
hand is evaluating the ‘visual’ quality of the signal by measuring contrast and structural changes; it is expected
that, seen the different nature of holographic data, this is not necessarily leading to a better correlation with the
MOS observations. The fact that the Pearson correlation is higher in the reconstruction domain supports this
observation.

5. CONCLUSION

In this experiment, we evaluated the subjective visual quality performance of JPEG with perceptual and uniform
quantization, JPEG 2000, JPEG 2000 extended with a packet transform and directional wavelet filter kernels
and HEVC on complex-valued holograms obtained from a public test set. Given that today no holographic
display technology is available that would allow for a proper subjective evaluation experiment, we proposed in
this paper a methodology that is based on assessing the quality of a reconstructed compressed hologram on a
regular 2D display. In the context of this experiment, we also evaluated the predictive power of PSNR and SSIM
measurements in both the hologram and the reconstruction domain.
Our experiments indicate that both HEVC and JPEG 2000-Ext deliver the best results in terms of rate-distortion
performance – both in subjective as in objective quality evaluation terms – with though a significant dependency
on the nature of the hologram processed. It is clear that coding tools allowing for the exploitation of the di-
rectionality features and the high-frequency characteristics of holograms benefit the coding performance. Both
JPEG configurations – as expected – tended to break down at lower bitrates.
In terms of objective quality measurements, one can conclude that PSNR delivers a more trustful quality assess-
ment than SSIM, where PSNR appears to functioning consistently in both in the hologram as the reconstruction
domain.
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Figure 8. PSNR (left) and SSIM (right) results in the hologram domain for the evaluated codecs. From the top to the
bottom row, the results for the following holograms are shown: 2D Dice, 3D Venus, 2D Multi-dice, 3D Multi-dice and 3D
Cat.
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Figure 9. PSNR (left) and SSIM (right) results in the reconstruction domain for the evaluated codecs. From the top to
the bottom row, the results for the following holograms are shown: 2D Dice, 3D Venus, 2D Multi-dice, 3D Multi-dice and
3D Cat.
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