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Symbols & abbreviations

Symbols

Symbol Description

x constant value x
x̂ estimated x
j ≡

√
−1 (imaginary unit)

|x| absolute value of the complex number x
∠x argument of the complex number x

Re {x} , Im {x} real and imaginary part of complex value x

u(t) input signal in the time domain
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p(t) scheduling signal in the time domain
np number of scheduling variables
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x(i)
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nb dynamic degree of the input
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(i) DFT {•} (inverse) Discrete Fourier transform
F {•}, F−1 {•} (inverse) Fourier transform

jωk Laplace-transform variable, at the DFT frequencies jωk
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Ωk unified frequency domain variable, Ωk = jωk in

continuous-time and Ωk = e2πjk/N in discrete-time
f frequency
ω angular frequency ω = 2πf
fk kth frequency component
ωk kth angular frequency component
fs sample frequency
T0 total measurement time
N number of samples in the measured time window
Ts sample period (Ts ≡ 1/fs)
f0 fundamental frequency (f0 ≡ 1/T0)

∆(k) aliasing term
T nx (Ω) transient term
U (k) DFT input spectrum
P (k) DFT scheduling spectrum
X(k) DFT state spectrum
Y (k) DFT output spectrum

Φi{p} frequency domain basis function
X vector containing DFT spectrum X(k) 0 ≤ k ≤ N − 1

XT , XH transpose and conjugate transpose of the vector X
∗ convolution operator
⊗ Kronecker product

e model error
Ce covariance matrix of e
ε weighted model error

E {x} expected value of x
cov {x} covariance of x
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Acronym Description

LTI Linear Time Invariant
LTV Linear Time-Varying
LPV Linear Parameter Varying
IO Input-Output
SS State Space

SISO Single Input, Single Output
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MIMO Multiple Input, Multiple Output
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Chapter 1
Introduction

“Begin at the beginning," the King said gravely, “and go on till you come to the
end: then stop."

— Lewis Carroll, Alice in Wonderland

1.1 Context

Let us ease into the modeling and identification of Linear Parameter-Varying
(LPV) systems, by means of a preliminary example. It mostly serves to
initiate people who are unfamiliar with LPV systems, to understand the
underlying problem, but we will also refer back to this problem statement
in the sequel. We will continue this introduction with a general discussion
on measuring, modeling and identification. Specialists in the field can skip
ahead to the hardcore mathematics in Chapter 2.

1.1.1 Preliminary example: a tower crane

For the purpose of controlling the world around us, engineers use simplified
models to describe the laws of nature. By means of these mathematical
descriptions, the behavior of a wide range of systems can be predicted,
like a rotating mechanical axis, electrical filters, chemical reactions, and
much more. A simple example every engineering student has studied, is
the motion of a pendulum. By revisiting this classic problem, disguised
in a real-world application, the topic of parameter-varying systems can be
explained even to your grandmother.

1



1. Introduction

α
l

m
F

Figure 1.1: The important properties for a model of a tower crane are the
cable length l, the cable angle α and the mass m.

Example 1.1 Imagine a tower crane on a construction site, as depicted in
Fig. 1.1. The load, with mass m, is attached via a cable of length l. The
angle between the cable and the vertical axis is denoted with α. By applying
Newtons laws of motion to this setup, and making the usual small-angle
approximation sin(α) ≈ α, we obtain the following differential equation:

d2α(t)

dt2
+
g

l
α(t) =

F (t)

m
(1.1)

Gravity is always acting on the pendulum, via the gravitational constant
g. As soon as the crane load is excited, by an initial deviation, or by the
wind force F (t), it will start swinging. Now, it can easily be shown that the
natural frequency -or eigenfrequency- of this swing equals f = 1

2π

√
g/lHz.

These results hold only for the simple ideal case, where the trolley does not
move and the cable length l is constant. Since all the properties of the crane
do not change over time, we are working in the Linear Time Invariant
(LTI) framework. Now, in any real application, the crane has to transport
its load in 3D, which requires a change in the cable length l. This means
the eigenfrequency f , and in general the dynamic behavior of the system,
is changing over time. Either the crane has to be manipulated carefully by
a very good, expensive crane operator, or some advanced form of control
is needed. In this research, we opt for the latter idea, and aim to identify
parameter-varying models that are suitable for control.

2



1.1. Context

LPV
system

u(t)

p(t)

y(t)

Figure 1.2: Block structure for a general LPV system. The scheduling signal
p(t) is not just another input; it affects the dynamics from the input u(t) to
the output y(t).

1.1.2 Linear Parameter-Varying systems

The Linear Parameter-Varying (LPV) framework allows one to model sys-
tems that are varying over time, like a tower crane that is raising or low-
ering its load. Fig. 1.2 shows a general block structured representation of
an LPV system. Next to the usual inputs u(t) and outputs y(t), there is
an additional external signal p(t), called the scheduling variable, that rep-
resents the variation of the model parameters θ(p(t)). The dependency of
an electrical impedance Z(T (t)), like a resistor, on the temperature T is a
good example of a scheduling variable. It is not just an additional input,
but affects the input-output relation of the system. Note that the signals
u(t), p(t) and y(t) can be multidimensional, in which case we end up with
a Multiple Input, Multiple Output (MIMO) system depending on several
scheduling variables.

LPV systems are linear with respect to the input, meaning that, given
a fixed scheduling trajectory p(t) a linear combination of known inputs and
outputs still holds:

u1(t)→ LPV → y1(t) (1.2)

u2(t)→ LPV → y2(t) (1.3)
⇓

au1(t) + bu2(t)→ LPV → ay1(t) + by2(t) (1.4)

Generally, an LPV system is not linear regarding the scheduling signal p(t).
In the sequel, we will show how p(t) can be integrated in the model structure.

3



1. Introduction

1.1.2.1 Local vs. global LPV modeling

There are two major classes of LPV modeling: the local and the global
approach. First, in local LPV modeling De Caigny et al. [2011], or gain
scheduling Rugh and Shamma [2000], the scheduling signal does not vary
during one experiment. Instead, it is “frozen” to a constant value p(t) = p.
A good example is a physical realizations of a design, like a microstrip filter
Ferranti et al. [2011]; Samuel et al. [2013]; Ferranti et al. [2010]. Alterna-
tively, if the scheduling variable can be chosen, it is possible to enforce a
constant value p during an experiment, like the cable length of an overhead
crane Zavari et al. [2014]. At each measurement point p, an LTI model can
be estimated. Afterwards, a macro-model Ferranti et al. [2012]; De Caigny
et al. [2014] must then interpolate these local estimates.

The obvious advantage of the local LPV modeling approach is its sim-
plicity. Modeling and identification in the linear time-invariant framework
Ljung [1999]; Pintelon and Schoukens [2012] is a well understood subject in
the engineering community. However, the main challenge lies in the choice
of the fixed values for the scheduling p(t) = p. Especially if the number
of scheduling variables variables is large, sampling the high-dimensional
scheduling space is time-consuming, and good choices for p become in-
creasingly important. Additionally, by only considering frozen scheduling
scenarios, no information is collected about a possible dependency on past
values of p(t). Indeed, the coefficients of the LPV model can have a dynamic
dependency on the scheduling signal, which is undesired for LPV controller
synthesis tools Apkarian and Gahinet [1995]; Scherer [1996]; Wu and Dong
[2006]. In short, a simple model is preferred, that approximates the true
complexity of the real world as good as possible.

Additionally, model structures like a differential equation or a state space
representation are non-unique. We will come back to this problem in Sec-
tion 1.2.4.3. For now, note that it is possible to multiply the left and right
hand of the crane model (1.1) with a nonzero constant, or even a (nonzero)
time-varying function, without affecting the dynamic input-output behav-
ior. To cope with this problem, a root or reference model has to be chosen
Ferranti et al. [2009]; De Caigny et al. [2014], and all local LTI models have
to be transformed to this same form. For example, it is possible to scale
the differential equation (1.1) so the highest order coefficient is 1. We call
such a model monic.

Alternatively, a global parameter-varying experiment can be used, where
the scheduling signal is deliberately varied during the measurement. The

4



1.1. Context
u
(t
)

y
(t
)

time [s]

p
(t
)

u
(t
)

y
(t
)

time [s]

p
(t
)

Figure 1.3: (left) Example of a local LPV measurement record, divided into
segments where the scheduling signal is constant p(t) = p. The time span
( ) where the scheduling variable changes, is not be used for identification,
since only LTI models are employed. (right) Example of a global LPV
measurement record, in a periodic setup. The entire measurement record
can be used for identification.

drawback is that the identification procedure becomes more involved, be-
cause an LPV model has to be used from the start. However, some of the
problems of local LPV modeling can be alleviated. First, because the p(t)

is varying, it becomes possible to detect the presence of dependency of the
model coefficients on the past of the scheduling trajectory. Even though
dynamic dependency on p(t) is undesired (for controller synthesis), it is im-
portant to get an idea of its impact on the model accuracy, before it can be
safely neglected.

Secondly, suppose that only a limited amount of measurement time is
available, or experimenting is costly, because it impedes normal function-
ality. Under these circumstances, it is desirable to estimate an LPV model
from a single, global experiment. Fig. 1.3 illustrates the advantage of a
global identification setup against the local approach. In the latter case,
multiple measurements are required, and the time between them is not be
used for the purpose of identification, since the local models cannot han-
dle parameter variations. A global identification technique does not have
this limitation, and can use all of the allotted time. However, the possibly
high-dimensional scheduling space has to be sampled with one or several
trajectories, that represent the operational conditions well. As always, when

5



1. Introduction

identifying a model, it is imperative that the experimental conditions re-
flect the usage of the model afterwards. This is the case with LTI models
as well. If an acoustic filter is only used in a certain frequency range, then,
logically, that frequency band should be tested thoroughly.

It is clear that experimental design becomes even more important in the
parameter-varying framework. However, the target application can dictate
the modeling method. If only frozen, constant values for p(t) are possible,
like the distance between two microstrips in a design, then it does not make
sense to design a global identification experiment. If a scheduling variable
only changes slowly, like an ambient temperature, then it should not vary
rapidly during the simulation/testing phase.

It is possible to incorporate multiple (local) measurements in a sin-
gle, global identification scheme. Suppose an initial measurement was per-
formed, with a fixed scheduling signal p(t) = p, to get an idea of the LPV
system. This data can be used in addition to a global experiment, to obtain
a better estimate, or to verify that the identified model performs well for
an unseen data set. After all, a global model, given a constant scheduling
signal, reduces to an LTI model. We will elaborate more on the individual
steps in a general identification procedure in Section 1.2.

1.1.2.2 Parameter-varying or time-varying models

When dealing with models with varying coefficients, a question arises: is the
model time-varying or parameter-varying? The difference is rather subtle,
it seems. In practice, it is quite clear which model class to use. If the
scheduling signal cannot be measured, or worse, is simply unknown, the
changing coefficients cannot be connected to a source of variations p(t). In
this case, we have no choice but to use a time-varying model. As soon as we
can measure the scheduling signal that is affecting the model coefficients,
it becomes possible to identify a parameter-varying model. Nevertheless,
it remains possible to model the LPV systems as an LTV system. Both
classes can describe the same data equally well. However, an LTV model
will likely be more complex than an LPV model, and it is limited to the
time variation of the identification data. Other inputs can be applied, but
it cannot be used to predict what will happen if the model parameters θ(t)

vary in another way. A parameter-varying model, or macro- or meta-model
is more useful, from a practical point of view. It relates the trajectory of the
scheduling signals to the varying coefficients. This mapping also holds for
unseen time variations and new inputs. An LTV model can only represent
a single scheduling trajectory.

6



1.1. Context

At a first glance, the LTV identification problem seems easy enough.
Simply fit a time-varying model to the input and output data. Halas,
the hidden problem is the unknown dependency of the model coefficients
on the time t. If little is known about the system, it is hard to predict
how the model parameters θ(t) vary over time, and, therefore, how the
dynamics between input and output change. This problem is usually tackled
by proposing a set of basis functions φi(t), which are used to approximately
describe the variations of the dynamics in the true system.

Example 1.2 Recall the tower crane of Example 1.1. The cable length is
now varying over time: l(t) = 2− sin2(πt), t ∈ [0, 1]s.

d2α(t)

dt2
+

g

l(t)
α =

F (t)

m
(1.1revisited)

Because the time-varying coefficient g/l(t) is smooth and differentiable over
the fixed range t ∈ [0, 1]s, it can be approximated by a Taylor series Lataire
and Pintelon [2011]

g

l(t)
=

Np∑

k=0

θkt
k (1.5)

or a Fourier series Louarroudi et al. [2014]

g

l(t)
= θ0 +

Np∑

k=1

θ2k−1 cos(2πkt) + θ2k sin(2πkt) (1.6)

Similarly, l(t) can be considered an external scheduling paramater, that can
be measured accurately. Then, it is possible to construct a power series

g

l(t)
=

Np∑

k=0

θkl
k

(t) (1.7)

This reduces the number of estimated parameters Nθ, because not all basis
functions cos(2πkt) and sin(2πkt) are needed, or they are related to one
another via p(t).

Remark 1.3 The choice in basis functions can influence the complexity
of the model. If we know on beforehand that the time-varying coefficient
in Equation (1.1revisited) has an inverse relation with the scheduling, it is
possible to use g

l(t)
as a basis function, and Np = 1 suffices to accurately

describe the crane behavior.

7



1. Introduction

We will show in the sequel that this approach works rather well, if we
can assume that the model parameters θ

(
p(t)
)
, collecting ai(p(t)) and bi(p(t)),

are static and smooth functions of the scheduling. However, we previously
discussed the importance of quantifying any dynamic dependence on p(t).
If dynamic dependence of the coefficients w.r.t. the scheduling have to
be considered, the number of basis functions Np increases rapidly, and it
becomes increasingly difficult to persistently excite the LPV system, so that
all of its features can be identified. In Chapter 5, we will propose some tools
to assess the impact of any dynamic dependence on the scheduling on the
model.

1.2 Measuring, modeling & identification
While it is possible to write down simplified, linearized equations for some
applications like the crane setup in Example 1.1, in reality, many forces that
act on our system are generally unknown, hard to quantify, or difficult to
measure. Some examples include non-linear friction in mechanical applica-
tions, non-uniform air viscosity and other exotic constants in aerodynamics,
and permeability of irregular materials in electronics.

The construction of a model from known laws of nature is called white
box modeling. In contrast, the identification methods presented in this
research will follow a black box modeling principle, where as little as possible
is assumed to be known about the system. In the extreme case, the model
has to be constructed solely from the measured input and output signals.
The resulting methodologies are commonly called data-driven approaches.
In most cases though, at least some basic information about the system is
known, which can be incorporated in the model as prior knowledge.

So how do we identify a (parameter-varying) model from data? The
identification process consists of five basic steps.

1. Design an experiment.

2. Collect data.

3. Choose a model structure.

4. Fit the data with the model.

5. Validate the model, for example using an unseen, independent dataset

8



1.2. Measuring, modeling & identification

The following Sections discuss each step in detail. However, let us first
discuss the duality of the time and frequency domain, as we will use both
extensively in the sequel, and will often switch from one point of view to
the other.

1.2.1 Time and frequency domain

Suppose we have measured a time-varying signal x(t) over a finite time
interval t ∈ [0, T ]. Obviously, it can be represented in the time domain, by
just plotting it against the measurement time. However, it is also possible
to think of this signal in the frequency domain. The transformation from
time to frequency domain will be discussed in detail in Section 2.1.

In some applications, the frequency domain is a natural way of viewing
signals. Think for example, of music. The musical note C4, or the middle
C has a frequency of about 261.6 Hz. The additional overtones, that give
each instrument its own timbre, are located at integer multiples of this
base frequency, as shown in Fig. 1.4. In this case, the frequency domain
representation clearly allows us to differentiate a clarinet from a piano.

However, it also makes sense to think of dynamical systems in the fre-
quency domain. Consider the shelf in the back of your car. When driving
at a certain speed, it will start vibrating and making noise. That means its
natural frequency or eigenfrequency was excited. In the frequency domain,
it is easy to detect such situations (simply observe at the bump above 0 dB
in Fig. 1.5), which makes it possible to avoid problems like resonance.
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Figure 1.4: (top) The relative amplitude of the overtones differs for each
instrument, meaning the sound wave of a middle C (bottom) looks different
in the time domain, resulting in a different timbre.
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Figure 1.5: Amplitude spectrum of a resonator. At the eigenfrequency of
1[Hz], vibrations are boosted, which can be dangerous or annoying, espe-
cially in a closed loop. A good example is the audio feedback when you
hold a microphone too close to a loudspeaker.

How did we obtain the amplitude spectrum of the resonator in Fig. 1.5?
For a linear time-invariant system, the steady state response to a sine wave
with angular frequency ω is a sine at the same frequency, but with a changed
magnitude and phase Kwakernaak and R. [1990].

u(t) = sin(ωt)→ LTI → y(t) = Amagnitude(ω) sin(ωt+ φphase(ω)) (1.8)

Note that the relation between the output y(t) and the input u(t) changes
over the angular frequency ω = 2πf rad/s. Fig. 1.5 shows Amagnitude(ω) as a
function of the frequency. At the eigenfrequency of 1 Hz, the amplification
is maximal, and, therefore, the shelf will resonate at this frequency.

In conclusion, we can think of both signals and systems in the time do-
main or the frequency domain. There is a one-to-one mapping that connects
the two, meaning both representations are always fully equivalent. How-
ever, sometimes a calculation or operation is more easily performed in one
domain than the other. For example, computing the cube of a signal x(t)

3 is
simple in the time domain, but computationally involved in the frequency
domain. On the other hand, finding a resonance frequency is straightfor-
ward in the frequency domain. Both domains have their merits, and we will
choose the appropriate one when it suits us.

1.2.2 Experimental design

We briefly discussed the importance of experimental design in Section 1.1.2.1.
For starters, it is important to choose an input signal that excites the in-
teresting properties of the system under test.
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1.2. Measuring, modeling & identification

Example 1.4 Usually, we have a good idea of the frequency range of a
device, like the Gigahertz range in which cell phones operate. When an
antenna is sending information, it is not using a single frequency, but a
frequency band. It is important to know the channel characteristics in this
operating regime, because the signals that arrive at the receiver are filtered.

In the LPV framework, the model parameters are varying over time, and
it is important to choose an informative scheduling signal as well, assuming
it can be controlled. Although it is not simply another input (see Fig. 1.2),
the mapping from p(t) to the model parameters θ(p(t)) has to be identified.
Therefore, the scheduling trajectory should be informative, and cover the
scheduling space as good as possible. This can be done either by fixing
p(t) = p locally, or by designing a global LPV experiment, as shown in
Fig. 1.3 in Section 1.1.2.1.

The type of excitation signal is an important choice. In the industry,
sometimes the input is limited to a noise signal, applied around an oper-
ating point, so the (expensive) process is not disturbed too much. Other
applications might only allow the input to be switched on or off. Then, a
pseudo-random binary sequence can be designed, to mimic the properties
of noise. So what is the appeal of a Gaussian signal g(t), like noise, as an
input signal? From an industrial process point of view, it has less of an
impact than a step or impulse response, when superimposed on an oper-
ating point. The energy of the input signal is distributed over the time of
the experiment, instead of applying a shock to the system. Additionally,
the expected value of g(t) is zero, so on average, the operating point is not
shifted. For example, a normally distributed white noise sequence has a
zero mean, and a variance σ2 that defines the signal power.

noise(t) = N (0, σ2) (1.9)

Additionally, a Gaussian excitation covers a broad frequency range. How-
ever, the randomness of a white noise sequence also affects the amplitude
spectrum of a g(t) signal sampled between 0 and 5 s, as illustrated on the left
in Fig. 1.6. Not all frequencies are excited at an equal level. On the other
hand, when a multisine excitation (Fig. 1.6, on the right) is used, the ampli-
tude spectrum can be controlled perfectly, while the uniformly distributed
random phase at each frequency kf0 guarantees the nice properties of a
Gaussian signal.

multisine(t) =
K∑

k=K

Ak cos(2πkf0t+ ψk) ψk ∈ U{0, 2π} (1.10)
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Figure 1.6: (top) A white noise signal (left) and a random phase multi-
sine (right) are indistinguishable in the time domain. (bottom) A broad
frequency band is exited, but not all frequencies are excited equally well
by a white noise sequence. The amplitude spectrum of a multisine can be
designed to be perfectly flat.

Both signals are related via their power spectral density function, de-
picted in Fig. 1.7. As explained in Schoukens et al. [2009], the multisine is
a sampled version of the continuous noise Power Spectral Density (PSD).
They are Riemann equivalent in the sense that the individual components
of the multisine ( ) contain an equal amount of power as the integral over a
single frequency span ( ).
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Figure 1.7: Colored Gaussian noise ( ) and a random phase multisine ( )
with an equivalent power spectrum.

Note that, in the time domain, it is impossible to distinguish a white
noise sequence from a flat amplitude random phase multisine signal, as
illustrated in the top graphs in Fig. 1.6. We will show in the sequel that
periodic excitations come with many advantages, especially when working
in the frequency domain. For example, by exciting not all frequencies, it
becomes possible to estimate a non-parametric noise model. Therefore, we
would like to advise the reader to work with random phase multisine signals
whenever possible.
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1.2. Measuring, modeling & identification

1.2.3 Collecting data: the measurement setup

Next to the type of signal, the degrees of freedom in experimental design are
the sample frequency fs and the number of samples N . These properties
directly define the required measurement duration T0 = 1/f0 = N/fs. We
only discuss them in this Section because they are so closely related to data
collection. In practice, signals are measured only at certain time stamps tk,
as shown in Fig. 1.8.

0 5 10 15 20 25
−1

−0.5

0

0.5

1

time [s]

x
(t
)

Figure 1.8: Measured signal, sampled at regular, equidistant time steps.

Assumption 1.5 In this research, we will assume regular, equidistant sam-
pling: tn = nTs = n/fs, which is common in engineering applications.

Assumption 1.6 The signals are assumed to be sampled synchronously.

The samples of all signals are observed at the same time tk. In practice
the signals are synchronized if the generator and data acquisition clocks
originate from the same mother clock. This is the case if the same device
incorporates the generator and acquisition channels. If the generator and
the measurement device are separated, the clock sync of the generator can
be used as an input for the data acquisition clock.

1.2.3.1 Continuous or discrete time

Now, it is important to discuss the nature of the measured data, i.e. the
behavior of the signal between the samples. If it originates from a digital
controller, it is most likely a sample and hold signal, illustrated by the
staircase black line ( ) in Fig. 1.9.

Assumption 1.7 The piecewise constant signals u(t) and p(t) are sampled
equidistantly, using a sample and hold filter.
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Figure 1.9: The behavior of a sampled signal between the signals is impor-
tant for the interpretation. Although the samples at times tk are identical to
Fig. 1.8, a continuous process varies smoothly ( ), while a digital controller
produces a zero order hold signal ( ).

On the other hand, a real-time process like a crane operates in contin-
uous time. It varies smoothly between the time samples, like the gray line
( ) in Fig. 1.9. In the frequency domain, this assumption translates as
follows:

Assumption 1.8 The continuous-time signals are sampled equidistantly,
and are assumed to be band-limited with respect to the Nyquist frequency
fnyq = fs/2.

As the sampling frequency increases, the inter-sample time Ts = 1/fs
decreases. As a result, the discretization error, which is the difference be-
tween the discrete and continuous interpolation of the sampled signal x(t) in
Fig. 1.9 becomes smaller. Nevertheless, it is important to know what kind
of signals we are measuring.

Physical systems are usually continuous-time. However, a digital con-
troller produces a discrete signal, that is made continuous by the digital-
to-analog filter. A discrete-time model then describes the behavior from
input samples to output samples. In the LTI framework, an exact relation
exists between the discrete- and continuous-time models, but it grows in-
creasingly complex depending on the interpolation between the samples. A
zero-order hold filter simply retains the sampled value, but other digital-to-
analog conversion schemes exist, like a linear interpolation, also known as
a first order hold filter. In this way, the signals and the measurement setup
are connected to the model choice.
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1.2. Measuring, modeling & identification

1.2.3.2 Measurement noise

Whether the process is discrete or continuous, observing the signals in
Fig. 1.2 results in a measurement error, because instruments are not ideal
and noisy. Fig. 1.10 shows a general LPV measurement setup. Each input
u(t), scheduling p(t) and output y(t) is observed. However, in the sequel of
this research we will assume different experimental conditions. For example,
if an input u(t) is designed on beforehand, and is applied to the system via
an actuator, the original, noiseless signals can be used for the identification.

LPV
system

u0(t)

p0(t)

+

u(t)

p(t)

y(t)

v(t)

y0(t)

Figure 1.10: The true input, scheduling and output signals u0(t), p0(t) and
y0(t) are observed with measurement noise. However, if the input or schedul-
ing trajectory are controlled, the noiseless signals can be used for identifica-
tion. In any case, the output will have to be measured, and, therefore, y(t)

will always be noisy. Additionally, process noise v(t) can affect the output
measurement.

From a control point of view, the signal actuator should be included
in the model, because other control inputs will be applied in via the same
actuator. If the goal is to obtain insight into the plant dynamics, then we
want to know the relation between the actual plant input and output. In
this setup, the input should be measured after the actuator.
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1. Introduction

Assumption 1.9 The scheduling signal p(t) is known exactly: p(t) = p0(t).

Most LPV identification schemes, including the ones presented in this thesis,
assume that the true, noiseless scheduling trajectory p0(t) is available. A
noisy scheduling signal introduces complicated modeling errors, because
scheduling noise mixes with the parameter-varying dynamics. Recently,
some work has been done to process noisy scheduling measurements in
Piga et al. [2015], but it requires the estimation of higher order moments
of the noise contributions, which is hard in practice. Nevertheless, if the
scheduling signal can only be measured, its noise contribution will have to
be taken into account, to obtain an unbiased estimate.

In any case there will be noise on the output. If no other noise sources
are present, this is called the output error framework. If noise is also present
on the input data, an Errors In Variables (EIV) framework is needed. Addi-
tionally, the system can generate process noise, denoted by v(t) in Fig. 1.10.

Assumption 1.10 The process noise v(t) is stationary.

Even though the LPV system varies, we assume that the stochastic prop-
erties of v(t) do not change over time. In practice, Assumption 1.10 may not
hold. The problem is that non-parametric estimation of the time-varying
noise power spectrum, from noisy observations is still an open research
problem. In this thesis, v(t) is approximated by a stationary noise process.

1.2.3.3 Measurements in the frequency domain

Measuring a signal x(t) means that it has to be sampled N times, at a sam-
ple frequency fs. The latter determines the inter-sample time Ts = 1/fs in
the time domain. In this Section, we will show how fs and N should be
chosen, depending on the system dynamics. Let us revisit the resonator
example of Fig. 1.5, where vibrations at the eigenfrequency at 1 Hz are am-
plified. Then, the sampling frequency should be chosen high enough, so that
the Nyquist frequency fnyq = fs/2 lies well above the interesting dynamics
(around 1 Hz). For example, in Fig. 1.5, a sample frequency of fs = 4 Hz
is chosen. Suppose that N = 100 samples are observed. The discrete fre-
quencies that can be observed naturally are fk = kf0, ∀k ∈ [0,N/2]. The
Nyquist frequency fnyq = f0

N/2 = fs/2 limits the highest frequency that can
be detected unaltered, which is

(
N
2
− 1
)
f0. If the signal x(t) contains higher

frequencies, these will fold back over fnyq, causing aliasing effects.
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1.2. Measuring, modeling & identification

Example 1.11 The human eye has a sampling frequency of about 24 Hz.
A rotating car wheel can seem to be moving backwards slowly at 4.188 rad/s,
while in fact it is moving so fast (146.6 rad/s=23.33 Hz) that the true rotation
cannot be observed with the naked eye.

t = 0 [s] t = 1/24 [s] t = 2/24 [s]

Figure 1.11: Between the samples taken by the eye at fs = 24 Hz, the wheel
has rotated 350°. Since this rotation cannot be observed, it seems like the
wheel is moving backwards at a slow speed 10°

1/24Hz
.

In many mechanical applications, the system under test has sharp reso-
nance and antiresonance peaks, as shown by the solid line ( ) in Fig. 1.12.
In this case, it is important that the frequency grid is dense enough, or
the peaks can be missed. The sampled frequencies ( ) are located at fk =
kf0 = kfs/N. Although your first intuition might be to sample faster (fs↑),
and obtain more samples (N↑) in the same amount of time, this is actually
not the correct approach. The center graph of Fig. 1.12 illustrates why:
the additional frequencies that can be observed, lie in the high frequency
region, which is not where the interesting dynamics are. The only way to
get a dense frequency grid in the frequency region of interest, is to fix the
sampling frequency fs, and then observe more samples (N ↑). In practice,
this means we have to measure longer (T0 = N/fs↑). The result is shown
in the bottom plot of Fig. 1.12. Now we no longer miss the antiresonance,
and get a better idea of the resonance peaks. In summary, the system that
we want to identify determines the sampling frequency fs and the number
of samples N , after which the input signals can be designed.

The frequency domain corresponds naturally with periodic signals. Ide-
ally, if the applied signals are periodic, we try to measure an integer number
of periods. This allows us to average over the periods, which, in general,
reduces the influence of any noise source! However, this does not mean
that non-periodic signals cannot be represented in the frequency domain.
The computations and transformations just simplify when periodic signals
are used. In the sequel, we will highlight some of the many advantages of
working in a periodic setting.
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Figure 1.12: Amplitude spectrum of a system with one antiresonance and
two resonance frequencies, in the range 1-4 [Hz]. (top) A sharp resonance
or antiresonance peak can be missed if the amount of samples N is too
low. (center) Sampling faster does not result in more information about
the resonating behavior. (bottom) Measuring longer, at the same sampling
frequency fs, increases the spectral resolution.

1.2.4 Selection of the model structure

Let us assume that N samples have been observed at a sampling frequency
fs for all input, scheduling and output signals u(t), p(t) and y(t). We are now
looking for an LPV model, that captures the parameter-varying dynamic
behavior as good as possible. As in the time-invariant framework, there
are multiple model structures available. In this research, we will focus on
differential equations and state space models.

1.2.4.1 Differential or difference equation

In discrete time, a general linear, time-invariant difference equation of order
n is given by

any(t−n) + an−1y(t−n+1) + · · ·+ a0y(t) (1.11)

= bnu(t−n) + bn−1u(t−n+1) + · · ·+ b0u(t),
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1.2. Measuring, modeling & identification

where t represents the tth discrete time sample t ∈ N+. A difference equation
defines the dynamic relation directly between the input u(t) and the output
y(t), which is why (1.11) is also known as a discrete Input-Output (IO)
model. Note that (1.11) has memory: the output at the discrete sample
time t not only depends on the input at time t, but also on the previous
trajectories of u(t) and y(t).

The analog of (1.11) in continuous time is the differential equation, or
a continuous LTI IO model:

an
dny(t)

dtn
+ an−1

dn−1y(t)

dtn−1
+ · · ·+ a0y(t) (1.12)

= bn
dnu(t)

dtn
+ bn−1

dn−1u(t)

dtn−1
+ · · ·+ b0u(t)

Here, y(t) and u(t) are analog signals, and thus t can be any positive real
number t ∈ R+. However, recall from Section 1.2.3 that the signals are only
sampled at times tk = kTs = k/fs. In (1.12), the derivatives di

dti
govern the

dynamic relation between the input u(t) and the output y(t).

Example 1.12 The linearized pendulum (1.1) is a well-known academic
example. A more general second order differential equation is given by

m
d2y(t)

dt2
+ µ

dy(t)

dt
+ ky(t) = u(t), (1.13)

which can be understood in many ways. In the mechanical world, m is a
mass at location y(t), that is connected to a spring with a spring constant
k. The input u(t) is an external force acting on the mass, and µ is a linear
friction coefficient. Fig. 1.13 illustrates this mechanical setup, allowing for
a physical interpretation.

Amechanical interpretation like Example 1.12 makes it possible to add prior
knowledge about the problem to the identification setup, e.g. by providing
initial values for the constants, or a reasonable operating point.

y(t)

u(t)

µ

m

k

Figure 1.13: A general mass-spring-damper system represents a whole class
of second order systems.
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Suppose the model structure is known to be a IO model like (1.13).
Then the coefficients m, µ and k have to be identified. In a time-varying
or parameter-varying setting, the coefficients depend directly on the time
{ai(t), bi(t)}, or on the external scheduling variable {ai(p(t)), bi(p(t))}. In the
sequel, we will explain in detail how these coefficients can be estimated,
from measured input, scheduling and output signals. For now, just remark
that the coefficients ai and bi appear linearly in the model equation. This
will prove to be a major advantage in the identification process.

1.2.4.2 State Space

A State Space (SS), or Input-State-Output model represents the system as
a set of first order difference or differential equations. The discrete and
continuous model equations are given respectively by

x(t+1) = Ax(t) +Bu(t) (1.14)

y(t) = Cx(t) +Du(t) (1.15)

dx(t)

dt
= Ax(t) +Bu(t) (1.16)

y(t) = Cx(t) +Du(t) (1.17)

While the input-output equation offers physical insight, state space mod-
els are mainly used in control engineering. In the best of both worlds, some
SS models have physically meaningful states x(t).

Example 1.13 Let us revisit the mass-spring-damper setup of Example 1.12.
The “state” of the mass is given by its position x1(t) = y(t), and its velocity
x2(t) = v(t) = dy(t)

dt
. (1.13) can thus be rewritten as

m
dx2(t)

dt
+ µx2(t) + kx1(t) = u(t) (1.18)

x2(t) =
dx1(t)

dt
(1.19)

which can be rearranged in continuous state space form (1.16)-(1.17):

d

dt

[
x1

x2

]
=

[
0 1

− k/m − µ/m

][
x1

x2

]
+

[
0

1/m

]
u (1.20)

y =
[

1 0
] [x1

x2

]
+
[
0
]
u (1.21)

If a controller has access to the states x(t), they can be monitored and
constrained. Even if this is not the case, and a general SS model is identified,
a controller can be designed to guarantee stability, or minimal response
time.
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1.2. Measuring, modeling & identification

1.2.4.3 Equivalent models

Example 1.13 illustrates that the input-output (1.11), (1.12) and input-
state-output models (1.14)-(1.17) can be related. In the linear time-invariant
framework, the transformation from the first model structure into the latter
is well-known. See for example Chapter 2 in Wiberg [1971], Chapter 2 in
Kailath [1980] or Section 6.4 in Polderman and Willems [1998]. However,
when the system of interest becomes time- or parameter-varying, the ex-
isting state space realization rules are no longer guaranteed to hold. Tóth
[2010] presents fundamental research on the time-varying realization prob-
lem, illustrating some of the difficulties when working with time-variations.
In Chapter 5, we will present our work on this transformation in contin-
uous time, where the realization formulas are given explicitly, rather than
implicitly as in Tóth [2010].

An additional problem in the identification of input-(state)-output mod-
els is the non-uniqueness of the equations (1.11), (1.12) and (1.14)-(1.17).
The coefficients of the difference equation can be scaled by a constant value
c, or even worse, multiplied by a time-varying function f (t), and the relation
between the input and the output will still hold. To this end, in most cases,
the coefficient of the highest order difference is constrained to be 1.

The non-uniqueness problem is worse in case of a state space represen-
tation. The latent state variables x(t) introduce extra degrees of freedom,
which allow for infinite alternative configurations of the matrices A, B, C
and D, via the so-called similarity transformation T . In general, T can
be time-varying T (t) or parameter-varying T (p(t)), but it must be invertible
if the state dimension is kept constant. In the continuous case, T should
also be differentiable. Suppose the state variable can be written as a linear
combination of an alternative state basis:

x(t) = T (t)z(t) (1.22)

Then, the discrete state model (1.14)-(1.15) can be rewritten as

T (t+1)z(t+1) = AT (t)z(t) +Bu(t) (1.23)
y(t) = CT (t)z(t) +Du(t) (1.24)

meaning the SS models with the following matrices are equivalent with
respect to their input-output behavior:

[
A′(t) B′(t)
C ′(t) D′(t)

]
⇔
[
T (t+1)

−1A(t)T (t) T (t+1)
−1B(t)

C(t)T (t) D(t)

]
(1.25)
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Similarly, in continuous time we find that
[
A′(t) B′(t)
C ′(t) D′(t)

]
⇔
[
T (t)

−1
(
A(t)T (t)− Ṫ (t)

)
T (t)

−1B(t)

C(t)T (t) D(t)

]
(1.26)

express identical dynamics between u(t) and y(t). Note that any time-varying
similarity transformation induces dependencies on past and future signal
trajectories. In some cases, T (t) can be used to manipulate the model, to
simplify the state space matrices.

It is possible to avoid the issue of similarity transformation by enforcing
a canonical form, to eliminate the additional degrees of freedom. However,
if we are not looking for a physical relation, but rather a black-box model,
it does not really matter which state basis is used.

1.2.5 Fitting the data with the model

Once the data is collected (Section 1.2.3), and the model structure is chosen
(Section 1.2.4), the model coefficients have to be tuned to fit the measure-
ments. We will minimize a cost function, a criterion that expresses the
distance between the model and the data. This cost function should reflect
the noise in the data.

A typical question to be answered is: where does the disturbing noise sneak into
my problem and how does it behave?

— Pintelon and Schoukens [2012]

There are two reasons to opt for a least squares cost function, which
is basically the sum over all squared model errors VLS =

∑ |ei|2, with ei,
for example, the output error. First, quadratic cost functions are easy to
minimize. Second, we will show that if the disturbing noise is normally
distributed, the least squares criterion optimizes the maximum likelihood
of the model with respect to the data. In practice, this means we can obtain
a consistent estimate of the model.

The main contribution of this research lies in the development of estima-
tors for the identification of parameter-varying models. Both the continuous
and discrete time are treated (Section 1.2.3.1), and both input-output and
input-state-output models (Section 1.2.4) are considered.
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1.2. Measuring, modeling & identification

We want to remark that the data is crucial in system identification. Of
course, the less noisy the measured signals are, the better. But even more
than in the time-invariant case, experimental design plays a very important
role in the identifiability of LPV models. The data should be informative,
regarding the dynamic relation between the input u(t) and the output y(t),
but also from the scheduling p(t) to the model coefficients. Especially when
the signal dimensions grow (multiple inputs, multiple scheduling variables),
exploring the range of possible combinations is vital to the performance. In
the sequel, we will designate this assumption as persistence of excitation.

1.2.6 Validation of the obtained model

There are several ways to validate an identified (LPV) model. First, if
information (like the mean and the standard deviation) about the measure-
ment noise is available, or it can be computed from the data, it is possible
to quantify uncertainty bounds for the estimates. If the distance between
the model prediction and the measured data, or the residual error e, lies
within these bounds, this is an indication we have obtained a good model.
Fig. 1.14 illustrates this on the output error ey(t).

ypred(t) y(t) e− < ey(t) < e+- =

X
Figure 1.14: One way to validate the identified model is to check whether
the residual model error lies within the computed uncertainty bounds ( ).

To verify the correctness of the proposed algorithms, we will perform
simulations, which yield the noiseless input, scheduling and output signals
u0(t), p0(t) and y0(t). Afterwards, noise is added to the simulation data, to
emulate measurement noise like in Fig. 1.10. A second way to validate the
obtained models is to perform multiple virtual experiments, with the exact
same u0(t), p0(t) and y0(t), but with different noise realizations. We can then
study the mean model error, with respect to the sample variance over these
experiments. This allows us to examine the asymptotic behavior, when the
number of data samplesN goes to infinity. Basically, the average estimate of
the combined experiments should follow the law of large numbers, meaning
the uncertainty bounds will scale inversely with the number of experiments
1/
√
Nexp, as illustrated by Fig. 1.15.
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y0(t) e− < ey[i](t) < e+
e−√
Nexp

< ey(t) <
e+√
Nexp

+ ⇒

X

Figure 1.15: Multiple noise realization allow us to analyze the asymptotic
behavior of infinite data samples N →∞

Finally, the model can be validated by checking its performance for a
new, independent data set. This allows us to verify if the model works,
under previously unseen conditions. However, the identification data and
the validation data should have similar properties (like domain, range, fre-
quency band), otherwise the identification experiment was not designed
really well.

A new independent data set can be very helpful in selecting the right
model structure. Suppose the identified model seems to fit the identification
data perfectly, and passed the first test on the uncertainty bounds. This
rules out underfitting, where too few parameters are used. However, if
it cannot explain the unseen validation data, we may have an overfitting
problem. This is the case in the right graph in Fig. 1.16. In this case, the
model probably has too many degrees of freedom, which it uses to fit the
noise instead of the underlying system.

In the dynamical LPV framework, we have several degrees of complex-
ity to fine-tune. First, similar to the time-invariant case, there is the order
of the dynamical model, which we denote with n. The meaning of n be-
comes clear if we recall the input-output equations (1.11) and (1.12). In
the input-state-output models (1.14)-(1.17), n is the dimension of the state
vector. Second, the mapping from the scheduling variable p(t) to the model
coefficients has to be identified. Next to the validation techniques discussed
shortly in this Section, Occam’s razor is a good rule of thumb: basically we
select the simplest model that can describe the observed data.
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identification

validation

∑
e2i = 0.84

∑
e2i = 0.55

∑
e2i = 1.09

∑
e2i = 1.44

X
good model

7
overfitting

Figure 1.16: Suppose the identification data points ( ) are given. The goal
is then to find a mapping from the x to the y axis. The plot on the top
right uses a more complex model than the one on the top left, resulting in a
lower identification cost. However, from the validation data ( ) in the lower
plots, we can see that the complex model ( ) has a higher validation cost.
Hence, it is actually fitting the noise of the identification data set instead
of the underlying function, which is called overfitting.

1.3 Motivation & Outline of the thesis
Now that the linear parameter-varying framework is introduced properly
(Section 1.1), and the basic steps of measuring, modeling and identification
are covered (Section 1.2), we can explore the results obtained on the road
to this thesis. Although we will cover many different research topics, they
are all connected by a single goal: frequency domain identification of LPV
state space models.

We already briefly explained in Section 1.2.4 that state space models
are well suited for control. Over the last decade, much research has been
dedicated to LPV control. The result is that LPV controller synthesis tools
exist, see for example Apkarian and Gahinet [1995]; Scherer [1996]; Wu and
Dong [2006], but most of them require state space models, in continuous
time. That’s where this research comes in.

In the sequel, both discrete and continuous signals and systems will be
considered. The identification of continuous-time LPV systems is especially
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challenging. Even the model formulation is not straightforward. In Laurain
et al. [2010b], the necessary derivatives are approximated by numerical dif-
ference schemes, which introduce model errors. We will show in the sequel,
that under the band-limited setup of Assumption 1.8, the signal derivatives
can be computed exactly in the frequency domain.

1.3.1 Frequently asked questions

There are two questions we get asked a lot: why use periodic signals and why
work in the frequency domain? In the course of this thesis, we will highlight
the many advantages of working with periodic signals. Section 1.2.2 already
showed that in the time domain, a multisine signal like (1.10) cannot be
discerned from a white noise sequence (1.9). Additionally, by choosing
the frequency components of a multisine, it is possible to excite only the
frequency band of interest. If the total power of the input signal is limited,
this allows us to focus that power in the most important frequency range.
Furthermore, we will show that it is possible to extract a non-parametric
noise model, that can be used to weigh the model errors. Proceeding in
this way, even in the case of measurement noise, the identified model will
be consistent.

As we have said in Section 1.2.1, by nature, periodic signals are affili-
ated with the frequency domain. By means of the Fast Fourier Transform
(FFT), any sampled band-limited signal (Assumption 1.8) can easily be
transformed into the frequency domain. By choosing the correct transfor-
mation, it is possible to handle both discrete and continuous time signals
and systems in the frequency domain. This is not true for the time domain.
A discrete model like (1.11) or (1.14)-(1.15) can be simulated sequentially.
Their continuous counterparts (1.12) and (1.16)-(1.17) however, have to be
simulated with numerical ODE simulators, which can be very computation-
ally expensive.

We want to stress that it is also possible to work with arbitrary signals
in the frequency domain. So if the application does not allow for periodic
signals, that is not a problem. Periodicity just simplifies the formulas.
Under the band-limited setup of Assumption 1.8, it is possible to calculate
the exact time derivatives of the measured signals, whereas in the time
domain, these have to be approximated numerically.

It seems we have given ample reasons to justify working in the frequency
domain. For a full discussion, we refer to Pintelon and Schoukens [2012].
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1.3.2 Outline of the thesis

The goal of this research is the frequency domain identification of state
space models. Therefore, Chapter 2 treats the conversion of the model
equations (1.11), (1.12), (1.14)-(1.15) and (1.16)-(1.17) into the frequency
domain at length.

Next, Chapter 3 discusses the gradient based identification routine, that
is used in all the proposed identification algorithms. Because the matrix
dimensions grow rather large with the dynamical order n and the number
of samples N , special care is taken to implement the computations time-
efficiently.

It is well-known that the initial values for the parameters of a non-linear
optimization problem can have a crucial impact on the results (Fletcher
[2000]). Therefore, Chapter 3 will discuss two different methods to obtain
an initial estimate for the parameter-varying state space coefficients. The
first option makes use of the Best Linear Time-Invariant (BLTI) approxi-
mation which is, as its name suggests, a sample, time-invariant model. If
the parameter variation is slow, this approximation performs rather well.
However, for larger and faster scheduling trajectories, an alternative ini-
tialization is needed. In this case, first a parameter-varying differential
equation is estimated, which is subsequently transformed into a minimal
state space representation.

The mathematical theory will be illustrated with many simulation ex-
amples. To prove that the proposed identification methods also work in real
life, measurements were done on a parameter-varying benchmark system.

An open question in the LPV modeling framework is: “How do we model
the parameter-varying model coefficients with respect to the scheduling
variable?" If the scheduling dimension is modest (1-2), then we can get an
idea of the required mapping, by first estimating a time-varying model, and
then plotting the LTV coefficients against the scheduling signal. Proceeding
in this way, we can even check for (unwanted) dynamic dependency. This
is exactly the topic of Chapter 5.

We conclude with Chapter 6, where we recapitulate the main results,
highlight the contributions and discuss possible future work.
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Chapter 2
Model equations in the

frequency domain

It seems that if one is working from the point of view of getting beauty in one’s
equations, and if one has really a sound insight, one is on a sure line of
progress. If there is not complete agreement between the results of one’s work
and experiment, one should not allow oneself to be too discouraged, because the
discrepancy may well be due to minor features that are not properly taken into
account and that will get cleared up with further developments of the theory.

— Paul Dirac

If we want to model parameter-varying dynamic systems in the fre-
quency domain, we should be able to represent the measured signals accu-
rately in the frequency domain as well. This will be discussed at length in
Section 2.1, for both continuous and discrete signals (recall Section 1.2.3.1).

In order to get acquainted with LPV systems, Section 2.2 presents a
preliminary study on the output of an extension of the crane setup given in
Example 1.1.

Subsequently, Section 2.3 introduces a unified time domain representa-
tion for the input-output and input-state-output model structures discussed
in Section 1.2.4.

Finally, the model equations are transformed into the frequency domain
in Section 2.4.
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2. Model equations in the frequency domain

2.1 Transforming the measured signals to the
frequency domain

A sampled, discretized signal can easily be transformed into the frequency
domain by means of the Discrete Fourier Transform (DFT). It accounts for
the sampling and the finite window length T0 = 1/f0 = N/fs, with fs the
sampling frequency, and N the number of samples. The samples are taken
uniformly at time steps tn = n/fs = nTs ∀n ∈ [0, N − 1] ⊂ N, corresponding
with Assumption 1.5. Here, Ts = 1/fs is the time between two consecutive
samples, which makes f0 = fs/N the frequency resolution, as illustrated in
Fig. 1.12. Indeed, the discretization in time, combined with the restricted
data record length N result in a discretization of the frequency grid.

Definition 2.1 The DFT for the angular frequencies ωk = 2πkf0 ∀k ∈
[0, N − 1], is defined as

DFT {x(n)} = X(k) =
1

N

N−1∑

n=0

x(n)e
− j2πkn/N (2.1)

in discrete-time, and

DFT {x(tn)} = X(k) =
1

N

N−1∑

n=0

x(nTs)e−jωknTs (2.2)

in continuous-time. In both cases, n denotes the time index of the nth sample
of the measurement. Subsequently, (2.2) can also be computed by means of
(2.1).

The DFTs of the sampled input u(n), the output y(n) and the schedul-
ing p(n) at the frequencies ωk = 2πkf0 are denoted as U (k), Y (k) and P (k)

respectively. The scaling factor 1/N is chosen so that the DFT of a periodic
signal corresponds with the exact Fourier coefficients.

Definition 2.2 Similarly, the inverse Discrete Fourier Transform (iDFT)
is defined as

iDFT {X(k)} =
N−1∑

k=0

X(k)e
j2πkt/N = x(n) (2.3)
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2.1. Transforming the measured signals to the frequency domain

2.1.1 Transforming discrete signals

Suppose a discrete time signal x(n) is known exactly, at the time indices n,
∀{n ∈ N} ∩ {0 ≤ n ≤ N − 1}. Next to transforming x(n) to the frequency
domain, the Z-transform (Appendix 2.A) allows us to perform calculations
in said domain, by applying operators (+,-,×,∗) to the signal. For example,
a linear combination of signals is unaffected by the transformation.

ax(n) + by(n)⇔ aX(z) + bY (z) (2.4)

A second important property is the convolution theorem, which states that
a multiplication of two windowed signals in the time domain corresponds
with a circular convolution in the Z-domain:

x(n) y(n)⇔ X(z) ∗ Y (z) (2.5)

It is proven in Appendix 2.A.1 that the convolution in (2.5) is circular.

Appendix 2.A.2 shows that the Z-transform of a windowed signal (2.38)
equals the Discrete Fourier Transform up to a scaling factor, if we consider
only the DFT frequencies zk = e2πjk/N , located on the complex unity circle.
Now, if the signals are time shifted, like in the discrete state space equation
(1.14), the difference between the initial (n = −m) conditions and end (n =
N −m) conditions has to be taken into account, resulting in a polynomial
Tmx (z−1

k ) of degree m− 1 (2.46).

DFT {x(n−m)} = z−mk DFT {x(n)}+ Tmx (z−1
k ) (2.6)

Obviously, if the signal x(m) is periodic, then there is no difference in the
boundary conditions, and Tmx (z−1

k ) vanishes.

2.1.2 Transforming continuous signals

Transforming a continuous-time signal into the frequency domain is a little
more involved than its discrete-time counterpart. The continuous Fourier
transform exists, but it requires the signal to be known at all times t ≥ 0 ∈
R+. We only have the samples at the time steps nTs, with which we can
compute the DFT. So under which conditions are the continuous and dis-
crete Fourier transforms equivalent? This question will be treated in detail
in this section. First and foremost, to apply the DFT safely to continu-
ous measurements, the signals need to be band-limited with respect to the
Nyquist frequency fnyq = fs/2. To this end, let us specify Assumption 1.8
more rigorously:
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2. Model equations in the frequency domain

Assumption 2.3 The input u(t) and the scheduling parameter p(t) are band-
limited. Their continuous Fourier transformed signals are zero beyond the
Nyquist freqency: |U (jωk)| = 0 and |P (jωk)| = 0 for kf0 ≥ fs/2.

Assumption 2.3 plays an important role in the sampling of continuous-time
signals. It is also known as Shannon’s theorem, which, in practice, imposes
a certain smoothness of the observed signals. If left unchecked, aliasing can
occur, where high frequencies fold back, and appear as other frequencies,
like in Example 1.11. To avoid such problems, anti-alias filters can be used,
that cut off the frequency content beyond the Nyquist frequency.

Assumption 2.4 The measurement setup is band-limited: the signals are
lowpass filtered with an anti-alias filter before sampling.

In some cases, it might be desirable to allow aliasing. In the sequel,
we will show that aliasing is often unavoidable, especially when windowing
and sampling non-periodic, band-limited signals, even when an anti-alias
filter is present. To this end, the aliasing effect must be accounted for in
frequency domain models.

2.1.2.1 Continuous and periodic signals

Since the frequency domain has a natural affinity for periodic signals, this
is where we start our comparative study of the continuous and discrete
Fourier transforms.

Assumption 2.5 The observed input u(t), scheduling p(t) and output y(t)

signals are synchronized periodic signals. First, all signals are periodic:
u(t+Tu) = u(t), p(t+Tp) = p(t) and , y(t+Ty) = y(t). Second, observing an output
period means measuring an integer number of input and scheduling periods:
Ty/Tp ∈ N+ as well as Ty/Tu ∈ N+.

The synchronous measurement of the data (Assumption 1.6) should not be
confused with the synchronization of the signal periods (Assumption 2.5).
The first assumption applies to the measurement setup, where the samples
of all signals have to be taken at the same time. The latter requires that
during an output period, an integer number of periods is observed for the
input and scheduling signals. Ideally, an integer number of output peri-
ods Ty is observed in the measurement window T0. In practice, we might
have to adapt the input signal to the scheduling variation in order to fulfill
Assumption 2.5, or vice versa.
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2.1. Transforming the measured signals to the frequency domain

Fact 2.6 If the observed signals are periodic with period T0 = Ty, follow-
ing Assumption 2.5 then under the band-limited setting of Assumption 2.3,
the continuous Fourier transform can be recovered exactly from the discrete
Fourier transform, at the DFT frequencies fk = kf0 = k/T0. In this sense,
they are equivalent.

Example 2.7 Consider a periodic input signal u(t) = cos(2π5t), sampled
for T0 = 1 s at a sampling rate of fs = 64 Hz. This means N = 64 samples
where taken, and the frequency resolution is f0 = 1 Hz. The time domain
signal and its DFT are shown in Fig. 2.1.
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Figure 2.1: An integer number of input periods is observed (top), resulting
in a clean DFT (bottom), clearly showing the excited frequency of ±5 Hz.

Indeed, a cosine wave (top) contains only a single, positive and negative
frequency (bottom), represented mathematically by two Dirac pulses 1

2
δ(f±5)

in the continuous frequency domain. The scaling factor in (2.1) is chosen
such that the amplitude of the Dirac functions is equal to the DFT at the
corresponding frequencies.

2.1.2.2 Continuous non-periodic signals

Fact 2.6 learns us that the continuous and discrete Fourier transform are
equivalent, if all observed signals are band-limited and periodic. However, in
many practical cases, we want to work with non-periodic signals. In other
cases, the periodicity might be missed by a poorly chosen measurement
setup. Ideally, the sampling process is tuned to the signals. If the output is
periodic with period Ty, then we want to observe this in the time window
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2. Model equations in the frequency domain

NTs = T0. To this end, it is important to choose the sampling frequency fs

and the number of samples N correctly. Otherwise, the periodicity of the
signals, which transfers nicely to the frequency domain, can be lost.

Example 2.8 Suppose we observe periodic input signal u(t) = cos(2π5.5t),
sampled for T0 = 1 s at a sampling rate of fs = 64 Hz. The setup is similar
to Example 2.7, except for the frequency of u(t). Fig. 2.2 shows the input in
the time domain and its DFT amplitude spectrum. The frequency domain
signal (bottom graph) has lost the simplicity & sparsity of Fig. 2.1. On the
contrary, it seems a large frequency band is excited, instead of only 5.5 Hz,
as we would like.
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Figure 2.2: (top) Even though the input signal is periodic, this is not ob-
served in the measurement window. (bottom) The resulting DFT does not
have the correct frequency resolution to represent the input signal with a
single frequency line.

The mathematical explanation of the windowing and sampling is given
in detail in Appendix 2.B.1 and Appendix 2.B.2 respectively. Let us just say
that the frequency resolution is not chosen well for the given input signal.
The input frequency of 5.5 Hz is not in the limited set of DFT frequencies
kf0 = kHz. The problem disappears if 128 samples are taken, meaning the
measurement takes 2 s. Then, the frequency resolution becomes f0 = 0.5 Hz,
of which the input frequency is an integer multiple.

The problem of Example 2.8, where a single sine is smeared over its
neighboring frequencies is called leakage. When dealing with arbitrary,
non-periodic signals, leakage errors will always be present in the frequency
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2.1. Transforming the measured signals to the frequency domain

domain. Now, the DFT representation is still correct. However, the decay
rate of the leakage terms can be quite slow, making the windowed contin-
uous signal (before sampling) exceed the Nyquist frequency. Even though
the true signals do not violate the band-limited setup of Assumption 1.8,
their windowed versions do. Therefore, in most cases, with leakage also
comes, after sampling, alias contributions ∆(k), as shown by (2.58) in Ap-
pendix 2.B.2.

F {w(t)u(t)}
∣∣
ωk

N
= DFT {u(t)} −∆u(k) (2.7)

In Section 2.4, we will show how to deal with the alias problem. For now,
remember that the alias contributions due to leakage behave like 1/(kf0),
varying smoothly over the DFT frequencies.

Remark 2.9 Since alias only folds back the spectral content beyond the
Nyquist frequency, its effect can be decreased by choosing a higher sampling
frequency, but fixing the measurement time T0 = N/fs.

Fig. 1.12 illustrated that no additional information about the dynamical
behavior is obtained in this way. Nevertheless, the alias contribution de-
creases, and during the estimation process, the extra samples can simply
be disregarded by considering only the frequency range of interest.

2.1.2.3 Time derivatives of arbitrary continuous signals

Continuous dynamical models like the state equation (1.16) require time
derivatives of the observed signals, periodic and arbitrary alike. It is im-
portant to note that the time derivative of a noisy, band-limited signal
(Assumption 2.3) can be computed exactly in the frequency domain, by
multiplying with the appropriate power of jωk. On the other hand, in the
time domain, usually numerical differentiation schemes or digital filters are
used, to approximate the true derivative.

Windowing the time derivative of a non-periodic signal in the frequency
domain requires additional terms, that depend on the difference between
the initial (t = 0) and end (NTs = T0) conditions. In fact, (2.78) in Ap-
pendix 2.B.5 shows that a transient polynomial T nx in the Laplace variable
s = jωk of degree n− 1 pops up.

F
{
w(t)

dmx(t)
dtm

} ∣∣∣∣
ωk

N
= (jωk)

n DFT {x(t)}+ T nx (jωk)−∆x(n) (k) (2.8)
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Just bear in mind that arbitrary signals can be represented in the frequency
domain, even though it has a natural preference for periodicity. If the
observed signals are periodic, this means that there is no difference in initial
and end conditions, and T nx (jωk) disappears, resulting in a less complex
model.

2.2 The output of an LPV system
Now that we can represent the measured signals both in the time- and
frequency domain, let us take a look at some representative signals for a
linear parameter-varying system, without delving into the model equations
just yet. To simplify this preliminary study, we will limit ourselves to the
steady-state response of an LPV system to a single sine wave.

Assumption 2.10 The periodic steady-state response of the LPV system
is observed.

When the system is in periodic steady state, all the signals u(t), p(t) and
y(t) are periodic with a period Ty. Now suppose a single output period is
observed T0 = Ty. In this case, the initial and end conditions are equal,
and no transient effects occur.

Example 2.11 A swing at a playground behaves much like the pendulum
of Example 1.12. If it is periodically driven, it will eventually reach a regime
operation, or steady state, where the output is periodic as well. The initial
state of the swing no longer has an effect on the current periodic trajectory.

Without going in too much detail, to ensure periodicity, we have to make
an assumption on the mappings defined by the model coefficients:

Assumption 2.12 The model coefficients Θ(p(t)) have the Periodic Input,
Same Periodic Output (PISPO) property. This means the periodicity of the
scheduling signal is preserved, even though the dependency on p(t) can be
nonlinear and dynamic.

Fact 2.13 Under Assumptions 2.5, an integer number of input and schedul-
ing periods is observed: T0 = aTu = bTp a, b ∈ N. Then, under the steady
state condition of Assumption 2.10, the response y(t) of an LPV system with
a PISPO dependency on the scheduling p(t) (Assumption 2.12), is periodic
within the observed time window T0 = cTy, c ∈ N.
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First, note that a static nonlinear function of a periodic signal remains
periodic: f(p(t+Tp)) = f(p(t)). Subsequently, the multiplication of the
parameter-varying coefficients and the measured signals is periodic in T0:

Θ(p(t+T0))u(t+T0) = Θ(p(t+bTp))u(t+aTu) = Θ(p(t))u(t) (2.9)
Θ(p(t+T0))y(t+T0) = Θ(p(t+bTp))y(t+cTy) = Θ(p(t))y(t) (2.10)

Following Fact 2.13, it is possible to predict the necessary measurement
time T0, so that an integer number of output periods is captured.

Corollary 2.14 Given the input and scheduling periods Tu and Tp, with
Tu/Tp ∈ Q, the output of an LPV model with a PISPO scheduling dependency
(Assumption 2.12) is periodic within the least common multiple of Tu and
Tp: T0 = lcm(Tu, Tp).

Assumption 2.12 can be relaxed further. For example, if the mapping can
also cover subharmonics, an integer multiple of lcm(Tu, Tp) should be ob-
served.

Recall that the steady-state response of a linear time-invariant system
to a single sine wave at frequency fu = 1/Tu, is a sine wave at the same fre-
quency fu, but with a changed magnitude and phase Ljung [1999]; Pintelon
and Schoukens [2012], as stated in (1.8). For an LPV system, this one-to-one
frequency mapping is no longer true, as illustrated by Fig. 2.3. The input
u(t) is a single sine wave, but the output y(t) is clearly not. The scheduling
variable p(t) alters the input-output dynamics, resulting in a time-varying
amplitude and phase shift.

Example 2.15 Consider the crane setup of Example 1.1, but with an ad-
ditional friction term like in Example 1.12.

d2y(t)

dt2
+

4πγ√
1− γ2

p(t)
dy(t)

dt
+

4π2

1− γ2
p2

(t) y(t) = u(t), (2.11)

with a damping ratio γ = 0.05. The scheduling signal is related to the length
of the crane cable l(t) via

p(t) =
√

g/l =

√
1

1 + 1
2

cos(4πf0t)
. (2.12)

N = 400 samples were taken at a sampling frequency of fs = 10 Hz. Figures
2.3 and 2.4 depict the input, scheduling and output signals in the time and
frequency domain respectively.
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2. Model equations in the frequency domain

LPV
crane model

u(t)

p(t)

y(t)

Figure 2.3: The second order crane model (2.11) is excited with a periodic
input u(t), during a periodic parameter variation p(t). The corresponding
steady state output signal is given by y(t).
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Figure 2.4: The frequency domain equivalent of Fig. 2.3. The second or-
der crane model (2.11) is excited with an input U (jωk), given a parameter
variation P (jωk), resulting in an output signal Y (jωk).
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2.2. The output of an LPV system

Fig. 2.3 illustrates the time-varying amplitude and phase shift in the
output signal. Changing the length of the cable directly modifies the eigen-
frequency of the second order model. For a cable length of 1 m, the reso-
nance frequency is located at 1 Hz, resulting in a maximal throughput.

The changing dynamics in Fig. 2.3 translate to the frequency domain as
well. In the output spectrum Y (jωk) of an LPV system, energy appears at
frequencies that were not directly excited, even in the absence of aliasing and
boundary effects. These extra spectral components, or harmonic frequencies
form a skirt-like shape around the excited frequencies, that theoretically
extend infinitely far. In practice, the skirts will eventually disappear below
the noise level. In Fig. 2.4, we see the numerical precision of Matlab, around
−300 dB. A harmonic with a spectral content smaller than this roundoff
error, cannot be distinguished from the noise floor itself.

2.2.1 Time-Varying transfer function

One way to represent the parameter-varying dynamics, and by extension the
output of an LPV system, is the frozen transfer function. At any fixed time
t, the latter corresponds with the LTI transfer function that we see, if the
scheduling parameter is “frozen” to its value p(t) = p(t). Fig. 2.5 illustrates
the concept of the frozen TF on the setup of Example 2.15, by depicting
frozen snapshots G(jω), at several time instants t. Initially, the scheduling
variable is small, meaning the cable length is long, since p(t) = O (1/l(t)).
As the p(t) increases, and l(t) shortens, the eigenfrequency shifts to a higher
frequency. This is in agreement with the statements in Example 1.1.

An alternative interpretation of the time-varying dynamics is the Time-
Variant Transfer Function (2.14), which is the Fourier transform of the
time-variant impulse response. We explain these concepts below. The re-
sponse of a causal parameter-varying system, to an input u(t) that is zero for
t < 0, for a specific trajectory p(t), can be written as a general convolution
integral

y(t) =

∫ t

0

g(t, τ)u(τ) dτ, (2.13)

where g(t, τ) is the response of the system to an impulse δ(t−τ) at time τ > 0.
Therefore, g(t, τ) is called the time-varying impulse response. Next to its
dependency on the response time t, it is also determined by the impulse
time τ , resulting in a two-dimensional impulse response. Both dimensions
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2. Model equations in the frequency domain

are related, since the t dimension continues when the impulse is applied at
t = τ .

Now, g(t, t − τ) can be transformed into the frequency domain. The
result is a time-varying transfer function, that changes with the time stamp
τ of the impulse at the input.

G(jω,t) =

∫ ∞

0

g(t, t− τ)e−jωτdτ (2.14)

Equation (2.14) is called the Time-Variant Frequency Response Function
(TV-FRF), and it reflects the time-varying dynamics of the system, given
an impulse at time τ . For example, similar to the LTI setup of (1.8), the
steady state response to a periodic input u(t) = sin(ωut) is now given by

u(t) = sin(ωut)→ LPV → y(t) = |G(jωu,t)| sin(ωut+ G(jωu,t)), (2.15)

as shown in Zadeh [1950a] and Zadeh [1950b].

Fig. 2.6 depicts some TV-FRFs G(jω,t), in the setting of Example 2.15.
The scheduling trajectory on the left clearly affects the dynamics of the sec-
ond order crane system, in a non-linear way. The trajectory of p(t) shapes
the time-varying impulse response, which in turn determines G(jω,t). We
can recognize the same second-order shape in Fig. 2.6 as in Fig. 2.5. How-
ever, additional resonance peaks appear at integer multiples of the pumping
frequency fp = 2f0 = 0.025 Hz (2.12) from the main resonance, as predicted
by the Floquet theory. Note that the TV-FRF has several antiresonances,
even though the second order model (2.11) has no zeros. For a more detailed
analysis, we refer to Louarroudi [2014].

We conclude that the frozen transfer function is simple to compute,
and, because the resulting FRFs are LTI models, we immediately get an
idea of how the dynamics are changing over time. However, in reality, the
dynamics are not frozen, but vary with p(t). Therefore, the time-varying
FRF is a more correct representation of the parameter-varying behavior.
This is the essential difference between local and global approaches (see
Section 1.1.2.1).
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2.2. The output of an LPV system
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Figure 2.5: The frozen transfer function (right) is an LTI snapshot of the
parameter-varying system dynamics, given a fixed scheduling value p(t) =
p(t) (left).
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Figure 2.6: The time-variant transfer function (right) is defined in (2.14)
as the Fourier transform of the impulse response at time t = τ . The entire
scheduling trajectory (left) affects its shape.
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2. Model equations in the frequency domain

2.2.2 The shape of the harmonics

We know from Section 2.2.1 that the parameter-varying dynamics of an
LPV model can be represented by means of the time-variant and frozen
transfer function. In this section, we use these concepts to study the shape
of the skirts of harmonics that form around excited frequencies fu. Once
again, periodicity introduces structure in the frequency domain.

Remark 2.16 In the periodic setting of Assumptions 2.5 and 2.10, the
harmonic frequencies appear only at integer multiples of the basic scheduling
frequency fp, around the excited frequencies fu: fu + kfp ∀k ∈ Z.
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Figure 2.7: A more detailed look at the scheduling and output spectra of
Fig. 2.4. Two periods of the scheduling signal were measured (see Fig. 2.3),
and therefore fp = 2f0. Between subsequent harmonics, an empty bin is
present. Any energy at these frequencies comes from (numerical) noise.

Fig. 2.7 depicts a detailed view of the frequency domain signals in
Fig. 2.4. Here, fu = 1 Hz and fp = 2f0 = 0.05 Hz. Indeed, not all fre-
quencies around the input frequency are affected. Nevertheless, the output
is correlated over the frequencies fu + kfp for a wide range of k.

The width and shape of the skirt depend on the input and the scheduling
signals. It is important to note that a smaller or slower scheduling results
in faster decaying harmonics. In the limit of a constant scheduling, we
recover the linear time-invariant setup of (1.8). Under mild conditions, the
harmonics decay smoothly over the frequency, as illustrated in Fig. 2.4 and
Fig. 2.7.
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2.2. The output of an LPV system

Assumption 2.17 The parameter-varying system can be approximated by
a finite series expansion (2.82) of the Time-Variant Transfer Function (2.14),
which is the Fourier transform of the time-variant impulse response.

The finite amount of terms in the series expansion in Assumption 2.17
can be seen as branches in a parallel structure. They can be interpreted as
a limited number of harmonics that need to be captured by the model. As
stated previously in this section, the skirt theoretically extends to infinity,
but in practice, it disappears below the noise floor like in Fig. 2.4. Therefore,
given a scheduling trajectory, only a finite amount of harmonics need to be
modeled.

So how many branches do we need to model? The shape and range
of the skirt change depending on the input and the scheduling signal. A
smaller or slower p(t) will result in more narrow skirts around the excited
frequencies. It is therefore possible to handle a broad range of input and
scheduling signals with a fixed, finite amount of time-weighted LTI models
like in (2.82). The value of nh indirectly forms an upper bound for the
magnitude and speed of the parameter variation.

Corollary 2.18 Following Assumption 2.17, Appendix 2.C proves that the
skirts of harmonics, centered around the input frequencies fu, decay hyper-
bolically.

2.2.3 LPV models are linear in the input

Section 1.1.2 in the introduction already stated that LPV systems are linear
in the input, as described by Equation (1.2), (1.3) and (1.4). This means
that an affine combination of inputs, like multiple sine waves (1.10), results
in the sum of the responses to each individual input. The bottom graph in
Fig. 2.8 displays the output signal of the same LPV system used in Fig. 2.3
and 2.4, when it is excited with a multisine input.

It is important to note that LPV systems are not linear with respect to
the scheduling signal. The scheduling affects the input-output dynamics.
Even if the parameter-varying coefficients only depend on p(t) linearly, its
effect on the output is rather complicated, and not linear in the general
case.

Now that we know what kind of signals to expect from an LPV system,
we can take a look at the mathematical equations that correspond with an
LPV model.
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2. Model equations in the frequency domain
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Figure 2.8: Since LPV systems are linear in the inputs, the response to a
multisine is equal to the sum of the output spectra for each individual sine
wave at the input.

2.3 A unified time domain representation for
continuous- & discrete-time LPV systems

Fig. 1.9 in Section 1.2.3.1 briefly explained the difference between ana-
log (band-limited) and digital (sample-and-hold) signals. Now, in both
cases the signals will be sampled, and we will end up with discretized mea-
surements. In this section, we will introduce a unified way to represent
the input-output equations (1.11)-(1.12) and the state space models (1.14)-
(1.17) in the time domain, regardless of the behavior between the samples.
To this end, let us introduce the operator q:

Definition 2.19 The operator q corresponds with the forward shift operator
in discrete time qx(t) = x(t+1). In continuous time, it represents the time
derivative qx(t) = dx(t)

dt
.
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2.3. A unified time domain representation
for continuous- & discrete-time systems

2.3.1 Time domain input-output model

With the operator q from Definition 2.19, we can write a general LPV
input-output equation as

na∑

i=0

ai(p(t))q−iy(t) =

nb∑

i=0

bi(p(t))q−iu(t) (2.16)

in discrete-time, and

na∑

i=0

ai(p(t))qiy(t) =

nb∑

i=0

bi(p(t))qiu(t) (2.17)

in continuous-time.

The discrete-time IO equation only uses backwards time shifts q−i, in
contrast to the derivatives in the continuous-time case, expressed by posi-
tive powers of q. Here, we followed the convention of Tóth [2010]; Lataire
[2011]; Louarroudi [2014]. The representation of (2.16)-(2.17) is unified, in
the sense that only (positive or negative) powers of q are needed, which
translates easily into the frequency domain.

Definition 2.20 In most practical cases, the degree of the polynomial in
q is lower for the input u(t) than for the output y(t). Such systems, where
nb ≤ na, are called proper. If nb < na, the differential equation (2.17) is
strictly proper. On the other hand, its discrete counterpart (2.16) is proper
by construction.

Definition 2.21 The dynamic order of a proper input-output model like
(2.16)-(2.17) is na.

If an input-output model like (2.16)-(2.17) has to be identified from input
and output data, na and nb are tunable degrees of freedom. A higher order
model can represent more complex systems, but requires more parameters,
and more computations. Especially in controller design, a low order model
is preferred.
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2. Model equations in the frequency domain

Even though the unified notation (2.16)-(2.17) covers (1.11) respectively
(1.12), the computation of the output signal differs a lot in the time domain.
In the discrete case, given the na−1 initial values of y(t), the remaining part
of the output signal can easily be calculated sequentially. In the continuous
time however, the signal has to be simulated with an Ordinary Differential
Equation (ODE) solver, which can quickly become time-consuming. The
problem is that the output has to be known between the sample times as
well. We will show in the sequel that the frequency domain allows for a
unified representation as well, but the computational complexity is similar
for discrete- and continuous-time systems.

2.3.2 Time domain input-state-output model

The input-state-output equations (1.14)-(1.17) can then be described in a
unified way in the time domain by

qx(t) = A
(
p(t)
)
x(t) +B

(
p(t)
)
u(t) (2.18)

y(t) = C
(
p(t)
)
x(t) +D

(
p(t)
)
u(t) (2.19)

We name nx the size of the state vector x(t) and denote the number of inputs
u(t), outputs y(t) and scheduling signals p(t) by nu, ny and np respectively.
The matrix dimensions are then A ∈ Rnx×nx , B ∈ Rnx×nu , C ∈ Rny×nx ,
D ∈ Rny×nu .

Definition 2.22 The order of the input-output dynamics of a (minimal)
input-state-output model like (2.18)-(2.19) is nx, the dimension of the A
matrix.

If (2.16)-(2.17) and (2.18)-(2.19) are equivalent representations of the same
system, the dynamical order of (2.16)-(2.17) equals the minimal state di-
mension nx = na. From Tóth [2010], we know that it is possible to transform
a static parameter-varying input-output (IO) equation into an equivalent
state space (SS) form. However, if the corresponding SS model is minimal
(na = nx), it will have a dynamic dependence on the scheduling p(t). From
a control perspective, we want a simple, static model, in which the model
depends only on the current value of the scheduling signal p(t). Therefore,
direct application of the results in Tóth [2010] does not yield the desired
result. We will revisit this realization problem in the sequel.

Axiom 2.23 A state space model like (2.18)-(2.19) can only model proper
systems, as specified in Definition 2.20.
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2.3. A unified time domain representation
for continuous- & discrete-time systems

No derivatives or shifted versions of the input are allowed in an SS model.
The dimension of the states nx determines the dynamic memory.

Fact 2.24 The direct feedthrough term D in the output equation (2.19) is
zero for a strictly proper system.

In practice, many continuous- and discrete-time systems do not have a
direct feed-through term, that links the input and the output. There will
always be some delay before a signals travels through a medium.

2.3.3 Approximating the unknown parameter-varying
model coefficients

In a black-box identification setup, the model coefficients an(p(t)) and bn(p(t))
of the LPV Input-Output (IO) model (2.16)-(2.17) are unknown. In most
LPV identification schemes, they are approximated by linear combinations
of known/chosen basis functions in p(t), viz.

an(p(t)) =

nφ∑

i=0

a[n,i]φi(p(t)), bn(p(t)) =

nφ∑

i=0

b[n,i]φi(p(t)) (2.20)

For a Single-Input, Single-Output (SISO) IO model, we denote the constant
model parameters with the vector

θ =
[
a[0,0], a[0,1], . . . , a[n,i], . . . , a[na,nφ], . . .

b[0,0], b[0,1], . . . , b[n,i], . . . , b[nb,nφ]

]T
, ∈ R(na+nb+2)(nφ+1)×1 (2.21)

whereas the parameter-varying model coefficients are collected in

Θ(p(t)) =
[
a0(t), a1(t), . . . , ana (t), . . .

b0(t), b1(t), . . . , bnb (t)
]T
. (2.22)

This interpretation can be generalized to Multiple-Input, Multiple-Output
(MIMO) input-output models. In this case, the a[n,i] and a[n,i] become
matrices, which have to be vectorized to fit in the parameter vector θ.

Similarly, the parameter-varying state space matrices can be approxi-
mated with an affine sum of basis functions. For control design, ideally
the coefficients depend only on the instantaneous value of the scheduling
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2. Model equations in the frequency domain

signals, i.e. linear combinations of known/chosen static basis functions in
p(t), viz.

A
(
p(t)
)

=

nφ∑

i=0

Ai φi(p(t)), B
(
p(t)
)

=

nφ∑

i=0

Bi φi(p(t)), (2.23)

C
(
p(t)
)

=

nφ∑

i=0

Ci φi(p(t)), D
(
p(t)
)

=

nφ∑

i=0

Di φi(p(t)).

The coefficient matrices Ai in (2.23) are constant. All the time variation is
due to the functions φi(p(t)) of the scheduling vector. The first scheduling
function is usually set to one: φ0(p(t)) = 1 ∀t. The corresponding matrices
A0, B0, C0 and D0, matching this unity scheduling, can then be interpreted
as the time-invariant dynamics for zero scheduling signals φi>0(p(t)) = 0.

The model parameter of the LPV SS representation, using the basis func-
tions (2.23), are gathered in the vector θ ∈ R(nx+ny)(nφ+1)(nx+nu)×1

θ =




vec
([
A1 A2 . . . ANp

])

vec
([
B1 B2 . . . BNp

])

vec
([
C1 C2 . . . CNp

])

vec
([
D1 D2 . . . DNp

])


 , (2.24)

where the vec operator vectorizes a matrix column-wise. By computing
the weighted combination of all the basis functions in (2.23), we obtain the
actual parameter-varying model coefficients:

Θ(p(t)) =




vec
(
A
(
p(t)
))

vec
(
B
(
p(t)
))

vec
(
C
(
p(t)
))

vec
(
D
(
p(t)
))


 . (2.25)

The general difficulty in LPV modeling lies in the selection of the proper
basis functions φi(p(t)) for (2.20) and (2.23). Here, prior knowledge about
the parameter variation can be introduced in the model structure. The same
argument can be made for LTV models. In Lataire and Pintelon [2011], a
polynomial basis in t is used. Over a finite time window [0, T0], any smooth
function can be approximated arbitrarily well by a polynomial basis, follow-
ing the Weierstrass approximation theorem. In Louarroudi et al. [2014], the
time variation is assumed to be periodic. Therefore, a Fourier expansion
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2.4. Transforming the model equations to the frequency domain

using sine and cosine basis functions is used. Example 1.2 in Section 1.1.2.2
illustrated that the choice of the basis functions φi(p(t)) may depend on the
context. Let us give a brief example:

Example 2.25 The influence of an external scheduling signal like an an-
gle α(t), can be approximated with Fourier basis functions cos(kα(t)) and
sin(kα(t)). This choice of the basis functions decouples the angular parame-
ter variation into two perpendicular components. On the other hand, if the
scheduling signal consists of distance measures, like a length l(t), a (multi-
variate) polynomial basis lk(t) makes more sense.

Alternatively, instead of assuming a set of basis functions, Support Vec-
tor Machines (SVMs) or Gaussian Processes (GPs) can be used to model
the coefficient functions Abbasi et al. [2014]. However, in the input-output
structure (2.16)-(2.17), the known φi(p(t)), together with the known signals
qiu(t) and qiy(t) directly define the data components of the LPV model equa-
tions. Therefore, the unknown, real model parameters θ appear linearly in
the model equations (2.16)-(2.17) and (2.18)-(2.19), which simplifies the es-
timation process considerably. Moreover, proposing basis functions is quite
easy, while tweaking a SVM kernel is more involved.

2.4 Transforming the model equations to the
frequency domain

Section 1.3.1 motivated a frequency domain point of view, for signals as
well as for dynamic systems. In this section, we show how the input-output
equations (2.16)-(2.17) and the state space model (2.18)-(2.19) can be trans-
formed into the frequency domain. Depending wether the system is discrete-
or continuous-time, the Z- (Appendix 2.A) or Laplace (Appendix 2.B) trans-
form is used respectively on the formulas. As introduced by (2.20) in Sec-
tion 2.3.3, the time-varying model coefficients are approximated using a
pre-defined set of basis functions φi(p(t)).

2.4.1 Frequency domain input-output model

Both the Z and the Laplace transform are linear, meaning the affine approx-
imation (2.20) and (2.23), using a set of basis functions, remains affine in
the frequency domain. Therefore, under Assumption 2.3, using windowed
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2. Model equations in the frequency domain

and sampled signals like in (2.6) and (2.8), the unified input-output LPV
model (2.16) becomes

na∑

n=0

nφ∑

i=0

a[n,i]Φi{p} ∗
[

(zk)
−nY (k) + T ny (z−1

k )
]

=

nb∑

n=0

nφ∑

i=0

b[n,i]Φi{p} ∗
[

(zk)
−nU (k) + T nu (z−1

k )
]

(2.26)

in discrete-time, and (2.17) translates to
na∑

n=0

nφ∑

i=0

a[n,i]Φi{p} ∗
[

(jωk)
nY (k) + T ny (jωk) + ∆y(n) (k)

]

=

nb∑

n=0

nφ∑

i=0

b[n,i]Φi{p} ∗ [(jωk)
nU (k) + T nu (jωk) + ∆u(n) (k)] (2.27)

in continuous-time. We give a detailed description of all notation below.

In both (2.26) and (2.27), Φi{p} = DFT {φi(p(t))} are the discrete
Fourier transformed basis functions of the scheduling parameter. The ∗
operator represents the circular convolution product (See Appendix 2.A.1
and Appendix 2.B.4).

For notational ease, from hereon, we use the unified frequency domain
variable Ω where possible. If the signals are digital in origin, Ω represents
the shift variable Ω = z−1. On the other hand, in case the system is
continuous, the Laplace transform is used Ω = s. Since most of the model
equations share similar terms, this will allow for a more brief discussion of
the frequency domain model equations.

The transient polynomial T nx (Ω) of degree n − 1 is defined in (2.46) in
Appendix 2.A.2 or (2.78) in Appendix 2.B.5. It is a frequency domain
artifact of the windowing in the time domain, defined by the difference
between the initial and end conditions. If x(t) is periodic, we have x(t) =
x(t+T0), and the T nx (Ω) terms vanish.

Finally, the term ∆x(n) (k) represents the residual alias error (2.57). It is
present only in the continuous-time framework (2.27). It comes from the
windowing and sampling of a continuous-time signal. For more mathemati-
cal details on aliasing, see Appendix 2.B.2. For the sequel, it is important to
remember that ∆x(n) (k) is a smooth function of the frequency, that behaves
like ' 1/f outside the excited frequency band.
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2.4. Transforming the model equations to the frequency domain

2.4.1.1 Simplified input-output model

(2.26)-(2.27) is valid if Assumption 2.3 is fulfilled, but it is not the model
we want to use for identification. It can be simplified further, if we impose
one of the following conditions on the parameter variation.

Assumption 2.26 The basis functions φi(p(t)) can be approximated by a
polynomial of degree m in the finite interval t ∈ [0, T0].

Assumption 2.27 The basis functions φi(p(t)) are periodic in the time
window T0, and can therefore be represented exactly by their Fourier se-
ries over the interval t ∈ [0, T0].

Theorem 2.28 If either Assumption 2.26 or 2.27 holds, the convolution
of the basis functions and the polynomials Φi{p}∗T ny (Ωk) and Φi{p}∗T nu (Ωk)

are also polynomials in Ωk. For the discrete- and continuous-time proof, we
refer to Appendix 2.D.1 and Appendix 2.D.2 respectively.

Corollary 2.29 The polynomials T ny (Ωk) and T nu (Ωk) can be extracted from
the summation in (2.26), and grouped into one transient polynomial T ntuy (Ωk) =∑nt

n=0 γi Ω
n
k , of order nt = max{na, nb} − 1.

T ntuy (Ωk) =
na∑

n=1

nφ∑

i=0

a[n,i]Φi{p} ∗ T ny (Ωk)−
nb∑

n=1

nφ∑

i=0

b[n,i]Φi{p} ∗ T nu (Ωk) (2.28)

2.4.1.2 Complications in continuous-time modeling

In the continuous-time framework (see Section 2.1), an aliasing contribution
pops up as soon as one of the measured signals is not periodic. There
are several instances where non-periodic signals appear. First, if either
the input or scheduling signal is not periodic, the output signal will not
be periodic. Second, even if u(t) and p(t) are periodic, it is possible that
the system has not reached its steady state yet, resulting in a difference
between the initial and end conditions of the output signal. Third, the
measurement setup might miss the periodicity of the signals. In theory, this
mainly happens if a non-integer amount of periods is observed. However, in
practice, the generator and acquisitor might not be synchronized, causing
slight differences in measurement times. In any of these cases, transient
and/or aliasing effects like in Section 2.1.2 will appear once again.
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2. Model equations in the frequency domain

By definition, the transient contribution is a polynomial, which can be
incorporated in a general transient polynomial, as shown in Corollary 2.29.
The remaining problem is the aliasing term ∆y(n) (k). When does it become
a smooth over the frequency? Since the output is basically composed of
hyperbolas centered around the input frequencies fu, it seems sufficient
that the input is band-limited, as dictated by Assumption 2.3. However,
the frequency content of the input might be shifted by the multiplication
with the basis functions. Therefore, a more strict assumption is imposed:

Assumption 2.30 The Fourier transform of the basis functions φi(p(t))
multiplied with the input signal is band-limited with respect to the Nyquist
frequency: F {φi(p(t))u(t)} = 0, ∀f > fnyq = fs/2.

Under the band-limitation of Assumption 2.30, and the finite series approx-
imation of Assumption 2.17, it is shown in Appendix 2.C.3 that the alias
contributions ∆y(n) (k) are smooth.

Corollary 2.31 In the continuous-time case, the (smooth) alias contribu-
tions ∆y(n) (k) and ∆u(n) (k) can be extracted from the summation (2.27) as
well. Recall that these alias terms behave like 1/f around the excited frequen-
cies fu if Assumption 2.17 is fulfilled. Therefore, following Corollary 2.40
they can be approximated with a polynomial T ntuy (jωk) =

∑nt
n=0 γi (jωk)

n, of
order nt ≥ max{na, nb}−1. However, note that the complexity of the model
increases, and it is no longer exact.

T ntuy (jωk) '
na∑

n=0

nφ∑

i=0

a[n,i]Φi{p} ∗
[
T ny (jωk) + ∆y(n) (k)

]
(2.29)

−
nb∑

n=0

nφ∑

i=0

b[n,i]Φi{p} ∗ [T nu (jωk) + ∆u(n) (k)]

From (2.28) in Corollary 2.29, we know that a transient polynomial is
already present in the proposed frequency domain model. In some cases,
T ntuy (jωk) will already capture the alias error. However, if the sampling fre-
quency is low, the hyperbola tail has not died out yet at fnyq, and the
aliasing contribution can be significant. Alternatively, if a large frequency
range has to be modeled, a higher order polynomial may be needed to
capture the hyperbolic skirts.
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2.4. Transforming the model equations to the frequency domain

2.4.1.3 Unified input-output model

After applying Corollary 2.29 and 2.31, we obtain the following unified
frequency domain representation

T ntuy (Ωk) =
na∑

n=0

nφ∑

i=0

a[n,i] DFT {φi(p(t)) iDFT {(Ωk)
n DFT {y(t)}}} (2.30)

−
nb∑

n=0

nφ∑

i=0

b[n,i] DFT {φi(p(t)) iDFT {(Ωk)
n DFT {u(t)}}} .

First of all, there is a good reason to switch between the time and frequency
domain. The computations are performed in the domain that suits them
best. Computing derivatives (and time shifted versions) of the signals is
exact in the frequency domain. On the other hand, the computationally
complex convolution can be avoided by multiplying the signals in the time
domain. In the end, the model equation is expressed in the frequency
domain.

T ntuy (Ω) is a polynomial of order nt − 1, that captures the non-periodic
nature of the signals. In the discrete-time framework (Ω = z), (2.30) exactly
models the transient polynomial. In continuous-time (Ω = jωk), T ntuy (Ω) also
approximates the aliasing contribution. In practice, we only want to obtain
a model in a certain frequency band, in which the “tail” of the alias has to
be captured. By incrementing the order of the transient polynomial T ntuy (Ω),
we are able to approximate the extracted aliasing contributions arbitrarily
well.

Appendix 2.E discusses how the transient and aliasing terms scale with
the sampling frequency fs and the measurement time T0. By tuning the
measurement setup, it is possible to minimize their influence, and decrease
the complexity of the required frequency domain model.

Again, we want to stress that if all measured signals are periodic, the
system is in steady state, and the polynomial T ntuy (Ω) equals zero. By nature,
a periodically time-varying system can be represented exactly with a simple
model in the frequency domain Louarroudi et al. [2012, 2014].
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2. Model equations in the frequency domain

2.4.2 Band-limited relaxation of the basis functions

Assumption 2.26 or 2.27 are a good start, but we can actually broaden the
class of basis function even more.

Remark 2.32 Assumption 2.27 can be relaxed further, to allow for basis
functions that are band-limited (Assumption 2.3), but not periodic in the
observed window t ∈ [0, T0].

Example 2.8 is a good example of such a basis function. The true signal is
periodic and band-limited, but a non-integer amount of periods is observed.
Better yet, a real-life application might clarify the advantage of Remark 2.32
even more.

Example 2.33 In Sanchez et al. [2013], the bio-impedance of a beating
heart is measured, in order to detect if it is healthy or not. Although the
heart beats fairly regularly, it is not perfectly periodic. The true parameter
variation will therefore consist of multiple frequencies, that are close to
each other, but do not necessarily lie on the frequency grid introduced by the
measurement.

Even more, φi(p(t)) can be a sum of harmonically unrelated sine waves,
which do not have to lie on the DFT grid. Alternatively, white noise can
be filtered, so that it is band-limited. Subsequently, this signal can be
applied to the system, and still fulfill Assumption 2.3. In this setup, by
construction, φi(p(t)) is not periodic.

Recall that, in the non-periodic case, the transient polynomials are ex-
tracted from the individual signals, and gathered in T ntuy (Ωk). This process,
used to simplify the model equations, is described in Appendix 2.D for pe-
riodic basis functions, and it is still applicable in the setup of Remark 2.32.
Indeed, the proofs in Appendices 2.D.1.2 and 2.D.2 do not explicitly assume
that the basis functions are periodic in the observed window. Therefore,
Theorem 2.28 and Corollary 2.29 still hold for periodic φi(p(t)) with frequen-
cies that are not integer multiples of the frequency resolution kf0 = kfs/N
k ∈ R.
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2.4. Transforming the model equations to the frequency domain

2.4.3 Frequency domain input-state-output model

This section illustrates the transformation of the state space equations
(2.18)-(2.19) into the frequency domain. The process is similar to the ap-
proach presented in Section 2.4.1. The key difference is that the discrete-
time state equations contain only forward shifts, of a single sample. There-
fore, only positive powers of zk will appear. Under Assumption 2.3, using
windowed and sampled signals, (2.18)-(2.19) becomes

zkX(k) + T 1
x (zk) =

nφ∑

i=0

AiΦi{p} ∗X(k) +BiΦi{p} ∗ U (k) (2.31)

Y (k) =

nφ∑

i=0

CiΦi{p} ∗X(k) +DiΦi{p} ∗ U (k) (2.32)

in discrete-time. Here, the z variable lies on the complex unity circle: zk =
e2πjk/N . The transient polynomial T 1

x (zk) of degree 1, but without a constant
term, is defined in (2.41) in Appendix 2.A.2. In discrete-time, like in the
time-invariant case, only the difference between initial (t = 0) and end
(t = N) conditions has to be considered to account for non-periodic signals,
for the nx state signals. This result was published in Goos et al. [2015b].

By incorporating a vector of scalar numbers x(N −1)−x(0), multiplied
with zk, into the model, we can now cope with non-periodic signals. Pro-
ceeding in this way, a non-steady state response to a periodic input can
now be modeled. Especially in slow mechanical applications, this extension
proves to be very advantageous. If the measurement time is limited, all data
can be used for the identification step. We no longer have to wait for the
system to be in steady state. Additionally, (2.32) can handle band-limited
(filtered) arbitrary inputs and scheduling signals.

The continuous-time model is more involved. If the system is not in
periodic steady state, the states, and by extension the output, will not be
periodic. The same result applies if the input is not periodic in the observed
window. In both cases, transient and alias effects appear, even though only
first order derivatives are needed.

jωkX(k) + T 1
x (jωk) + ∆x(1) (k) (2.33)

=

nφ∑

i=0

AiΦi{p} ∗ [X(k) + ∆x(k)] +BiΦi{p} ∗ [U (k) + ∆u(k)] 0

55



2. Model equations in the frequency domain

Y (k) + ∆y(k) (2.34)

=

nφ∑

i=0

CiΦi{p} ∗ [X(k) + ∆x(k)] +DiΦi{p} ∗ [U (k) + ∆u(k)]

Each of the nx state equations has to take the difference between initial
and end conditions into account, as shown in Appendix 2.B.5. But because
only first order derivatives are required, the transient polynomial T 1

x (jωk),
introduced in (2.78), only has a degree 0. This means T 1

x (jωk) is a vector of
constants.

More importantly, alias contributions ∆u(k), ∆x(n) (k) and ∆y(k) pop up if
any of the input, state or output signals is non-periodic in the measurement
window T0. It is a result of the windowing and sampling of the signals, and
is defined in (2.57) in Appendix 2.B.2. Again, alias terms only appear in
the continuous-time framework.

2.4.3.1 Simplified continuous-time state space model

The discrete-time state space equations (2.31)-(2.32) are elementary enough
in the frequency domain. Its continuous-time counterpart however, can be
simplified further. The problem is that the transient and alias effects are
distributed over the model equations. We would like to collect them in as
few correction terms as possible.

The state equations are basically interconnected first order differential
equations. Therefore, following Theorem 2.28, the transient and alias terms
can be extracted from the SS equations, using Corollary 2.29 and 2.31
respectively. The continuous-time state space model then becomes

jωkX(k) =

Np∑

i=0

AiΦi{p} ∗X(k) +BiΦi{p} ∗ U (k) + T ntxxxu(k) (2.35)

Y (k) =

Np∑

i=0

CiΦi{p} ∗X(k) +DiΦi{p} ∗ U (k) + T ntyyxu(k). (2.36)

For this result to hold, one additional assumption must be fulfilled:

Assumption 2.34 The Fourier transform of the input signal multiplied
with any combination of basis functions is band-limited with respect to the
Nyquist frequency: F {φi(p(t))φj(p(t))u(t)} = 0, ∀i, j ∈ [0, nφ]&f > fnyq =
fs/2.
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2.4. Transforming the model equations to the frequency domain

The multiplication of the states with the basis functions in (3.54) can cause
an additional frequency shift in the output spectrum, which can cause a
non-smooth alias contribution.

Each intermediate state equation in (3.53) comes with its own polyno-
mial, meaning T ntxxxu(jωk) ∈ Rnx×1 is actually a vector of polynomials of degree
ntx − 1. Additionally, the output equation (3.54) needs its own vector of
polynomials, T ntyyxu(jωk) ∈ Rny×1 of degree nty−1. In conclusion, the disturb-
ing transient and alias elements can be gathered, but the required complex-
ity is seemingly bigger than in the input-output case of Section 2.4.1.1.

However, like with the input-output model, it is possible to diminish the
aliasing effect, by using a higher sampling frequency fs, while still exciting
the same frequency band. Proceeding in this way, the leakage contribution
has more roll-off, and might even disappear completely below the noise floor
in the frequency band of interest. In this limit case T ntyyxu(k) = 0, meaning
only the transient term T 1

xxu(k) remains, which only requires a vector of
constant values. We end up with a similar model structure for (2.31)-(2.32)
and (3.53)-(3.54).

In the periodic steady state setting of Assumption 2.5, neither transient
nor alias effects are present, and the required frequency domain models
simplify even more. Only the discrete Fourier transformed signals remain,
in both continuous- and discrete-time. The latter result was the starting
point of our research, published in Goos et al. [2014].
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2. Model equations in the frequency domain

2.5 Conclusion
This chapter treated the transformation from the time domain to the fre-
quency domain, both for the discrete- and continuous-time framework.
First, Section 2.1 details the discrete Fourier transformation of band-limited
time domain signals, and the relation with the true Fourier transform. Even
for non-periodic signals, there is a one-to-one mapping.

However, due to the windowing and sampling in the continuous time
domain, aliasing effects appear, if one of the observed signals is not periodic.
Even if the input and scheduling trajectory are periodic, the output is not,
as long as the system is not in steady state. This is also the case for LTI
systems. Arbitrary (but band-limited) signals always introduce aliasing
contributions when they are windowed and sampled. Even more, time shifts
or time derivatives of arbitrary signals result in transient polynomials in the
discretized frequency domain.

Nevertheless, if we take transient and alias effects into account, we find
that the theoretical and discrete Fourier transforms correspond. This minor
contribution is detailed in Appendix 2.B.3, and it allowed us to study some
representative output signals in Section 2.3, both in the time and frequency
domain.

Next, Section 2.3 introduced a unified time domain representation. Apart
from the subtleties of aliasing, transforming time domain signals is very sim-
ilar in continuous- and discrete-time. This allows for a more brief discussion
in Section 2.4, as common terms are discussed only once.

The transformation of the input-output model to the frequency domain
in Section 2.4.1 builds on the results of Lataire [2011], but the extension
to discrete- and continuous-time state space models in Section 2.4.3 is new.
With the frequency domain representations discussed in Section 2.4, we can
start identifying models from input, scheduling and output data.
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2.A. From discrete time to the frequency domain: Z transform

2.A From discrete time to the frequency
domain: Z transform

Let n be the discrete time index. To transform discrete dynamical equations
from the time domain to the frequency domain, the unilateral Z transform
is used. It is defined as

Z {x(n)} = X(z) =
∞∑

n=0

x(n)z−n (2.37)

where |z| > ρ, and ρ is the largest magnitude of the poles of X(z) Kwaker-
naak and R. [1990]. In practice, only a finite amount of N samples is used,
and (2.37) becomes

X(z) = Z {x(n)} =
N−1∑

n=0

x(n)z−n (2.38)

The windowed Z-transform (2.38) corresponds with the discrete Fourier
transform (2.1)

N DFT {x(n)} = X(zk), (2.39)

if we take zk = e2πjk/N .

2.A.1 Circular convolution

We want to transform the multiplication of two time-varying signals a(n) b(n)

in the discrete time domain to the frequency domain. By definition of the
convolution theorem, we find that the result is the circular convolution of
the two Z-transformed signals.

Z {a(n) b(n)} = Z {a(n)} ∗ Z {b(n)}

=
N−1∑

l=0

A(k)B((l−k) mod N) (2.40)

Why is the convolution circular? We have seen in the previous section that
the Z-transform and the DFT are equivalent if zk = e2πjk/N . This means
integer powers of zk are located on the complex unity circle: z−nk = e− 2πjkn/N .
Suppose we look outside the frequency band, by taking n > N . Because
z−n+N
k = z−nk , we can see that the discrete spectrum repeats itself. In this
case, the convolution becomes periodic as well, and it equals the circular
convolution (2.40).
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2. Model equations in the frequency domain

2.A.2 Z transform of a windowed and shifted signal

Starting with the forward time-shifted signal, we can derive

Z {x(n+1)}
∣∣
z=zk

=
N−1∑

n=0

x(n+1)z−nk

= zk

N−1∑

n=0

x(n)z−nk − x(0)z + x(N)z
−(N−1)
k . (2.41)

In the discrete frequency domain interpretation of (2.38), the z variable
z−nk = e− 2πjkn/N lies on the complex unity circle. Additionally, it is impor-
tant to note that z−n+N

k = z−nk . This allows us to simplify (2.41):

Z {x(n+1)}
∣∣
z=zk

= zkZ {x(n)}
∣∣
z=zk

+ zk
(
x(N)− x(0)

)
. (2.42)

Similarly, the backwards shift can be represented in the Z domain as well:

Z {x(n−1)}
∣∣
z=zk

=
N−1∑

n=0

x(n−1)z−nk

= z−1
k

N−1∑

n=0

x(n)z−nk + x(−1)− x(N−1)z
−(N−1)−1
k

= z−1
k Z {x(n)}

∣∣
z=zk

+
(
x(−1)− x(N−1)

)
. (2.43)

For two backwards shifts, the Z transform becomes

Z {x(n−2)}
∣∣
z=zk

= z−2
k

N−1∑

n=0

x(n)z−nk + x(−2) + x(−1)z−1
k (2.44)

− x(N−1)z
−(N−1)
k − x(N−2)z−Nk

= z−2
k Z {x(n)}

∣∣
z=zk

+
2∑

n=1

zn−2
k

(
x(−n)− x(N−n)

)
. (2.45)

Finally, this result can be generalized to multiple shifts, and we find
Z {x(n−m)}

∣∣
z=zk

N
= z−mk

Z {x(n)}
∣∣
z=zk

N
+

∑m
n=1 z

n−m
k

(
x(−n)− x(N−n)

)

N︸ ︷︷ ︸
=Tmx (e−jωkTs)

.

(2.46)
In conclusion, to represent signals that are time-shifted over m samples
in the Z-domain, the difference between the initial conditions x(−m) and
the end conditions x(N−m) has to be taken into account, by a polynomial
Tmx (z−1

k ) of degree m − 1. Note that if x(−m) = x(N−m), the signal x(n) is
periodic, and the additional term vanishes.
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2.B. From continuous time to the frequency domain: Laplace transform

2.B From continuous time to the frequency
domain: Laplace transform

To convert model equations from the continuous time domain to the fre-
quency domain, the one-sided Laplace transform is used. It is related to
the Fourier transform via s = jω, but it assumes that the time signal f (t)

is zero before the start of the measurement. Therefore, it is defined as

L{x(t)} = X(s) =

∫ ∞

0

x(t)e−stdt (2.47)

where Re {s} > ρ, and ρ is the largest real part of the poles of X(s) Kwak-
ernaak and R. [1990].

2.B.1 Laplace transform of a windowed and
band-limited signal

In practice, only a limited time window T0 is observed. In the time domain,
this can be seen as a multiplication with a rectangular window.

w(t) =





1/2 t = −Ts
2

1 −Ts
2
< t < T0 − Ts

2

1/2 t = T0 − Ts
2

0 else −Ts

2 T0−
Ts

2

1

time [s]

w(t)

(2.48)

More details on the windowing function are given in Appendix 2.B.3. Note
that we are still working in the continuous frequency domain. No sampling
has happened yet. The convolution theorem then states that a multipli-
cation of two time-varying signals becomes a (linear) convolution in the
frequency domain. The Fourier transform of (2.48) is

W (jω) = T0e
−jω T0−Ts

2 sinc (ωT0/2) and sinc(x) =
sin(x)

x
(2.49)

with the angular frequency ω = 2πf . Note that the sinc function decays as
1/f. Now, the exact Fourier transform of a windowed input signal therefore
corresponds with

F {w(t)u(t)} = W (jω) ∗ U (jω). (2.50)
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2. Model equations in the frequency domain

Suppose the input signal is a cosine with a frequency fu < fnyq: u(t) =
cos(2πfut), and it is observed for T0 seconds. Then, (2.50) becomes

F {w(t)u(t)} = W (2πjf) ∗ δ(f−fu) + δ(f+fu)

2
(2.51)

=
W (2πj(f−fu) +W (2πj(f+fu))

2
. (2.52)

The sinc function in the windowing functionW (2πjf) decays with 1/f, result-
ing in a spectrum that theoretically has an infinite bandwidth, as depicted
in Fig. 2.9.
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Figure 2.9: A windowed, band-limited continuous-time signal has an infinite
bandwidth. Its amplitude spectrum follows a sinc function, which decays
with 1/f.

2.B.2 Sampling a windowed signal introduces aliasing

Appendix 2.B.1 introduced a measurement window of finite length T0 in the
time domain, and its exact Fourier transform. Subsequently, we now study
the effect of sampling this windowed signal. Mathematically, sampling is
equivalent to a multiplication with an impulse train

XTs =
∞∑

n=−∞
δ(t−nTs). (2.53)

In the frequency domain, this translates to a convolution with a Dirac comb

Xfs = fs

∞∑

k=−∞
δ(f−kfs). (2.54)

We can immediately see that the sampled spectrum repeats around integer
multiples of the (angular) sampling frequency ωs = 2πfs.

XTs w(t)u(t)⇔Xfs ∗W (jω) ∗ U (f) (2.55)

N DFT {u(nTs)} = fs

∞∑

k=−∞
W (j(ωk−lωs)) ∗ U (j(ωk−lωs)) (2.56)
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2.B. From continuous time to the frequency domain: Laplace transform

As shown in Fig. 2.9 in Appendix 2.B.1, the windowed signal (2.50) has a
theoretically infinite bandwidth, clearly violating Assumption 2.3. Sam-
pling such a signal will result in aliasing, which means high frequency
content is folded back to lower frequencies. Fig. 2.10 plots the repeated
windowed input spectrum, showing the origin of the aliasing. The sinc
function in the windowing function W (2πjf) decays with 1/f, but it still has
a non-negligible contribution beyond the Nyquist frequency fnyq = fs/2.
Nevertheless, the out-of-band aliasing term ∆(k), depicted in the bottom
graph of Fig. 2.10, is small and varies smoothly over the DFT frequencies
ωk = 2πkf0. It is the sum of all the repeating windowed spectra.

∆(k) = f0

∞∑

l=−∞
l 6=0

W (j(ωk−lωs)) ∗ U (j(ωk−lωs)) (2.57)
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Figure 2.10: (top) Sampling a windowed, band-limited signal results in a
periodic repetition ( ) of the exact Fourier spectrum ( ), after kfs. (bottom)
The aliasing term ∆(k) is the sum of all the repeating windowed spectra, as
defined in (2.57). Note that it is a smooth function of the DFT frequency
kf0.

Fact 2.35 Suppose the continuous-time signal u(t) is band limited, following
Assumption 2.3. Then, DFT of the discretized signal u(nTs) is related to the
exact Fourier transform of the sampled and windowed signal via

DFT {u(nTs)} =
F {w(t)u(t)}

∣∣
ωk

N
+ ∆(k) =

F {XTs w(t)u(t)}
∣∣
ωk

N
. (2.58)
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2. Model equations in the frequency domain

Now let us revisit Example 2.7, where 5 periods of the input signal are
observed in the time window T0 = 1 s. We consider the exact Fourier
transform of the windowed signal, before sampling.

Example 2.36 According to (2.50), the Fourier transform of the windowed
sinusoidal input signal u(t) = cos(2π5t) is defined as

F {w(t)u(t)} = W (2πjf) ∗ δ(f−5) + δ(f+5)

2
(2.59)

This basically means the spectrum W (jω) of the window is shifted by ±5 Hz.
The resulting amplitude spectrum is shown in Fig. 2.11. Note how the
windowed Fourier spectrum ( ) becomes −∞ dB at the DFT frequencies
ωk = 2πkf0 = 2πk/T0 ( ), after sampling. Indeed, this is where the sinc
function has zeros. Therefore, no alias term ∆(k) appears, and we find a
clean DFT, exactly equal to the (complex) amplitude of the Dirac pulses at
±5 Hz in the continuous Fourier transform.
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Figure 2.11: After windowing, the true Fourier spectrum ( ) is shaped like a
sinc function (2.49) around the excited frequency. At the DFT frequencies
( ), the amplitude is zero except at ±5 Hz.

Example 2.37 Similarly to Example 2.36, the windowed Fourier transform
of the input signal u(t) = cos(2π5.5t) is defined as

F {w(t)u(t)} = W (2πjf) ∗ δ(f−5.5) + δ(f+5.5)

2
. (2.60)

The spectrum of the windowing function is moved over ±5.5 Hz, which is
not an integer multiple of the spectral resolution f0 = 1 Hz. In this case,
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2.B. From continuous time to the frequency domain: Laplace transform

the sinc function does not have zeros at the DFT frequencies ωk = f0.
After sampling, the frequency domain is discretized, and we find the DFT
spectrum of Fig. 2.12. In this case, aliasing will be present, but it is a
smooth function of the DFT frequencies kf0.
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Figure 2.12: The input signal still consists of a single frequency, which is
band-limited with respect to the Nyquist frequency fnyq = 32 Hz. However,
it is not observed to be periodic. The exact Fourier transform ( ) of the
windowed signal is shaped like a sinc function (2.49) around the excited
frequency. As shown in Fig. 2.10, this leakage will exceed the Nyquist
frequency, and fold back in frequency range of interest, resulting in an alias
contribution ∆(k) ( ), as defined in (2.57).

2.B.3 The position of the windowing function

In a real-life measurement, we can only observe a limited time window
(2.48). Even more, the signals have to be sampled in this window. As
discussed in Appendix 2.B.2, a sampled continuous-time signal x(t) can be
described mathematically as

x(nTs) = XTs w(t)x(t). (2.61)

At first, the choice of the range t ∈ [−Ts
2
, T0 − Ts

2
] in (2.48) might seem

odd. Alternatively, we could shift the windowing function by half a sample:
w(t−Ts/2), so we observe t ∈ [0, T0]. The latter seems simpler, so why opt for
(2.48)?

Example 2.38 Observe an input signal u(t) = cos 3πt at a sample fre-
quency of 16 Hz, for N = 16 samples. In this case, the window length is
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2. Model equations in the frequency domain

T0 = 1 s. We now want to compute the Fourier transform of the windowed
and sampled signal. Fig. 2.13 is the graphical equivalent of (2.61). In the
top graph, it is clear that 16 samples fall into the observed window. How-
ever, when the shifted window w(t−Ts/2) is used, the edges of the window
overlap with the Dirac pulses at t = 0 and t = T0. We seem to observe
17 samples. In Brigham [1974], this is called time aliasing, and it is to be
avoided.

0 0.2 0.4 0.6 0.8 1
-1

0

1

w
(t
)
u
(t
)

0 0.2 0.4 0.6 0.8 1
-1

0

1

time [s]

w
(
t−

T
s 2

)
u
(t
)

Figure 2.13: The position of the window is important. (top) The window
as defined in (2.48): t ∈ [− Ts/2, T0

− Ts/2]. (bottom) The window is shifted
over Ts/2, so we observe t ∈ [0, T0]. Although the latter choice seems more
straightforward, the edge of the window overlaps with the Dirac pulses at
t = 0 and t = T0 ( ), introducing an additional 17th sample.

The problem is that in the bottom graph of Fig. 2.13, an additional 17th

sample is observed. This complicates the computation of the Fourier trans-
form. At a first glance, it might be unclear how the Dirac pulse interacts
with the discontinuity of the window edge. Therefore, let us introduce the
sample function

δT (t) =

{
1/T −T

2
≥ t ≥ T

2

0 else
,

-1 −T
2

T
2

1

1

1
T

time [s]

δT (t)

(2.62)

which clearly has an integral, or a surface area of T 1
T

= 1. In the limit of
T → 0, this sample function converges to a Dirac delta:

lim
T→0

δT (t) = δ(t). (2.63)

66



2.B. From continuous time to the frequency domain: Laplace transform

Equation (2.56) in Appendix 2.B.2 relates the DFT (2.1) with the Fourier
transform of the windowed and sampled signal.

DFT {x(t)} =
1

N

N−1∑

n=0

x(nTs)e−jωknTs = f0

∞∑

l=−∞
W (j(ωk−lωs)) ∗ U (j(ωk−lωs))

(2.64)

In the proposed setup of t ∈ [−−Ts
2
, T0 − Ts

2
] in (2.48), (2.64) holds for

all band-limited signals x(t) (Assumption 2.3). However, in the alternative
window placement t ∈ [0, T0] the left hand side of (2.64) has to be adapted.
Fig. 2.14 illustrates the problem. Half of the surface area of the Dirac
rectangle is cut off by the windowing.
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Figure 2.14: The specific combination of windowing t ∈ [0, T0] and sampling
complicates the transformation into the frequency domain. The contribu-
tions of the first and (additional) N + 1th sample are cut in half by the
discontinuous window edge.

The first and last sample only contribute half of their actual values. This
is true even for limT→0. Thus, the modified equality (2.64) becomes

x(0)

2N
+

1

N

N−1∑

1=0

x(nTs)e−jωknTs +
x(NTs)

2N

= DFT {x(nTs)}+
x(NTs)− x(0)

2N
(2.65)

= f0

∞∑

l=−∞
e−jωk

Ts
2 W (j(ωk−lωs)) ∗ U (j(ωk−lωs)) (2.66)

Note that the problem of the window position is purely theoretical in nature.
The sampled signals remain exactly the same. For any shift ε ∈]− Ts, 0[ as
the left window edge, this problem disappears. Therefore, the most natural
window position t ∈ [0, T0] is exactly the one we should not use.
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2. Model equations in the frequency domain

2.B.4 Circular convolution revisited

Appendix 2.B.1 proves that a windowed & sampled signal, fulfilling the
band-limitation of Assumption 2.3, can still be represented exactly in the
frequency domain. But what happens when two discretized time-varying
signals, a(t) and b(t), are multiplied in the continuous time domain? The con-
volution theorem states that a(t) b(t) corresponds with a linear convolution
of the true Fourier transformed signals in the frequency domain.

F {a(t) b(t)} = F {a(t)} ∗ F {b(t)}

=

∫ ∞

−∞
A(2πjg)B(2πjf−2πjg) dg (2.67)

This is still true after the windowing. However, the convolution in the
frequencies effectively multiplies the frequency range of both signals. The
resulting signal does not necessarily respect the Shannon criterium, even
though a(t) and b(t) do. This means frequency content can emerge above
the Nyquist frequency, which causes aliasing when the signal is sampled,
as in Example 1.11. Recall from (2.56) that sampling introduces a peri-
odic repetition of the spectrum of the windowed signal. Therefore, to be
equivalent with the exact sampled windowed Fourier transform (2.56), the
convolution of two discretized spectra

F {XTsw(t) a(n) w(t) b(n)} ' N DFT {a(t)} ∗N DFT {b(t)} (2.68)

is circular. This accounts for the aliasing contributions.

2.B.5 Laplace transform of the time derivative of a
windowed signal

In a differential equation like (1.12), derivatives of the input and output
signals are required. This section shows how to compute derivatives of
a windowed and sampled signal in the frequency domain. Let Ts be the
sample time, which means fs = 1/Ts is the sample frequency, and N the
number of sample measurements. Then we can define

X0(s) =

∫ ∞

0

x(t)e−stdt (2.69)

XN (s) =

∫ ∞

NTs

x(t)e−stdt = e−NTss

∫ ∞

0

x(t+NTs)e−stdt (2.70)
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2.B. From continuous time to the frequency domain: Laplace transform

Subsequently, computing the time derivative introduces the initial and end
conditions:

L
{
dx(t)

dt

}

t∈[0,∞]

= sX0(s)− x(0) (2.71)

L
{
dx(t)

dt

}

t∈[NTs,∞]

= sXN (s)− e−NTssx(NTs) (2.72)

Similar to Appendix 5.B in Pintelon and Schoukens [2012], the windowed
time signal can now be computed by subtracting X0(s) from XN (s).

0 NTs ∞
t

The windowed derivative is therefore defined as

L
{
dx(t)

dt

}

t∈[NTs,∞]

− L
{
dx(t)

dt

}

t∈[0,∞]

= s (XN (s)−X0(s))−
(
e−NTssx(NTs)− x(0)

)
(2.73)

If x(t) fulfills the band-limited setting of Assumption 2.3, then the Discrete
Fourier Transform of the sampled and windowed signal is related to the
continuous Fourier transform, at the discrete frequencies kfs/N, via (2.58).
Evaluating (2.73) along the imaginary axis s = jω, at the DFT frequencies
ωk = 2πkfs/N, gives

F
{
w(t)

dx(t)

dt

} ∣∣∣∣
ωk

= jωk

∫ NTs

0

x(t)e−jωktdt+
[
x(0)− x(NTs)

]
(2.74)

because e−NTsjωk = 1. Now, (2.58) can be used to relate the DFT and the
Fourier transform of the windowed and sampled signal, to obtain

F
{
XTsw(t)

dx(t)

dt

} ∣∣∣∣
ωk

= F
{
w(t)

dx(t)

dt

} ∣∣∣∣
ωk

+ ∆x(1) (k) (2.75)

= jωkN DFT {x(nTs)}+
[
x(0)− x(NTs)

]
(2.76)
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2. Model equations in the frequency domain

Derivatives of order m require a polynomial in the Laplace variable s, but
it is at most of degree m− 1:

F
{
XTsw(t)

dmx(t)
dtm

} ∣∣∣∣
ωk

N
=

F
{
w(t)

dmx(t)
dtm

} ∣∣∣∣
ωk

N
+ ∆x(m) (k) (2.77)

= (jωk)
m DFT {x(t)} (2.78)

+

∑m−1
n=0 (jωk)

m−n−1
[
dnx(t)
dtn

∣∣
0
− dnx(t)

dtn

∣∣
NTs

]

N︸ ︷︷ ︸
=Tmx (jωk)

We find that the Fourier transform of a time derivative introduces additional
terms, that depend on the difference between the initial and end conditions.
In the periodic case, these components all vanish.

Intuitively, it is clear that a longer measurement reduces the impact
of the boundary conditions. Indeed, for a fixed sampling frequency fs,
and a random signal u(t), Tmx (jωk) decreases with 1/

√
N with respect to the

main term. In case of signals with fixed frequency content, the transient
contribution decays with 1/N. The reaction of the transient and alias terms
with respect to the sampling frequency and the measurement length T0 is
discussed in detail in Appendix 2.E.

Moreover, similar to (2.57), an aliasing term ∆x(m) (k) appears if the
observed signal x(t) is not periodic in the measurement window T0:

∆x(m) (k) = f0

∞∑

l=−∞
l 6=0

W (jωk−lωs)) ∗ (jωk)
mU (kf0−lωs). (2.79)

Appendix 2.B.2 illustrated that this aliasing contribution is smooth over
the DFT frequency ωk = 2πkf0.
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2.C. Smooth harmonics at high frequencies

2.C Smooth harmonics at high frequencies
This section proves that the harmonics are smooth functions of the fre-
quency. We consider both polynomial and periodic basis functions φi(p(t)),
as discussed in Assumptions 2.26 and 2.27. The basic idea is the same for
both cases. The response of the parameter-varying system, for a specific
trajectory p(t), is first rewritten as a general convolution integral (2.13)

y(t) =

∫ t

0

g(t, t− τ)u(τ)dτ. (2.13revisited)

As explained in Sandberg et al. [2005], systems with finite-dimensional state
space realizations, as well as infinite-dimensional models such as time delay
systems, may be written in the form of (2.13). The convolution model (2.13)
is then approximated with a parallel structure, obtained via a specific series
expansion of the Time-Variant Transfer Function (TV-TF), which is the
Fourier transform of the time-variant impulse response.

G(jω,t) =

∫ ∞

0

g(t, t− τ)e−jωτdτ (2.14revisited)

=
∞∑

i=0

Gi(jω)ψi(t) t ∈ [0, T0] (2.80)

with ψi(t) a complete set of basis functions, e.g. polynomials (arbitrary
time-variation) or sines and cosines (periodic time-variation). The output
y(t) can then be written as

y(t) =
∞∑

i=0

F−1 {Gi(jω)U (jω)}ψi(t) (2.81)

In practice, a finite number nh of branches is used, and the output is com-
puted as a sum of time-weighted LTI responses

y(t) =

nh∑

i=0

yi(t)ψi(t) (2.82)
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2. Model equations in the frequency domain

2.C.1 Parallel structure using polynomial basis
functions

In the case of (smooth) arbitrary time variations, the general convolution
model (2.13) is approximated by a time-varying series expansion (2.82),
where each term consists of a time-weighted LTI response. The time weights
are the basis functions ψi(t). In the case of arbitrary variations, a polynomial
basis is used. In fact, Legendre polynomials are used, to improve the numer-
ical conditioning of the identification process. However, for simplicity, the
proof is given here for monomials ψi(t) = ti. Basically, (2.83) corresponds
to a Taylor series of the TV-TF (2.14).

y(t) =

nh∑

i=0

F−1 {Gi(jω)U (jω)} ti t ∈ [0, T ] (2.83)

Following the lines of Appendix 2.B.1, it is easily shown that the Fourier
transform of a windowed monomial tr yields a sum of hyperbolas in the
frequency domain.

F {trw(t)}
∣∣
jωk

=




−∑r

n=1
1

(jωk)n
r! T r−n+1

(r−n+1)!
∀k 6= 0

T r+1

r+1
k = 0

(2.84)

Because the input signal is band-limited (Assumption 2.3), u(t) can be rep-
resented by a finite Fourier series. It is well-known that an LTI system
can only change the amplitude and phase, but not the frequency. There-
fore, Gi(jω)U (jω) will be band-limited as well. The multiplication with the
basis functions in (2.83) becomes a convolution in the frequency domain,
resulting in hyperbolas, centered around the excited frequencies. For suffi-
ciently large frequencies f > fs/2, the contributions of these hyperbolas are
all smooth1, and can be approximated well by a polynomial in jωk.

1A finite sum of smooth functions remains smooth.
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2.C. Smooth harmonics at high frequencies

2.C.2 Parallel structure using periodic basis functions

Similarly, if the parameter variation is periodic, (2.13) can be approximated
using the Fourier series expansion of the Time-Varying Transfer Function
(2.14).

G(jω,t) =
∞∑

k=−∞
Gk(jω)ejωkt t ∈ [0, T ] (2.85)

The Fourier coefficients Gk are called Harmonic Transfer Functions (HTFs)
in Sandberg et al. [2005]. There, it is proven that if the time-variant impulse
response g(t, τ)

1. has a uniform exponential decay

|g(t, τ)| < κ1e
−κ2(t−τ) κ1, κ2 ≥ 0,

2. is a smooth function of order L, meaning all its partial derivatives
w.r.t. t and τ up to order L exist,

then the induced norm of the output is equal to

sup
‖u(t)‖2≤1

‖ iDFT {(G(jωk,t)−Gnh (jωk,t))U (jωk)} ‖2

= O
(
n
−(L−1)
h

)

when the indices k run from −nh to nh and with

Gnh (jω,t) =

nh∑

k=−nh

Gk(jω)ejωkt (2.86)

This means that the Fourier series (2.85) can be truncated. Next, given a
periodic time-varying state space model, using Floquet theory, it is proven
in Allen et al. [2011] that the HTFs, in pole-residue form, are hyperbolas
in the frequency domain.

Gk(jω) =
na∑

r=1

nh∑

n=−nh

αr,n
jω − (λr − j2πnf0)

+D

Here, λr is the rth Floquet exponent and na is the dynamic order of the
model. In the frequency domain, the multiplication with the basis functions
in (2.83) becomes a convolution. The periodic basis functions ejωkt only shift
the Harmonic Transfer Functions. For sufficiently large frequencies f > fs/2,
the finite sum of hyperbolas yields a smooth function.
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2. Model equations in the frequency domain

2.C.3 The effect of windowing and sampling on the
harmonics

Following Assumption 2.17, Corollary 2.18 ensures the skirts of harmonics
decay hyperbolically in the Fourier spectrum. This is proven for polynomial
and periodic basis functions in Appendices 2.C.1 and 2.C.2 respectively.
However, as before in Section 2.1, the output signal has to be windowed
and sampled, which might bring along transient and aliasing effects in the
frequency domain. The goal of this section is to prove that the frequency
content of the output signal is still smooth beyond the Nyquist frequency,
if Assumption 2.30 is met.

Even in a synchronized periodic setting of Assumption 2.5, the output
may not be band-limited.

Corollary 2.39 In the periodic framework of Assumptions 2.5 and 2.10,
and under Assumptions 2.17 and 2.30, the hyperbolic skirts of harmonics
may exceed the Nyquist frequency. After windowing and sampling, these
harmonics fold back to the lower frequencies. However, this aliasing contri-
bution is hyperbolic, which is smooth over the DFT frequencies, which can
be approximated by a polynomial.

If one of the observed signals is not periodic in [0, T0], an additional
aliasing term appears, because of the windowing function. Appendix 2.B
showed that windowing in the time domain corresponds with a convolution
with a sinc function in the frequency domain.

Corollary 2.40 As long as Assumptions 2.17 and 2.30 hold, the frequency
content of the Fourier transform of the output signal is smooth beyond the
Nyquist frequency. The convolution with the sinc function from the win-
dowing function will therefore still be smooth beyond the Nyquist frequency.

Following Corollary 2.39 and 2.40, the alias error can be approximated
arbitrarily well by a polynomial Intuy(jωk). Note that the degree of this poly-
nomial can be higher than the degree of the polynomial, required to model
the transient behavior in Corollary 2.29, which leads to Corollary 2.31:
nt ≥ max{na, nb} − 1.

In case the measurement setup contains anti-alias filters G, as described
in Assumption 2.4, the output signal y(t) is low-pass filtered before sam-
pling. In theory, the spectrum beyond fnyq is therefore removed completely.
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2.C. Smooth harmonics at high frequencies

In practice, an anti-alias filter is not ideal, and the aliasing contribution still
seeps through, but it is diminished and distorted. Moreover, it is shown in
Van Hamme et al. [1991] that, in this setup, the parameter-varying coeffi-
cients are delayed by G by a time constant τ , that depends on the order
of the filter. For these results to hold, G should have a linear phase char-
acteristic and a flat amplitude response in the frequency band of interest:
G(jω) = G0e

−jωτ . Whether anti-alias filters are present or not, if one of
the signals is not periodic, the windowing will still introduce leakage energy
above fs/2, which, after sampling, will appear as a smooth alias contribution,
as introduced in Appendix 2.B.2.

The attentive reader may note that Assumption 2.30 is somewhat con-
servative. We are usually only interested in a specific frequency band, and
we do not want to model the whole frequency range [0, fs/2]. As long as the
aliasing contribution is smooth in the frequency band of interest, Corol-
lary 2.39 still holds.
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2. Model equations in the frequency domain

2.D Extracting the transient polynomial
from the LPV model equations

2.D.1 Extracting the polynomial transient in z−1

This section serves as a proof for Theorem 2.28, and subsequently Corol-
lary 2.29 in the discrete-time framework. The convolution of the Z trans-
form of the basis functions Φi{p}, that are polynomial or periodic in t, with
a polynomial in z, results in a polynomial in z.

Φi{p} ∗
(
a0 + a1z

−1 + a2z
−2 + . . .

)
= ã0 + ã1z

−1 + ã2z
−2 + . . . (2.87)

Moreover, the coefficients ãi of this new polynomial are real. Note that
t ∈ N is interpreted in this Section as the discrete time index.

2.D.1.1 The basis functions are polynomials in t

Suppose the discrete coefficient functions can be approximated by a poly-
nomial in t, as stated in Assumption 2.26. Multiplying a signal x(t) by tk
corresponds to an kth order derivative in the frequency domain.

Z
{
tkx(t)

}
=

(
z−1 d

d z−1

)k
Z {x(t)} (2.88)

If we apply (2.88) to a power l of the shift operator q, as established in
Definition 2.19, we find

Z
{
tkq−l

}
= z−k

dk

d (z−1)k
z−l = z−k

dk

d (z−1)k
(
z−1
)l

= z−k
l!

(k − l)!
(
z−1
)l−k

=
l!

(k − l)!z
−kz−l+k

Z
{
tkq−l

}
=

l!

(k − 1)!
z−l. (2.89)

Corresponding with Theorem 2.28, we find that the power of z−1 has not
changed. Recall that the Z transform is linear. An affine combination of
powers can thus be transformed term by term. Therefore, the convolution
of the basis functions and the transient polynomials, Φi{p} ∗ T ny (z−1) and
Φi{p(t)} ∗ T nu (z−1), remain polynomials in z−1, of the same degree n− 1.

76



2.D. Extracting the transient polynomial from the LPV model equations

2.D.1.2 The basis functions are periodic in t

We now consider periodic basis functions

φ2l(p(t)) = cos(ωltTs) (2.90)

=
ejωltTs + e−jωltTs

2
and

φ2l−1(p(t)) = sin(ωltTs) (2.91)

=
ejωltTs − e−jωltTs

2j
.

Theorem 2.28 then states that the convolution of the basis functions Φi{p}
and a polynomial in z−1 remains a polynomial in z−1. Since the Z transform
is linear, we consider a single sinusoidal signal, and subsequently generalize
the results for multisine signals (1.10). Even more, we initially focus on a
single complex exponential ejωltTs . Starting from the discrete time domain,
we have

DFT
{
ejωltTsx(t)

}
=

1

N

N−1∑

t=0

ejωltTsx(t)e−jωktTs

=
1

N

N−1∑

t=0

x(t)e
− 2πj(k − l)t/N

= X(k−l). (2.92)

The DFT spectrum is therefore shifted over the frequency axis, that spans
the complex unity circle zk = e−jωkTs . Now, let us see what happens to a
shifted power of z−1.

z−(k−l) = ejωl−kTs = e−jωkTsejωlTs = e
2πjl/Nz−k (2.93)

A similar result holds for the complex conjugate complex exponential e−jωltTs .
Following (2.90), a cosine basis function yields

DFT
{

cos(ωltTs)q
−k} =

e2πjl/Nz−k + e− 2πjl/Nz−k

2
(2.94)

= <
{
e
2πjl/N

}
z−k, (2.95)

while a multiplication with a sine results in

DFT
{

sin(ωltTs)q
−k} =

e2πjl/Nz−k − e− 2πjl/Nz−k

2j
(2.96)

= =
{
e
2πjl/N

}
z−k. (2.97)
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2. Model equations in the frequency domain

Given a periodic basis function with an angular frequency of ωl = 2πlf0,
the convolution with a polynomial in z−1 remains a polynomial in z−1.
Moreover, the coefficients of this polynomial are real, and its degree does
not change, which concludes the proof.

Remark 2.41 It is important to note that we never use the fact that l has
to be an integer: l ∈ R. This means the basis functions can be a sum of
sine waves with angular frequencies ωl = 2πlf0 that do not lie on the DFT
grid.

2.D.2 Extracting the polynomial transient in s

This section serves as a proof for Theorem 2.28, and subsequently Corollary
2.29. If the basis functions φi(p(t)) are polynomial or periodic in t, the
convolution of basis functions Φi{p}, with a polynomial in Ω, results in a
polynomial in Ω. Recall that Ωk = zk in the discrete case, and Ωk = jωk in
the continuous-time framework.

2.D.2.1 The basis functions are polynomials in t

If the coefficient functions an(p(t)) and bn(p(t)) are continuous and smooth
(i.e. the time derivatives are continuous as well), they can be approximated
arbitrarily well by a polynomial in t, as stated in Assumption 2.26. Mul-
tiplying a signal x(t) by tn corresponds to an nth order derivative in the
frequency domain.

F {tnx(t)} = (−1)n
d

d jωk
F {x(t)} (2.98)

The nth derivative of a polynomial of degree N remains a polynomial, but
with degree max{N − n, 0}. The total sum of polynomials in (2.27), there-
fore, results in a transient polynomial T ntyu of degree max{na, nb} − 1.

2.D.2.2 The basis functions are periodic in t

Let us consider periodic (band-limited) coefficient functions an(p(t)) and
bn(p(t)). This section proves that the convolution of the Fourier transformed
basis functions and the transient polynomial remains a polynomial (with
real coefficients).

Because the Fourier transform is linear, we only consider the convolution
with a single sinusoidal signal. It is well known that such a signal corre-
sponds to two complex conjugate Dirac impulses in the frequency domain:
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2.E. Discussion of the transient and alias term

F {a sin(ωkt+ ψ)}
 (α + jβ)δ(ω−ωk) + (α− jβ)δ(ω+ωk).

Denote the Laplace variable s = jω. Convolving the Dirac impulses with
a transient polynomial Inx (s) yields two shifted polynomials, and the sum of
both terms yields a polynomial of order n with real coefficients.

Using the binomial of Newton,

(a+ b)n =
n∑

r=0

(
n

r

)
an−rbr (2.99)

the convolution becomes

[(α + jβ)δ(ω−ωk) + (α− jβ)δ(ω+ωk)] ∗ γnsn (2.100)

= (α + jβ)γn(s− jωk)n
+ (α− jβ)γn(s+ jωk)

n

= (α + jβ)γn

n∑

r=0

(
n

r

)
sn−r(−jωk)r

+ (α− jβ)γn

n∑

r=0

(
n

r

)
sn−r(jωk)

r

=
n∑

r=0

(
n

r

)
γnω

r
ks
n−r2 Re

{
(−j)rα + j(−j)rβ

}
(2.101)

For all values of r ∈ N+, the coefficients are real, and the degree of the
resulting polynomial in s is of degree n, which concludes the proof.

2.E Discussion of the transient and alias term
This appendix discusses the way the transient and alias terms scale, with
the measurement setup. Specifically, we show that the sampling frequency
and measurement time are the determining factors.

2.E.1 Scaling of quasi-periodic signals

Equations (2.46) and (2.78) suggest that the transient term Tmx (Ωk) scales
inversely with the number of samples N . This is indirectly true, for sig-
nals with a fixed spectral content, i.e. periodic signals with a fixed spectral
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content, like a multisine (1.10) with a limited amount of excited frequen-
cies. The scaling factor of the DFT (2.1) is chosen such that it relates
directly with the amplitude of the Fourier transform, for a periodic signal.
In this case, the transient term actually scales with the measurement time
1/T0 = fs/N, while holding the sampling frequency fs constant. In practice,
measuring longer decreases the influence of the boundary conditions.

On the other hand, the aliasing term ∆(k) from (2.57), which only ap-
pears in the continuous-time setup, seems to scale with f0 = 1/T0. However,
in practice, it depends on the sampling frequency fs, when the measurement
time T0 is kept constant. Aliasing comes from frequency content beyond
the Nyquist frequency fnyq = fs/2 that folds back to the lower frequencies.
Appendix 2.B.2 shows that this frequency content comes from windowing
and sampling, if the input and scheduling signals are quasi-periodic, mean-
ing they have a fixed spectral content, but are not observed to be periodic.
In this case, it is the leakage, which behaves like 1/kf0, that extends beyond
fnyq. Therefore, the further fs is located away from the excited frequency
band, the more the leakage contribution has decayed. Eventually, it disap-
pears below the noise level.

2.E.2 Scaling of arbitrary signals

The discussion of the scaling of the transient and alias terms is very similar
for arbitrary and quasi-periodic signals. The difference lies in the defini-
tion of the bandlimited input and scheduling signals. Instead of a fixed
amplitude spectrum, arbitrary signals like a white noise sequence (1.9) are
characterized by a finite power spectrum. This can be interpreted as a mul-
tisine sequence, of which the number of excited frequencies scales with the
measurement time T0 = N/fs. To preserve the amount of power used by the
signals, this means the amplitudes of the individual frequencies decrease
with

√
N . For arbitrary signals, the DFT should be multiplied by

√
N .

Consequently, the transient and alias contributions still decrease with T0

and fs as described in Appendix 2.E.1, but they decay a factor 1/
√
N slower

than in the case of quasi-periodic signals.
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Chapter 3
Frequency domain

identification of Linear
Parameter-Varying systems

Everything is theoretically impossible, until it is done.

— Robert A. Heinlein

The previous chapter highlighted our contributions to the modeling of
parameter-varying systems in the frequency domain. With a a single fre-
quency domain model like (2.30), using the unified variable Ωk, it is possible
to represent discrete-time as well as continuous-time systems. Section 2.4
treated both input-output (2.30) and state space models (2.31)-(2.32) and
(3.53)-(3.54).

The next step is the identification of the proposed LPV models from
measurements. We explained in Section 1.2 that in many practical cases,
LPV white-box modeling is impossible or may result in an overly compli-
cated description. On the other hand, in combination with a proper selec-
tion of the bandwidth of interest, black-box modeling allows us to obtain
a simple model, that represents the most important dynamical behavior of
the system.

Nevertheless, identification of dynamical systems has its own challenges.
There is no such thing as a free lunch. Most importantly, persistence of
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excitation becomes an issue. As in the time-invariant framework, the input
u(t) has to be chosen is such a way, that all the relevant dynamics show
themselves in the output. Now, in the parameter-varying setting, the same
condition holds for the scheduling trajectory p(t). We refer to Section 1.2.2
for a more elaborate discussion on experimental design.

This chapter introduces estimators for the proposed frequency domain
models. Our main tool will be a non-linear optimization routine, that mini-
mizes the model error with respect to the data, as described in Section 1.2.5.
Every text book on optimization, like Fletcher [2000], will explain why a
good initial estimate is of paramount importance in non-linear optimization.
For any realistic problem, there are likely multiple local minima. Only by
starting “close enough" to the global minimum can we hope to find the
true optimum. To this end, we will explore several ways to obtain initial
estimates.

The ultimate goal of this research is the identification of static state
space models, that are suitable for control. Therefore, even though we begin
this chapter with the identification of input-output models, remember that
state space will always be the main focus.

3.1 LPV IO model estimation
In this section we construct estimators for the model parameters a[n,i] and
b[n,i] in the input-output model (2.30). Let us first briefly recapitulate why
the input-output equation is treated in the frequency domain.

1. Both discrete- and continuous-time systems can be handled with a
very similar identification technique.

2. The model equation has a very structured, and possibly sparse, rep-
resentation in the frequency domain, if the signals are band-limited.

3. It is straightforward to select only the frequency band of interest, as
will be shown in Sections 3.1.2 and 3.1.4.

4. It is possible to obtain a non-parametric noise model, which can be
used to weigh the residuals in the cost function.

5. (continuous-time only) Recall from Section 2.1 that, in the band-
limited setting of Assumption 2.3, the time derivatives of the input
and output signals can be computed exactly.
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3.1. LPV IO model estimation

In the sequel, we will use the above properties to construct multiple esti-
mators, building on the work of Lataire and Pintelon [2011]. In accordance
with Section 1.2.5, the identified model should minimize some kind of error
criterion. For example, the squared difference between the predicted output
and the measured output |ypred(t)−y(t)|2 is often used. For the identification
of LPV input-output models, we opt to minimize the equation error.

3.1.1 Equation error

Let us take a look at the unified input-output equation (2.30) from an
identification point of view.

T ntuy (jωk) =
na∑

n=0

nφ∑

i=0

a[n,i]Φi{p} ∗ (Ωk)
nY0(k)−

nb∑

n=0

nφ∑

i=0

b[n,i]Φi{p} ∗ (Ωk)
nU0(k)

(2.30revisited)

Recall from Corollaries 2.29 and 2.31 that T ntuy (Ωk) represents a polynomial
of degree nt − 1 in Ωk.

T ntuy (jωk) =
nt−1∑

i=0

ci (Ωk)
i (3.1)

Now, if we gather all the model parameters a[n,i], b[n,i] and ci in a single
vector, like in Section 2.3.3

θ =
[
a[0,0], a[0,1], . . . , a[n,i], . . . , a[na,nφ], . . .

b[0,0], b[0,1], . . . , b[n,i], . . . , b[nb,nφ], . . . (3.2)

c0, c1, . . . cNT
]T
,

the equation error e(θ,Z) can be defined at each frequency as the difference
between the left and right side of the input-output equation (2.30revisited).
It is a function of the model parameters, that are to be identified, and
the data Z. Using the chosen set of basis functions φi(p(t)) to model the
parameter-varying coefficients, (2.30revisited) can be written as

K θ = e(θ,Z) ≈ 0 (3.3)

Remark 3.1 The equation error e(θ,Z) is linear in the model parameters θ.
In comparison, the model error at the level of the output is a non-linear
function of a[n,i]. This is a major advantage of the input-output model,
which allows us to simplify the IO estimation process significantly.
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The regressor matrix K ∈ C[N×(na+nb+2)(nφ+1)+nt] stacks the convolved
terms KY and KU horizontally, complemented with the monomials from
the transient term.

K =
[
KY −KU −Ω

]
(3.4)

The rows of Ω are defined for all discrete frequency bins k ∈ [0, N − 1] as

Ω(k, :) =
[
1 (jωk) . . . (jωk)

NT
]

(3.5)

The columns of KY and KU are given by, respectively

KY (:, nnφ + i+ 1) = DFT {φi(p(t)) iDFT {(Ωk)
n DFT {y(t)}}} (3.6)

KU(:, nnφ + i+ 1) = DFT {φi(p(t)) iDFT {(Ωk)
n DFT {u(t)}}} (3.7)

The indices follow the notation of the frequency domain differential equation
(2.30): i ∈ [0, nφ], n ∈ [0, na] in (3.6) and n ∈ [0, nb] in (3.7).

Remark 3.2 Each row k in K corresponds to a frequency Ωk = e2πjk/N in
discrete-time or Ωk = 2πjkf0 in continuous-time. In (3.3), it is possible
to select only the frequency band of interest, and only fit a model where
the dynamics matter, i.e. where it is important that the model is a good
representation of the measured system, for the application at hand.

3.1.2 Total Least Squares Estimator

Following Remark 3.1, we propose a first identification algorithm: the Total
Least Squares Estimator (TLSE). Because the basis functions and the noisy
input and output signals are known, the regressor matrix K can be com-
puted at the DFT frequencies Ωk, and the set of overdetermined equations
(3.3) can be solved. Given the data Z, the TLSE finds the set of parameters
θ̂TLS that minimizes the magnitude of the squared residuals

VTLS(θ,Z) = e(θ,Z)
He(θ,Z) (3.8)

θ̂TLS = argmin
θ

VTLS(θ,Z) (3.9)

s.t. ‖θ̂TLS‖2 = 1 (3.10)

where e(θ,Z) is defined in (3.3). Recall from Section 1.2.4.3 that the co-
efficients of a differential equation are determined only up to a constant
factor. In the parameter-varying case, it is even possible to multiply the
entire differential equation with an arbitrary analytical function f(p(t)), and
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the input-output relation will still hold. To remove this extra degree of free-
dom, the model parameter vector is constrained by (3.10).

The cost function (3.9) can be minimized by directly solving (3.3). θ̂TLS

is obtained as the right singular vector corresponding to the smallest sin-
gular value of K, as described for instance in Section 1.2 in Part I of Van
Huffel and Vandewalle [1991]. No iterations are needed.

As stated in the beginning of Section 3.1, one of the advantages of the
frequency domain representation (3.3) is that it is easy to consider only
a specific frequency band, by selecting only the appropriate rows in the
regressor matrix K. For example, suppose that the dynamics are dominant
in the mid frequency region only. Then the model only makes sense at this
frequency range. Note however, that the computation of the equation error
requires all frequencies where the spectrum might contain signal energy.

Although the Total Least Squares Estimator is easily computed, in prac-
tice it is almost never consistent. The TLSE assumes that the regressor
columns (3.6)-(3.7) are all uncorrelated, and are perturbed by a white noise
source Van Huffel and Vandewalle [1991]. The column covariance is the
identity matrix up to a constant

CK = σ2I (3.11)

Condition (3.11) is not fulfilled, even for LTI systems, if the input is known
and the output is noisy, because then some regressor columns are noisy and
others are not. Furthermore, it is practically impossible for (3.11) to hold
in the parameter-varying framework. To avoid inconsistency, a Weighted
Nonlinear Least Squares Estimator is constructed in Section 3.1.4, that
takes the measurement noise into account. To this end, we specify our
assumptions on the noise process more rigorously in the next section.

3.1.3 Noise assumptions on the measurement setup

Section 1.2 explaines how measuring and modeling are connected, in the
bigger picture of an identification framework. To identify a black-box
model from input, scheduling and output data, we first need measurements.
Fig. 1.10 in Section 1.2.3 depicts the measurement setup for an LPV sys-
tem. In real-life applications, observations always come with disturbances,
which will affect the identification process. However, an estimator can be
designed to cope with a certain class of signal perturbations. Therefore, in
the sequel, we assume that the measurement noise is additive, and behaves
like filtered white noise.
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Assumption 3.3 The input and output signals u(t) and y(t) are noisy ob-
servations: x(t) = x0(t) + vx(t), with x0(t) the true unknown value and vx(t)

stationary (band-limited) filtered white noise with finite mth order moments.
Furthermore, the noisy part vx(t) is uncorrelated with the true signal x0(t).

If the input or scheduling signals are controlled, i.e. they originate from
a signal generator, the true noiseless signals u0(t) and p0(t) can be used for
the purpose of identification. In fact, in the proposed identification schemes,
we always assume that the scheduling is known exactly (Assumption 1.9).
Noisy scheduling signals are very hard to handle, since p(t) affects the output
in an indirect, non-linear way. Even more, the noise from the scheduling
signal will mix with the input and output noise. In this thesis, we will use
the true scheduling trajectory p0(t), but a noisy scheduling is definitely a
topic for future work.

Corollary 3.4 From Assumption 3.3, it holds asymptotically (N → ∞)
that the disturbing noise VU (k) and VY (k) on the input and output spectra
U (k) and Y (k) is circular complex and normally distributed. It is uncorrelated
over the frequency:

CU (k,l) = E
{
VU (k), VU (l)

H
}

= δk,lσ
2
U (k) (3.12)

CY (k,l) = E
{
VY (k), VY (l)

H
}

= δk,lσ
2
Y (k) (3.13)

CUY (k,l) = E
{
VU (k), VY (l)

H
}

= δk,lσ
2
UY (k) (3.14)

where δk,l = 1 only if k = l, and xH denotes the complex conjugate of x.

Ideally, the measurement covariances σ2
U (k), σ2

Y (k) and σ2
UY (k) are known

beforehand. If this is not the case, they have to be estimated. Appendix 3.A.1
shows how σ2

U (k), σ2
Y (k) and σUY can easily be estimated if the input and

scheduling signals are periodic and synchronized, like in Assumption 2.5. In
the non-periodic case, obtaining unbiased estimates of the covariance ma-
trices is a lot more involved, but it is still possible for slowly time-varying
systems Lataire and Pintelon [2009]; Pintelon et al. [2015]. Again, we notice
that the use of periodic (band-limited) signals is advantageous.
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3.1.4 Weighted Nonlinear Least Squares Estimator

Similar to the Least Squares Estimator in Section 3.1.2, the Weighted Non-
linear Least Squares Estimator (WNLSE) minimizes the magnitude of the
squared complex residuals in (3.3). However, to remove the bias of the TLS
estimate in case of noise, the equation error e(θ,Z) is weighted with its co-
variance matrix Ce(θ), which can be computed from the input-output noise
covariances, as illustrated in Appendix 3.A.2.1.

Recall from Corollary 3.4 that only additive stationary input and output
noise is considered, which is uncorrelated over the frequency. Nevertheless,
the equation error e(θ,Z) will be correlated over the frequencies, because of
the parameter variation.

Remark 3.5 The measurement noise on the input and output is assumed
to be circular complex normally distributed and uncorrelated over the fre-
quency (Corollary 3.4). In this case, the equation error e(θ,Z) is also asymp-
totically normally distributed, but no longer circular complex. Additionally,
the time-variation introduces a correlation over the frequency.

To cope with Remark 3.5, the complex equation error is decomposed
in its real and imaginary part, according to Appendix 3.A.2.3, which are
still normally distributed. The corresponding covariance matrix CRe(θ) can
be computed in the frequency domain, as discussed in Appendix 3.A.2.4.
The Weighted Nonlinear Least Squares cost function and the corresponding
WNLS estimator can now be defined as

VWNLS(θ,Z) = ere(θ,Z)
TC−1

Re (θ) ere(θ,Z) (3.15)

θ̂WNLS = argmin
θ

VWNLS(θ,Z). (3.16)

The equation error covariance matrix CRe(θ) is symmetric and positive defi-
nite, which allows a Cholesky decomposition CRe(θ)

−1 = W TW , as explained
in Appendix 3.A.2.5. Subsequently, (3.15) can be rewritten as

VWNLS(θ,Z) = ere(θ,Z)
TW TWere(θ,Z)

= ε(θ,Z)
T ε(θ,Z). (3.17)

where ε(θ,Z) denotes the weighted equation error, decomposed in its real
and imaginary components. It is important to note that, similar to the
Least Squares Estimator discussed in Section 3.1.2, the WNLSE can be

87



3. Frequency domain identification of Linear
Parameter-Varying systems

adapted to consider only a specific frequency band, by simply selecting the
appropriate rows in the regressor matrix K.

Recall from Appendix 2.C that LPV systems, with polynomial or peri-
odic basis functions φi(p(t)), create hyperbolic skirts around excited frequen-
cies. The correlation length over the frequencies depends on the system and
the scheduling, but in general, the bulk of the energy remains close to the
center frequency. This means that Ce(θ) is band dominant, and the main
(frequency-dependent) components are at the diagonals. By taking only the
(block) diagonal elements of the covariance matrix into account, the inver-
sion of Ce becomes a lot less computationally demanding. Furthermore, it
will be shown in Theorem 3.10 and Appendix 3.B that the WNLS Estima-
tor is consistent for multiple independent experiments, although efficiency
is lost.

Remark 3.6 There is no direct way to compute the optimal model param-
eters θ̂WNLS. Instead, the nonlinear optimization problem (3.16) is solved
iteratively, as we discuss in the sequel.

3.1.5 Nonlinear optimization problem

As indicated in the previous section, minimizing the WNLS cost function
(3.16) is an optimization problem that is nonlinear in the model parameters.
To this end, an iterative Gauss-Newton method is employed, which requires
the Jacobian J (θ,Z) = ∂ε(θ,Z)

∂θ
of the weighted equation error (3.17) to the

(real) model parameters θ, given the data Z. Following Remark 3.1, since θ
appears linearly in the model equation (3.3), the Jacobian can be computed
analytically. At each iteration i, a correction term θ[i] is given by solving
the overdetermined set of equations

J(θ[i−1],Z)∆θ[i] = −ε(θ[i−1],Z) (3.18)

in least square sense. For details, we refer to Chapter 9.4 in Pintelon and
Schoukens [2012]. Now, solving the iterative minimization step (3.18) poses
an assumption on the system, the input and the scheduling trajectory.

Assumption 3.7 Persistency of excitation and scheduling condition: the
rank of the Jacobian matrix J should be (na+nb+2)(nφ+1)+nt−1, which
is the number of effective parameters.

Indeed, to identify the coefficients belonging to the parameter-varying basis
functions, both the input u(t) and the scheduling p(t) should be persistently

88



3.1. LPV IO model estimation

exciting. The Jacobian is a rectanglular matrix, with the number of columns
equal to the number of parameters nθ = (na+nb+2)(nφ+1)+nt. However,
J loses one rank, because of the scaling factor (3.10).

We have mentioned before that, since the identification problem (3.17)
is nonlinear in the parameters θ, a good initial estimate is needed. Although
the Least Squares Estimator (3.9) is biased, it can serve as an initial model,
and will often already capture much of the parameter-varying dynamics. To
expand the convergence region of the Newton-Gauss method, a Levenberg-
Marquard Fletcher [2000] method is used in the parameter update step
(3.18).

3.1.6 Statistical properties of the WNLSE

Because of the weighting with the variance of the equation error C−1
Re (θ), the

Weighted Nonlinear Least Squares Estimator (3.16) becomes consistent,
which is proven in this section, for an increasing number of independent ex-
periments Nexp →∞. This consistency definition differs from the usual LTI
interpretation, because of the conflict with Assumption 2.26, stating that
the measurement of an arbitrary (but smooth) parameter-varying system
must happen over a finite time interval t ∈ [0, T ]. Two additional, technical
assumptions are needed:

Assumption 3.8 The true model is in the model class (2.30), covering the
dynamical order nx = max{na, nb} of the system, and the proposed basis
functions φi(p(t)).

Assumption 3.9 The cost function VWNLS(θ,Z) in (3.15) and its derivative
are continuous in a compact set around the true model parameters θ0.

Theorem 3.10 In the band-limited setting of Assumption 2.3, where in-
put and output are measured with additive filtered white noise, as stated
in Assumption 3.3 (m = 4), the scheduling is known (Assumption 1.9),
the excitation is persistent (Assumption 3.7), the system is in the model
class (Assumption 3.8) and the cost function behaves analytically (Assump-
tion 3.9), the WNLS estimator (3.16) is strongly consistent for an infinite
amount of data Z. If in addition Assumption 3.3 (m = ∞) holds, then
(3.16) is asymptotically normally distributed.

The proof is detailed in Appendix 3.B. It follows the same lines of Theorem
9.21 in Pintelon and Schoukens [2012]. Moreover, if the noise covariances
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have to be estimated from the data, the proof is similar to Schoukens et al.
[1997]. It is structured as follows. First, Appendix 3.B.1 shows that the
expected value of the cost function E {VWNLS(θ,Z)} is minimal in the true
model parameters θ0. Next, Appendix 3.B.2 proves that the cost function
VWNLS(θ) converges uniformly (in θ) with probability 1 to the expected
value E {VWNLS(θ)}. Finally, using the results obtained in Appendix 3.B.1
and 3.B.2, it follows from Söderström [1974] that the global minimizer of
the cost function VWNLS(θ,Z) in (3.15) converges with probability 1 to the
global minimizer of the expected value of the cost function E {VWNLS(θ,Z)}.
Therefore, the WNLS estimator is strongly consistent.

The consistency proof in Appendix 3.B requires multiple independent
experiments (Nexp → ∞). From a practical viewpoint, multiple exper-
iments, with new input signals and scheduling trajectories provide more
information about the LPV system. Now, for the strong law of large num-
bers to be applied, a requirement on the Nexp experiments has to be fulfilled
(see Theorem 2.13.2 of Stout [1974]). In general this condition states that
combining different observations of a random variable x

lim
M→∞

1

M

M∑

i=1

xi = µx (3.19)

makes sense if and only if 0 < C1 ≤ var(xi) ≤ C2 <∞.

Assumption 3.11 The individual experiments should be persistently excit-
ing, but the experimental conditions should also be similar. In practice, this
means that

1. the RMS of each input lies in a specified range.

2. the excited frequency band of the input is similar for all experiments

3. the scheduling trajectory is limited between a given minimal and max-
imal value.

The covariance matrix of the equation error is computed for each individual
measurement, as depicted in (3.101). Now, remember that the parameter
variation results in a non-stationary e. Appendix 3.B.2 then shows that a
combination of multiple observations results in a consistent estimate, even
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when p(t) changes over the experiments. In this framework, it even becomes
possible to add some measurements, where the scheduling parameter is fixed
to a constant value, effectively adding an LTI experiment. Whether or not
this is practically feasibly, depends on the application at hand.

Note that each independent experiment requires the estimation of the
initial conditions, which are not consistently estimated. However, following
the lines of Appendix 3.C, the initial conditions can be projected away,
without jeopardizing the consistency of a[n,i] and b[n,i]. This method requires
that the considered error is linear in the initial conditions, which can be seen
from the model equation (2.30). In fact, (2.30) is linear in all its model
parameters θ.

The practical limit of the WNLS estimator (3.16) is determined by the
inversion of the equation error covariance matrix Ce(θ)

−1 ∈ CN×N , sug-
gesting the use of short data records. However, under Assumptions 2.26
and 2.27, Ce(θ) is band-dominant (and Hermitian positive definite), and the
inverse can still be computed for moderately sized measurements.

In practice, Assumption 3.8 will often be violated. However, it is im-
portant that if the system belongs to the model class, the true model can
be obtained. In real-life applications, only an approximation can be found.
A useful model is not too complex, while still achieving good accuracy.
This is where the LPV frameworks performs very well, because it is an
understandable extension of the well-known LTI structure, but with more
advanced modeling capabilities.

As discussed in Appendix 3.B.3, in the periodic case, it is also possible to
prove consistency for an increasing measurement time. Additional periods
allow us to average out the noise, increasing the accuracy of the estimate.
Even more, in this setup, the transient effect decreases as the measurement
lengthN increases, as detailed in Appendix 2.E.1. Again, the use of periodic
signals proves to be advantageous.
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3.1.7 Simulation results

It is high time for an example, to demonstrate the properties of the pro-
posed identification algorithm. Let us study a fourth order continuous-time
simulation example. The parameter varying differential equation is given
by

y(4) + 0.220y(3) + (33.561 + 11.310p+ p2)y(2)

+ (0.955 + 0.226p+ 0.020p2)y(1)

+ (50.494 + 17.8591p+ 50.494p2)y

= u(2) + 0.020u(1) + (5.565 + p)u (3.20)

Both the input and output dynamics are dependent on p and p2. Fig. 3.1
shows some frozen frequency response functions (FRFs), where the schedul-
ing signal is kept constant p(t) = p. The system has two resonance peaks,
and one antiresonance. The second resonance moves to a higher frequency
as p is increased.

0 0.5 1 1.5

-60

0

frequency [Hz]

[dB]

Figure 3.1: Frozen LTI frequency response functions for low, mid and high
values of the scheduling signal. The upper resonance frequency is shifting
with p.

3.1.7.1 Identification from a single, global LPV experiment

A single experiment is used to identify the model parameters of the given
model structure (3.20). The sampling frequency is fs = 12 Hz, and N =
8000 samples are taken. Therefore, the frequency resolution is f0 = 12/8000 Hz,
and the time window T = 8000/12 ' 666.66 s. The experiment is global, in
the sense that the scheduling parameter is varying during the experiment,
as shown in Fig. 3.2.

p(t) =
3

5
π cos(2πf0t) +

2

5
π sin(4πf0t) (3.21)
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Figure 3.2: Scheduling signal p(t) during the global experiment.

Fig. 3.3 shows the input and output signals in the time domain. The
model (3.20) is excited with a sum of random phase sines, or a multisine
(1.10). Only a quarter of the available frequency band (fnyq = fs/2 = 6 Hz) is
excited, as illustrated in Fig. 3.4. Recall from Section 3.1.4 that a frequency
band of interest can be selected in the WNLS cost function (3.15). Also,
the further the excited frequencies are from the Nyquist frequency fnyq, the
smoother the contribution of the hyperbolic skirts due to the aliasing effect
becomes, as stated by Remark 2.9 in Section 2.2.

−10

0

10
u(t)

0 50 100 150 200 250 300

−5

0

5

time [s]

y(t)

Figure 3.3: Input u(t) and output y(t) of the identification experiment. The
input u(t) passes through a parameter-varying filter. From the difference ( )
between a second and the first period of the output y(t), we can see that the
system is not in steady state. Therefore, a transient term will be needed in
the frequency domain representation (2.30).
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In this simulation setup, the model structure is assumed to be known.
The dynamic orders (2.30) are na = 3, nb = 2, and the polynomial de-
pendency on the scheduling (2.20) is of degree nφ = 2. Following Assump-
tion 3.3, both the input and output measurements are disturbed by additive
stationary filtered white noise, as shown in Fig. 3.4. The signal-to-noise ra-
tio of the measured input and output RMS is 40 dB. The true covariances
σ2
U , σ2

Y and σ2
UY are used in the Weighted Nonlinear Least Squares Es-

timator (3.15), to obtain a consistent estimate for the model parameters
θ.

−80
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−40

−20

0 U (jωk) [dB]

0.2 0.4 0.6 0.8 1 1.2 1.4 1.6

−80

−60

−40

−20

0

frequency [Hz]

Y (jωk) [dB]

Figure 3.4: Input U (jωk) and output Y (jωk) spectra ( ) of the identification
experiment. Only a limited frequency band is excited at the input U (jωk),
where the system dynamics are important. Transient and alias effects are
present at the output Y (jωk), but they are hidden below the noise ( ), or
mixed with the output signal.

Recall from Section 2.4.1 that an additional polynomial T ntuy (jωk) is needed
to represent the transient and aliasing effects in the frequency domain. The
order nt − 1 of this additional polynomial is a degree of freedom in the
identification procedure. In practice, it has to be estimated along with the
model orders na, nb and nφ. In the given simulation setup, a fifth order
polynomial captures the transient and alias effect well. A higher degree
does not decrease the cost function (3.15), and a lower degree introduces
larger modeling errors e(θ,Z). This is where Theorem 3.10 comes in. If the
residual equation error e(θ,Z) is normally distributed, a confidence interval
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Figure 3.5: Equation error e(θ,Z) of the LPV differential equation, identified
from noisy input-output data. The left ( ) and right ( ) hand sides of the
differential equation (2.30) lie on top of each other. The equation residuals
e ( ), and the predicted standard deviation ( ) are shown at each frequency.
Since e ( ) is comparable to the expected noise standard deviation ( ), no
bias can be detected.
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Figure 3.6: In the frequency domain (left), the output error ( ) is shaped by
the system, but it lies 30 dB below the true output Y (jωk) ( ). In the time
domain (right), the error ( ) on the estimated output ( ) is similarly small.
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can be constructed, using the equation error covariance matrix Ce, com-
puted in Appendix 3.A.2. If e(θ,Z) does not coincide with the confidence
interval, there may be some unmodeled dynamics, or the order of the tran-
sient is not high enough. In Fig. 3.5, the 63% confidence bound corresponds
well to the residual equation error (35% lies beyond the confidence range),
so no bias can be detected, which suggests the estimate is consistent.

For the sake of completeness, the error on the simulated output Ŷ (jωk)

and ŷ(t) is shown in the frequency and time domain in Fig. 3.6. The WNLS
Estimator is consistent, and, therefore, if more data or multiple periods are
measured, the error will decrease even further.

3.1.7.2 Monte Carlo simulations

To further illustrate the consistency properties of the proposed estimator,
two Monte Carlo runs are performed. In each dataset, the same exper-
imental conditions are used, as explained earlier in Section 3.1.7. Every
simulation has a different noise realization, resulting in a slightly different
WNLS estimate θ̂[i]

WNLS from (3.16).

The results are compared by studying an invariant of the model. In this
case, the frozen Frequency Response Function is chosen (see Section 2.2.1),
which was previously used in Fig. 3.1 to give an impression of the varying
dynamics. It represents the time-invariant transfer function at each time
instant t, under the “virtual” assumption that the value of the scheduling
parameter is fixed to its current value p = p(t). Given the different identified
frozen FRF[i]s, the sample variance σ2

FRF and the bias bFRF (with respect to
the true model FRF0) can be computed as follows:

σ2
FRF = 1

Nexp−1

Nexp∑

i=1

∣∣FRF[i] −mean{FRF[i]}
∣∣2 (3.22)

bFRF = mean
{
FRF[i]

}
− FRF0 (3.23)

In the first set of Monte Carlo simulations, Nexp = 20 different noise re-
alizations are identified independently. The results are shown in Fig. 3.7,
where the frozen FRF is shown at some key time instants. The mean error
mFRF corresponds well with the sample standard deviation of the sample
mean σFRF/

√
Nexp, so no bias can be detected.
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Figure 3.7: The identified frozen LTI frequency response functions are in-
variant for an LPV differential equation, allowing the study of the statistical
properties of the proposed identification scheme. At the three chosen time
samples, the sample standard deviation of the sample mean σFRF/

√
Nexp ( )

correspond well with the bias error bFRF ( ).
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Figure 3.8: Experiments are gathered in groups of four, and their cost
functions are combined. The additional data decreases the sample standard
deviation of the sample mean σFRF/

√
Nexp ( ) with respect to Fig. 3.7 ( ).

Again, the bias error bFRF ( ) corresponds well with the uncertainty level
( ).

In the second Monte Carlo run, Nexp = 80 different realizations are
identified, but they are gathered in groups of four simulations. The four
corresponding cost functions are combined, by simply stacking the weighted
equation errors, as illustrated in (3.99). Fig. 3.8 shows the resulting frozen
FRFs and the corresponding sample standard deviation and mean residual
error.
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Because the amount of data was increased by a factor four, the sam-
ple standard deviation ( ) on the estimated frozen FRFs drops by a factor
two (6 dB) overall. This indicates that the (na + nb + 2)(nφ + 1) = 24 dy-
namic coefficients are estimated consistently, even when 4nt = 24 transient
coefficients have to be identified simultaneously. The latter estimates are
inconsistent. Therefore, the Monte Carlo simulations validate the presented
proof of consistency: adding additional measurement records improves the
identification of the LPV model parameters.

3.1.7.3 Identification using the estimated variance

The (co-)variance matrices can easily be estimated from periodic steady-
state data, as detailed in Appendix 3.A.1. Fig. 3.9 illustrates that estimat-
ing the (unbiased) sample covariances ĈU , ĈY and ĈUY from the data does
not affect the consistency of the LPV IO identification.
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Figure 3.9: Equation error e(θ,Z) ( ) of (3.20), identified from noisy, periodic
steady-state input-output data. The left ( ) and right ( ) hand sides of the
differential equation (2.30) correspond well, up to the standard deviation
σe(θ,Z) ( ), which is calculated using the sample covariances in the top plot,
whereas the bottom graph uses the true noise covariances.
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In this experiment, M = 8 steady-state periods have been observed,
meaning no transient is present. This is the main difference between Fig. 3.9
and Fig. 3.5. The top graph of Fig. 3.9 depicts the optimized equation
error, when the noise (co-)variance matrices are estimated from the data,
whereas the bottom graph shows the identified model with the true noise
(co-)variances. There is practically no difference between the two results,
with 40.3 respectively 40.9% of the residual equation errors e(θ,Z) falling
outside of the 63% confidence bound.

The practical cost of estimating the noise covariances is an increased
variability on the model parameters estimates: it is shown in Pintelon and
Schoukens [2012] that the standard derivation σθ increases with a factor√

M−2
M−3

=
√

6
5
' 1.1, with respect to the estimate using the true noise

covariances.

3.1.7.4 Conclusion

In this section, a consistent estimator for Linear Parameter-Varying differ-
ential equations is presented. It is currently submitted for publishing in
Goos et al. [2015a]. By building on the results from the previous chapter,
which are partly based on Lataire and Pintelon [2011], (2.30) can handle
both arbitrary and periodic input and scheduling signals. However, we have
given ample reasons to use periodic excitations, if we have control over the
input and scheduling signals.

We especially want to stress that, even though the identification step
might have used periodic signals, the identified model is valid for non-
periodic signals as well. Even so, it is generally a bad idea to extrapolate a
black-box model to operating conditions that were never seen in the iden-
tification step, like frequencies outside the excited frequency band for the
input, or a different range of the scheduling variable.

To ensure consistency, the input and output noise covariances are used
to weigh the residual equation error. In the frequency domain, it is possible
to estimate these covariance matrices, when the excitations are chosen to be
periodic. In the arbitrary case, this process is way more involved, but still
possible for slowly time-varying systems Lataire and Pintelon [2009]; Pin-
telon et al. [2015]. In any case, using an unbiased estimate of the covariance
matrices, consistency is be proven, and validated by means of simulation
example.
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An important advantage of the frequency domain LPV IO model (2.30)
is that it is linear in the model parameters θ, which simplifies the estimation
process. Also, it is easy to only consider a certain frequency band of interest.

Nevertheless, as with most LPV identification tools, the choice in basis
functions is important in the model selection step. Note that it is possible to
incorporate prior knowledge in the basis φi(p(t)). In the sequel, we propose
a detour via Linear Time-Varying models, to get an idea for the required
basis functions.
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3.2 LPV SS model estimation
Section 1.2.4 introduced the choice in model structure. From the start, we
considered both input-output and state space models. The choice in model
structure does matter. In the Linear Time-Invariant framework, one model
structure can easily be transformed into the other. Many identification
techniques exist for both options, and the identification step can therefore be
decoupled from the intended use. We explained in Section 1.2.4.3 that this is
no longer true for Linear Parameter-Varying models, as established in Tóth
[2010]. There, it is shown that the transformation from one model class
to another introduces (unwanted) dynamic dependencies on the scheduling
variable.

If all we want is a model to describe the parameter-varying dynamics,
then one might argue that the results from Tóth [2010] can be applied
anyway. However, a model should always be as simple as possible. Compli-
cated dependencies on the scheduling make the equations harder to inter-
pret, deteriorating its usability. More importantly, we clearly stated in the
introduction that the goal of this thesis is to identify LPV models that are
suitable for control purposes. In practice, this means a state space model,
with a static dependency on p(t) should be the end result, since most cur-
rent LPV control synthesis tools Wu and Dong [2006]; Lee and Park [2007];
Petersson [2010] require such a representation.

The advantages of working in the frequency domain were highlighted
already in Section 3.1. Let us just repeat that the results from the previous
chapter hold for both discrete- and continuous-time systems. However, the
continuous-time state space model (3.53)-(3.54) has not been implemented
for arbitrary excitations just yet. This is undoubtedly a topic for (near)
future work. Nevertheless, we can present many other contributions in this
chapter.

3.2.1 Computing the output of an LPV SS model

Section 1.2.4.3 showed that a state space representation has infinitely many
equivalent descriptions. Even in the LTI framework, a state space model is
not unique. For a fixed dynamical order, it has way more model parame-
ters than an input-output equation, and all of them have to be estimated.
Even worse, there is no equation error like in Section 3.1.1, that is linear
in the parameters, which complicates the estimation process. Therefore,
when working with input-state-output models, it is extremely important to
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carefully implement the necessary computations. To this end, let us find a
SS description that is as compact as possible, starting in the periodic and
synchronized setting of Assumption 2.5. For now, no transient or alias is
present.

One might ask why we don’t just apply the results of Section 3.1 to the
input-state-space equations. The problem is that both the model param-
eters θ and the states x(t) are unknown in (2.31)-(2.32) and (3.53)-(3.54).
Therefore, it is impossible to directly compute regressors like (3.6)-(3.7),
although the affine structure (2.23) is preserved in the frequency domain.

3.2.1.1 Substituting the convolution with Toeplitz matrices

To eliminate the unknown states x(t) from the state space equations, let us
first get rid of the convolution operators, by writing them as a product of
a Toeplitz matrix (3.24) and a vector:

Φi(k) ∗X(k) = Toeplitz
(
Φi,Φ

H
i

)
×X (3.24)




Φi(0) Φi(−1) . . . Φi(−N2 +1) Φi(N2 ) . . . Φi(1)

Φi(1) Φi(0)
. . . . . . . . . . . . Φi(2)

Φi(2) Φi(1)
. . . . . . . . . . . . Φi(3)

...
...

. . . . . . . . .
. . .

...

Φi(−2) Φi(−3) . . . . . . . . .
. . . Φi(−1)

Φi(−1) Φi(−2) . . . . . . . . . . . . Φi(0)




×X,

where Φi and X contain the spectra of the basis functions φi(p(t)) and (in
this case) the first state x1(t)

Φi =




Φi(0)
Φi(1)
...

Φi(N2 )

Φi(−N2 +1)
...

Φi(−1)




X =




X1(0)

X1(1)

...
X1(N2 )

X1(−N2 +1)
...

X1(−1)




. (3.25)

The first column of the matrix is the spectrum of the scheduling parameter
Φi(k) = DFT{φi(p(t))}, while the first row equals its complex conjugate.
Furthermore, a Toeplitz matrix has constant diagonals, as shown in (3.24).
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This allows us to separate the dynamics of the coefficients on the one
hand, and the parameter variation on the other hand. Because the consid-
ered signals are (usually) real in the time domain, the Fourier coefficients at
the negative frequencies are the complex conjugate of their positive counter-
parts. The DFT coefficients Φi(k) are proportional to the Fourier coefficients
(depending on the scaling factor used), and thus Φi(−i) = Φi(i)

H .

3.2.1.2 Compact frequency domain state space equations

Now, the spectrum of each basis function Φi should be convolved with each
state and input spectrum X and U . To this end, block matrices Px and Pu
are constructed. We can now collect the state space equations for all DFT
frequencies Ωk

1 in one compact representation:

EX = α Px X + β Pu U (3.26)
Y0(k,θ) = γ Px X + δ Pu U. (3.27)

We explain the notation below. For starters, U ∈ CnuN×1, X ∈ CnxN×1 and
Y0 ∈ CnyN×1 are vertically stacked vectors containing the (DFT) spectra of
the input, state and output, and

E = Inx ⊗ diag
(

Ω0,Ω1,...,ΩN
2
,Ω−N

2 +1
,...,Ω−1

)
(3.28)

α =
[
A0 ⊗ IN A1 ⊗ IN . . . Anφ ⊗ IN

]
(3.29)

β =
[
B0 ⊗ IN B1 ⊗ IN . . . Bnφ ⊗ IN

]
(3.30)

γ =
[
C0 ⊗ IN C1 ⊗ IN . . . Cnφ ⊗ IN

]
(3.31)

δ =
[
D0 ⊗ IN D1 ⊗ IN . . . Dnφ ⊗ IN

]
(3.32)

Px =




Toeplitz
(
Φ1(k),ΦH

1 (k)
)
⊗ Inx

...

Toeplitz
(

Φnφ (k),ΦH
nφ

(k)

)
⊗ Inx


 (3.33)

Pu =




Toeplitz
(
Φ1(k),ΦH

1 (k)
)
⊗ Inu

...

Toeplitz
(

Φnφ (k),ΦH
nφ

(k)

)
⊗ Inu


 (3.34)

α, β, γ and δ comprise the dynamics of the system, in which Ai, Bi, Ci and
Di are the original real time-domain matrices in the affine decomposition
(2.23). IN is an (N×N) identity matrix and ⊗ is the Kronecker product.

1The unified frequency domain variable represents the forward shift operator in
discrete-time zk = e

2πjk/N , and the time derivative jωk = 2πjkf0 in continuous-time.
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E X = α Px X + β Pu U

Y = γ Px X + δ Pu U

Figure 3.10: Sparsity pattern of SIMO state space equations in the fre-
quency domain, for a band-limited periodic parameter variation. The de-
picted system has a dynamic order of three.

The state equations (3.26)-(3.27) might be compact, but they also seem
overwhelmingly complex at first sight. Let us illustrate (3.26)-(3.27) with
a third order example.

Example 3.12 Consider the following discrete-time example

x(t+1) =




2− p(t) 1 −3
0 −4 2− p(t)

p(t) 1 0


x(t) +




1 + p(t)

2p(t)

0


u(t) (3.35)

y(t) =

[
2 1 + p(t) −1
0 1 3p(t)

]
x(t) +

[
1 + p(t)

2p(t)

]
u(t), (3.36)

with p(t) = 2 sin(2πt/N). Then, for N = 6 samples, we have

γ =




2 1 0 0 1 0
2 1 0 0 1 0

2 1 0 0 1 0
2 1 0 0 1 0

2 1 0 0 1 0
2 1 0 0 1 0

0 1 0 0 0 3
0 1 0 0 0 3

0 1 0 0 0 3
0 1 0 0 0 3

0 1 0 0 0 3
0 1 0 0 0 3




,
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Pu =




1
1

1
1

1
1

−i i
i −i

i −i
i −i

i −i
i




, E =




1

0 0

e2πj/N

e2πj2/N

e2πj3/N

e2πj4/N

e2πj5/N

0 . . . 0

0 0 . . .




In the periodic setting of Assumption 2.5, (3.26)-(3.27) becomes very
structured. If in addition the parameter variation is small, then the resulting
state space equations become sparse as well, as illustrated in Fig. 3.10.

In the limit of the time-invariant case, all the matrices Ai, Bi, Ci and
Di become zero ∀i > 0. Therefore, αPx becomes a diagonal matrix, and
all the frequencies become decoupled. In case of any time-variation, this
is no longer true. All equations are coupled, and must therefore be solved
together.

Even though the matrices grow with the number of measurements N ,
they are block-Toeplitz structured, and, in case of slow parameter varia-
tions, band-dominant. Therefore, the output of (3.26)-(3.27) can be com-
puted time-efficiently.

Assumption 3.13 The scheduling signals are varying slowly, meaning the
frequency content of P (k) is only non-zero in a limited range with respect to
the frequency band of interest. Recall from (1.10) that the highest excited
input frequency is Kf0. Therefore,

{
‖P (k)‖0 6= 0 kf0 � Kf0

‖P (k)‖0 = 0 else

In this case, the state space equations (3.26)-(3.27) become sparse, which
can be exploited to speed up the computations considerably.

From (3.29)-(3.32), we learn that the matrices α, β, γ and δ are actually
defined by a limited number of parameters, which are in fact the model
parameters θ ∈ R(nx+ny)(nφ+1)(nx+nu)×1. They are the same, constant and
real parameters as in the time domain (2.24), which are to be identified.
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3.2.1.3 Model error at the output

In order to identify the matrix coefficients that define the dynamics, the
(weighted) output error e(θ,Z) is chosen as the optimization criterion. In-
deed, we want the model to explain as much of the (complex) output as
possible, given a noisy input and noiseless scheduling. Unlike the input-
output case in Section 3.1.1, there is no state space equation error that is
linear in the model parameters.

If an (initial) estimate of the model parameters θ̂ is known, the spectrum
X of the states can be computed by solving

(E − α Px)X = β Pu U. (3.37)

It is generally a bad idea to actually invert the matrix (E − α Px). It is
more efficient to solve the system of equations together. Nevertheless, the
computation of the states is computationally intensive, because the matrices
are big. They scale linearly with the model complexity, but their size also
depends on the number of measurements N . This is why it is so important
to utilize the block-Toeplitz structure in the matrices.

Once the states are known, the output can readily be calculated from
(3.27). Subsequently, the output error is defined as the difference between
the DFT spectra of the modeled Y0(k,θ) and the measured output Y :

e(θ,Z) = Y0(k,θ)− Y (3.38)

3.2.2 Weighted Nonlinear Least Squares Estimator

Analogous to Section 3.1.4, we define the Weighted Nonlinear Least Squares
Estimator for the state space model (3.26)-(3.27). Under the band-limited
restriction of Assumption 2.3, using synchronized periodic signals (Assump-
tion 2.5), and circular complex additive noise (Assumption 3.3), the WNLSE
minimizes the following cost function, given the data Z:

VWNLS(θ,Z) = ere(θ,Z)
TC−1

Re (θ) ere(θ,Z) (3.39)
= ε(θ,Z)

T ε(θ,Z) (3.40)

θ̂WNLS = argmin
θ

VWNLS(θ,Z). (3.41)

As in Section 3.1.4, the model error is weighted with its covariance matrix
Ce, which is decomposed into its real and imaginary part CRe like in Ap-
pendix 3.A.2.2. Appendix 3.A.2.2 proves that, given the (estimated) input
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and output covariances CU , CY and CUY , the covariance of the model error
Ce, and by extension CRe can be computed.

If only a limited frequency band is of interest, the WNLS cost func-
tion can easily be adapted. Note, however, that the computation of Y0(θ)

requires all frequencies with a significant amount of energy, because the
parameter variation introduces a correlation over the frequency. Neglecting
such frequencies would therefore affect the entire modeled output.

It is important to note that the state space equations have a lot in com-
mon with their input-output counterpart and, therefore, the discussion and
remarks in Section 3.1.4 still hold. For example, Remark 3.5 asserts that
the model error e is no longer circular complex, but it is still (asymptoti-
cally) normally distributed. This is an important result, that allows us to
construct confidence bounds for our predictions.

3.2.3 Additional subtleties in the optimization routine

The quadratic cost function (3.39) lends itself well to an iterative Gauss-
Newton optimization routine. The basic idea is described in Section 3.1.5.
However, there are some important subtleties that need to be discussed in
the optimization of the LPV state space model (3.26)-(3.27).

First, unlike the input-output model (2.30revisited), the relation between
the parameters Ai, Bi, Ci and Di and the output error e(θ,Z) is non-linear.
This means, even more so than in the IO case, that good initial estimates
of the plant model parameters are required, or we risk getting stuck in a
local minimum. In addition to the Levenberg-Marquardt extension Fletcher
[2000] of the Gauss-Newton approach, we also advise the use of a line search
for the update of the model parameters (3.18).

Furthermore, we have to take the similarity transformations T (1.25)-
(1.26) into account. The matrices can be changed by this transformation
T , but the output remains exactly the same. In De Caigny et al. [2014] it
takes a fair amount of work to get all the estimated A

(
p(t)
)
, B
(
p(t)
)
, C
(
p(t)
)

and D
(
p(t)
)
in the same state basis. Surprisingly, we will not impose some

canonical form or fixed state basis. Instead, we opt to use a “full” parame-
terization, as suggested in Wills and Ninness [2008] for LTI systems. Since
the similarity transformation T does not modify the output error, the opti-
mization algorithm can be designed to neglect such directions. Additionally,
we gain extra degrees of freedom by means of the undetermined coefficients.
In practice this means that it is less likely to get stuck in a local minimum.
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To obtain the parameter correction term ∆θ[i] in (3.18), the (real) Jaco-
bian J(θ[i−1],Z) should be inverted. However, we know from Section 1.2.4.3
that the state space representation is only determined up to a similarity
transformation. The Jacobian will therefore be singular: it’s rank is equal
to the effective number of parameters. Nevertheless, because we know the
rank on beforehand, the pseudo-inverse of Jre can be used to solve (3.18)
in a numerically stable way. Using the pseudo-inverse has the additional
advantage that the update ∆θ[i] is perpendicular to the null space of the
Jacobian Jre(θ[i−1],Z). It is shown in Wills and Ninness [2008] that this
approach is equivalent to the use of data-driven local coordinate frames
McKelvey et al. [2004], which gives a particular reduction of the degrees
of freedom. The rank deficiency of Jre(θ[i−1],Z) immediately leads us to the
following assumption:

Assumption 3.14 Persistency of excitation and scheduling condition: the
rank of the Jacobian matrix J (θ,Z) = ∂ε(θ,Z)

∂θ
should be (nx+nu)(nφ+1)(ny +

nx)− n2
x, which is the number of effective parameters.

The DFT spectra of the input U (k) and the basis functions Φi(k) should be
rich enough in frequency content to identify all the unknown coefficients
of the matrices Ai, Bi, Ci and Di. There are (nx + nu)(nφ + 1)(ny + nx)
parameters, and the similarity transformation accounts for n2

x singularities.

The proposed basis functions φi(p(t)) indirectly impose a spectral rich-
ness condition on the scheduling via Φi(k). If the number of basis functions
nφ increases, the original scheduling signal p(t) has to excite more frequen-
cies.

Example 3.15 A single sine is applied as a scheduling p(t) = sin(ωpt), but
we need to identify the coefficient of p̈(t) = −ω2 sin(ωpt). It is impossible to
discern p and p̈ by using a single frequency ωp. This situation is avoided by
Assumption 3.14.

It is hard to guarantee Assumption 3.14 on beforehand. In fact, we need
the true model to design an optimal input, but it is not available. There-
fore, we need measurements to identify the black-box model from the data,
which should be persistently excited. . . In practice, we can only design the
experiment based on a rough idea of the true LPV system. Assumption 3.14
can then verify if the proposed model can be identified from the observed
data.
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3.2.4 Statistical properties of the WNLSE

The weighted nonlinear least squares estimator has great statistical proper-
ties, because of the “optimal” weighting of the output error. Measurements
with a lot of variance are uncertain, and should therefore not be fitted so
strictly. The following theorems study the properties of the WNLS estima-
tor (3.41) when the number of excited input frequencies F = O(N) tends
to infinity, and the following set of Assumptions is met:

Theorem 3.16 In the band-limited setting of Assumption 2.3, where in-
put and output are measured with additive filtered white noise, as stated
in Assumption 3.3 (m = 4), the scheduling is known (Assumption 1.9),
the excitation is persistent (Assumption 3.7), the system is in the model
class (Assumption 3.8) and the cost function behaves analytically (Assump-
tion 3.9), the WNLS estimator (3.41) is strongly consistent for an infinite
amount of data Z. If in addition Assumption 3.3 (m = ∞) holds, then
(3.41) is asymptotically normally distributed.

The consistency proof is based on the key property that the expected
value of (3.39) is minimal in the true model parameters θ0. The rest of
the proof follows the same lines of Theorem 9.21 in Pintelon and Schoukens
[2012]. It is in fact very similar to the consistency proof in Appendix 3.B
for the input-output WNLSE.

3.2.5 Initialization with the Best Linear
Time-Invariant approximation

At the very start of this research, we proposed to start from an LTI model as
an initial guess Goos et al. [2014]. More specifically, we are going to use the
Best Linear Time-Invariant (BLTI) approximation Lataire et al. [2012]. The
periodic setting of Assumption 2.5, combined with a slow-varying schedul-
ing variable (Assumption 3.13), fits very well with this frequency domain
approach, but it can be extended to arbitrary inputs as well Pintelon et al.
[2012]. In short, a random phase multisine (1.10) is applied to the input,
and only the response at the exited frequencies is modeled by the BLTI ap-
proximation. Basically, we neglect the correlated skirts at the output. The
resulting LTI model can be also interpreted as the branch, corresponding
with a constant basis function φ0(p(t)) = 1, in the series expansion (2.80) of
the time-variant transfer function (2.13). It is called the Best Linear Time-
Invariant approximation, because it explains the linear dynamic behavior
the best, given the scheduling trajectory p(t), in a mean squared sense.
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It is interesting to note that although the BLTI approximation is time-
invariant, it depends on the scheduling trajectory chosen. Because we are
fitting a time-invariant model, the smaller the amplitude of the scheduling
signal, the better the identified LTI part (A0, B0, C0 and D0) will approx-
imate the true LTI part of the affine system (3.26)-(3.27). However, the
LPV dynamics should still be identifiable from the data later on, so p(t)

cannot be too small either. This is a classic trade-off every engineer enjoys.

The attentive reader might have noticed that we can even make a better
initial estimate. Following the lines of Lee and Poolla [1999], the LTI model
estimation can be extended by adding inputs multiplied with the scheduling
to estimate additional parameters.

ẋ(t) = A0x(t) +

nφ∑

i=0

Bi φi(p(t))u(t) (3.42)

y(t) = C0x(t) +

nφ∑

i=0

Di φi(p(t))u(t) (3.43)

In Casella and Lovera [2008], this is called an Input-Affine parameter de-
pendence (LPV-IA). Proceeding in this way, we can find some initial values
for Bi and Di as well with a linear time-invariant model! This is a very
simple extension, because the inputs and the scheduling are both known.
However, it is not possible to apply this method to Ai and Ci, because they
act on the states, which are unknown and have to be identified as well.

3.2.6 Comparison with LPV subspace, through a
simulation example

Now that we have the BLTI approximation as an initialization method
(Section 3.2.5) for the iterative optimization scheme of Section 3.2.2, its
statistical properties can be illustrated by means of a simulation example.
Even better, Goos and Pintelon [2014b] compared the WNLSE with a state-
of-the-art LPV subspace technique Felici et al. [2007], which is incorporated
in the PBSID toolbox2 for LPV systems.

Let us first explain the basic idea behind a subspace approach. In Sec-
tion 3.2.1, we compute the output of a state space model by eliminating the
states from the equations (3.37). Alternatively, it is possible to first esti-
mate the state sequence x(t), and subsequently compute the corresponding

2www.dcsc.tudelft.nl/~jwvanwingerden/pbsid/pbsidtoolbox_product_page
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state space matrices. This is achieved either by projecting the output on
past inputs, or by estimating an observability matrix Odt . Although most
subspace algorithms are formulated in the time domain Verhaegen and Yu
[1995]; Van Overschee and De Moor [1996]; Chou and Verhaegen [1997], a
frequency domain approach exists as well McKelvey et al. [1996].

Subspace is a well-known discrete-time identification technique, that
has proven its merits in the LTI framework. Its success has given rise to
some LPV subspace approaches as well: Verdult and Verhaegen [2002]; van
Wingerden and Verhaegen [2009]; Felici et al. [2007]. Especially the latter
paper allows for an easy comparison, because it specifically uses a dedicated
periodic scheduling sequence.

The problem is that the estimates Odt are only determined up to a simi-
larity transformation T (t), which will be different at each discrete time step
t. Each of the state samples can be defined in a different basis. Therefore,
similar to De Caigny et al. [2014], all of the estimates have to be transformed
to a single state basis.

3.2.6.1 Time domain approach: periodic-MOESP

The time domain approach is based on solid linear algebra. However, there
are some parameters to be chosen. In the periodic-MOESP method of
Felici et al. [2007], which uses orthogonal projection according to Hachicha
et al. [2014], the problem size is reduced because of the smaller window
size d < T0, compared with the lifting procedure in Hench [1995], which
uses the full period T0. Although it seems logical to take d = T0, based on
experience, it is reported that less accurate results are obtained when the
window length d grows much larger than the state dimension nx.

Additionally, some regularization parameter ν has to be chosen. It
weights a reduction of the variance of the solutions versus a bias. The
bigger ν becomes, the less accurate the overall fit will be. For a third order
SIMO example, regularization is already necessary, otherwise the estimated
model will be poor. In practice, ν will have to be gridded and tested on
validation data for each identification experiment.

In the appendix of Felici et al. [2007], a proof is given that for N →∞,
the range space of Ôdt converges to that of the true observability matrix
Odt . However, because of the unknown influence of the window d and the
regularization constant ν on the resulting fit, it is hard to predict the total
error on the estimated model.
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Most importantly, the major drawback of LPV subspace methods is that
the size of the required data matrices grow polynomially with the number
of states nx, and exponentially with the number of scheduling variables nφ.
It is therefore not viable for complex systems or big data records.

3.2.6.2 Frequency domain approach: LPV SS via BLTI
approximation

We want to stress that, in the frequency domain approach, there are no
“fudge” parameters to be tuned once the experiment is designed. Only the
dynamical order of the model and the basis functions have to be chosen.
Contrary to Felici et al. [2007], there is no curse of dimensionality, because
the matrices grow linearly with the measurement time T0, the order nx of
the system and the number of basis functions nφ. Even so, because of the
coupling over the frequency of the output equations, we do have to compute
the output for all frequencies at once, and the involved matrices grow with
the number of measurements N , as detailed in Section 3.2.1.3. On the plus
side, since the compact notation (3.26)-(3.27) inherently incorporates the
affine structure, we do not need to concern ourselves with the states being
in different basis, like in Felici et al. [2007].

Finally, following the lines of Assumption 3.B, we can proven consis-
tency for the WNLSE (3.41). However, a good initialization is still required
to actually reach the global optimum of the WNLS cost function (3.39). A
subspace method can make no claim of consistency, since its major draw-
back is that it lacks an interpretable cost function.

3.2.6.3 Simulation example

We illustrate both identification methods on a Single Input, Single Output
(SISO) LPV example: the flapping dynamics of a wind turbine from van
Wingerden [2008]. The cosine of the blade rotation angle yields the periodic
scheduling sequence. We have

[
A0 A1 B0 B1

C0 C1 D0 D1

]
=




0 0.0734 −.0021 0 0 0
−6.5229 −.4997 −.0138 .5196 −9.6277 0

1 0 0 0 0 0




As in Felici et al. [2007], N = 50000 discrete time steps are taken. For
the periodic-MOESP method, this system is excited using white noise. At
the time of publication, the frequency domain approach operated in the
synchronized, periodic setting of Assumption 2.5, and thus a random phase
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multisine was applied (1.10), with a period Tu = 500. The periodic schedul-
ing was taken p(t) = [1 , cos(2π 1

10
t)] A drawback of the frequency domain

approach, at that time, was that the measurements must be performed in
steady state (Assumption 2.10), and so the inputs, states and outputs all
had to be periodic. Therefore, we had to wait until the transients died out.
In this case, the first measurement period was discarded, and 99 periods
remained. In the sequel, we will extend the LPV SS estimation to model
transient behavior as well, but in the considered example, the effect was
minimal.

The identified models are validated on an independent data set, where
the input is a white random noise signal, with the mean E {uval(t)} = 10
and a standard deviation σ {uval(t)} = 1.

From a theoretical point of view, the identified model can be used for
arbitrary and non-periodic scheduling and inputs. This is only true if the
selected model structure is exact. For a practical application, we better do
not extrapolate the dynamical behavior for a single parameter frequency to
the full frequency band. Therefore, the validation scheduling is chosen to
be a shifted version of the experimental setup : pval(t) = [1 , cos(2π 1

10
t+φ)].

As a measure of performance the Variance-Accounted-For (VAF) is used.

VAF = max

{
1− var

(
y(t)− ŷ(t)

)

var(y(t))
, 0

}
× 100 (3.44)

where ŷ(t) denotes the output signal obtained by simulating the identified
LPV system, and with y(t) the noiseless output signal of the true system.
Figures 3.11 and 3.12 show the results of 1000 Monte Carlo simulations with
different noise realizations, but identical experimental conditions. Fig. 3.11
displays a histogram of the VAF. The frequency domain approach consis-
tently yields a better fit on the validation data. The mean VAF is 99.998
with a standard deviation of 0.0016. Although the periodic-MOESP does
fairly well, there is more variability in its estimates.

90 100
0 %

100 %

time domain method

90 100

frequency domain method

Figure 3.11: Histogram of the Variance Accounted For, for both global LPV
identification techniques.
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Because of similarity transformations (1.25), each identified model can
be in a different state basis. However, the eigenvalues of the Ai matrices
remain invariant. They can be interpreted as the poles of the harmonic
transfer functions. The performance can therefore also be deduced from
the pole plots depicted by Fig. 3.12. Again, we see that there is much more
variance in the periodic MOESP estimates. The results from the frequency
domain approach seems to converge to the true values.

0 1
−1

0

1

<

=

time domain method

0 1

<

frequency domain method

Figure 3.12: Estimated invariant eigenvalues of the constant matrices Ai in
the complex plane. The big crosses ( ) indicate the poles of the underlying
system. The orange crosses ( ) on the left plot show the time domain
estimates, while the blue dots ( ) on the right correspond to the frequency
domain method.

-0.25
0.64

0.645

0.65

Figure 3.13: 95% confidence Cramér-Rao uncertainty ellipse of the fre-
quency domain estimates. 6.7% of the estimated eigenvalues ( ) are outside
of the 95% confidence bound ( ).
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In fact, we can calculate the Cramér-Rao lower bound on the variance
of the eigenvalues, by extending the perturbation analysis in Golub and
Van Loan [1996]. For the real poles, we can then construct a 95% confi-
dence interval. For the complex conjugate poles, we find 95% confidence
ellipses. Fig. 3.13 illustrates how 93.7% of the frequency domain estimates
fall within the Cramér-Rao uncertainty ellipse. The proposed new method
is therefore not only consistent, but also asymptotically efficient! Of course,
the subspace estimate could be improved by an optimization routine, but
it is not included in the author’s toolbox.

This simple second order simulation example has illustrated the advan-
tageous properties of the WNLSE (3.41), but overall, the method would
benefit from the incorporation of transient effects. This will be the focus of
the subsequent sections.

3.2.7 Including transients in discrete-time

Now that we have familiarized ourselves with the steady state state space
equations in the frequency domain, we can incorporate the transient behav-
ior as well. It was not immediately included in the main SS model, because
the required approach differs somewhat in discrete- and continuous-time.
Let us begin with the simplest extension, in discrete-time.

3.2.7.1 Extending the state space equations

It is shown in (2.31) that (3.26) only requires a vector of constants ∈ Rnx×1

to model any transient behavior exactly. The SS equations during transient
behavior thus becomes

EX(k) = αPxX(k) + βPuU (k) + E
(x(0)− x(N))⊗ IN

N
(3.45)

Y (k) = γPxX(k) + δPuU (k) (3.46)

This result was reported in Goos et al. [2015b]. The impact of the tran-
sient is clearly reduced for a longer measurement record. We refer to Ap-
pendix 2.E for a discussion on the scaling of the transient. This decay
implies that the estimation of xtransient = x(0) − x(N) is not asymptotically
consistent with a growing N . Nevertheless, following the same lines as Ap-
pendix 3.B.3, it can be shown that the model parameters a[n,i] and b[n,i] are
identified consistently, even in the presence of a transient. Remark 3.34 is
the key to see why this is the case: as long as the model error is linear in
xtransient, its contribution can be removed.
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3.2.7.2 Simulation results: an LPV SIMO case study

To illustrate the extended identification algorithm, a third order Single In-
put, Multiple Output (SIMO) LPV SS example is studied. The coefficients
of the matrices in (3.45)-(3.46) depend directly on the scheduling signal p(t):

x(t+1) = [A0 + A1p(t)] x(t) + [B0 +B1p(t)] u(t) (3.47)

y(t) = [C0 + C1p(t)] x(t) + [D0 +D1p(t)] u(t), (3.48)

where the system coefficients are given by

[A0|A1] =




0 0.9 0.2 0.6 −0.5 0.5
−0.9 0.5 0 0.5 0.6 0
−0.2 0 0.2 −0.5 0 0.6


 (3.49)

[B0|B1] =



1 0.4
1 0.2
1 0.12


 (3.50)

[C0|C1] =

[
0.2 1 0.5 0.2 0.1 1
0.2 0.1 1 0.3 0.4 0.8

]
(3.51)

[D0|D1] =

[
0.1 0.2
0.2 0.1

]
. (3.52)

To illustrate the proposed algorithm, we will consider three case studies:

1. The original setting of Goos et al. [2014], with periodic and synchro-
nized input and scheduling signals. The output has reached a steady
state. We test this class again to show that the addition of the tran-
sient term does not jeopardize the identification algorithm.

2. The system is excited with a multisine input, and a band-limited
scheduling, as in the first case study, but the system is not in steady
state. We use all the measured data samples, and identify a transient
state space model (3.45)-(3.46).

3. The system is excited with filtered white noise. Hence, a transient
will always be present, and it has to be modeled.
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In every case, the system response was simulated sequentially in discrete
time. The output signal y(t) is perturbed by white noise with an SNR of
20 dB. N=1000 data samples where collected. In the periodic input cases,
a sparse multisine (1.10) was applied as an input signal, where about 240
equidistant frequencies were excited. The Gaussian input is a white noise
sequence filtered with a fifth order Chebyshev bandpass filter. For each
scenario, 4 Monte Carlo identification simulations are performed, where
the input u(t) and the scheduling p(t) remain fixed, but the output noise
realization is different. This way, we can discuss the general statistical
properties of the identification routine.

The scheduling signal is defined as a DC component and a (band-
limited) random phase tri-tone: p(t) = 0.2 cos(4πf0t)+0.1 cos(6πf0t+φ1)+
0.1 cos(8πf0t + φ2). This is to ensure that the scheduling signals is persis-
tently exciting for the purpose of identification.

Fig. 3.14 shows the results of the proposed identification routine. The
goal is to fit the spectra Y (k) ( ) of both outputs, using the weighted non-
linear least squares cost function (3.39). The standard deviation over the
different noise realizations is also depicted ( ). The additive noise is white,
and the SNR is indeed about 20 dB.

The mean output error ( ) lies below the noise level ( ), so no bias can
be detected, suggesting that the estimates are consistent. Additionally, the
standard deviation over the estimated output spectra ( ) can be computed.
Again, the mean estimated output error ( ) lies well within this bound, for
all the case studies.

The models are validated on the steady state response to a periodic
noise excitation. Fig. 3.15 shows the resulting output spectra and the
corresponding simulation error ( ). Again, a number of Monte Carlo sim-
ulations are performed, this time with independent periodic noise input
realizations. The scheduling p(t) is identical during these experiments, so
we can discuss some statistical properties of the estimated models. The
mean RMS of the output spectra ( ) is shown on top of all the noiseless
output data ( ). The standard deviation over the input realizations ( ) is
also plotted, to show that the model performs equally well on the unseen
validation data as in the identification step. Again, an SNR of about 30 dB
is obtained.
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Figure 3.14: Output spectra ( ) of the example LPV system, when a peri-
odic and synchronized input and scheduling are applied (a). The graphs in
(b) show the identified output spectra when transient behavior is present.
Finally, (c) shows the resulting outputs when the input was excited with
filtered Gaussian noise. In all cases, the standard deviation of the identified
models ( ) stays beneath the output noise ( ). The error of the mean esti-
mated output with respect to the noiseless output ( ) is smaller than the
standard deviation over the estimates ( ) for all frequencies. This implies
the identification method is consistent.
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Figure 3.15: Output spectra ( ) of the noiseless validation data, for the
identified models in the three case studies. The RMS of the model errors
( ) is shown in the bottom. Similar to the corresponding identification
experiments in Fig. 3.14, the RMS of the errors ( ) lies at least 30 dB below
the RMS value ( ) of the predicted outputs.
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3.2.7.3 Concluding remarks

We considered three case studies; periodic steady state, periodic transient
and non-periodic transient data for the presented SIMO LPV SS model
(3.49)-(3.52). From these simulations, with noise corrupted output signals,
we can conclude that the proposed identification method still works as ad-
vertised in Goos et al. [2014], and can also obtain consistent estimates on
transient data sets, even when the input is non-periodic. The implications
are quite important. All the measured data samples can now be used, in-
stead of discarding all the measurement points that where not in steady
state. This result can be especially useful for lowly damped systems, where
reaching the steady state can take a long time.

In the simulation, we applied a periodic scheduling signal p(t). As indi-
cated in the introduction, periodic systems do exist in real life, so there is
a practical aspect. Further more, the resulting equations in the frequency
domain are sparse, allowing for time-efficient calculations. As long as the
dependence on the scheduling signal is static, the use of arbitrary schedul-
ing signals is also allowed, as this does not alter the input-state-output
equations (3.45)-(3.45) in discrete-time.

3.2.8 Remarks on transient and alias effects in
continuous-time

Section 2.4.3.1 includes transient and alias effects to the frequency domain
SS model (3.53)-(3.54), in the band-limited continuous-time setup of As-
sumption 2.3. So why did we not immediately include them in the identifi-
cation algorithm? The answer is identifiability.

Following Assumption 3.14, an LPV state space model already requires
(nx + nu)(nφ + 1)(ny + nx) parameters. Adding the transient and alias
polynomials T ntxxxu(k) and T

nty
yxu(k) increases the number of parameters even

more, with nx × ntx and ny × ntx respectively. Now, if the aliasing effect is
limited, by choosing a high sampling frequency fs (see Section 2.E), in the
limit we end up with a model similar to (3.45)-(3.46).

In practice, an aliasing contribution will always be present, when deal-
ing with sampled and windowed non-periodic signals. Even the scheduling
signal introduces aliasing in the frequency domain, if it is not chosen to be
periodic in the measurement window T0. Further study is needed, to see
how to deal with all these aliasing contributions.
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Possible solutions are adding more parameters to the model, or remov-
ing the transient and aliasing effects in a pre-processing step, like with the
local polynomial method Pintelon and Schoukens [2012]. Alternatively, de-
pending on the system dynamics, the transient and aliasing contribution of
the states may appear as a smooth function of the DFT frequencies at the
output, which makes it hard to discern T ntxxxu(k) from T

nty
yxu(k). In this case, it

might be possible to catch the transient with a vector of constants in the
states equation, combined with a single polynomial T nty (k) at the output.

jωkX(k) =

Np∑

i=0

AiΦi{p} ∗X(k) +BiΦi{p} ∗ U (k) +
(x(0)− x(N))⊗ IN

N

(3.53)

Y (k) =

Np∑

i=0

CiΦi{p} ∗X(k) +DiΦi{p} ∗ U (k) + T nty (k). (3.54)

This is definitely a topic for future research.

3.3 From LPV IO to SS, in continuous-time
The ultimate goal of this research is to obtain a parameter-varying model
suitable for control. In practice this means a state space model of low order
is desired, ideally with simple, static coefficient functions of p(t). Now, we
have a great, consistent optimization routine, but it requires a good initial
estimate. To this end, Section 3.2.5 introduced the Best Linear Time-
Invariant approximation, which works great if the parameter variation is
small and slow. In this case, the input-output dynamics are mostly time-
invariant, with a little bit of parameter variation superimposed.

In this section, we investigate an alternative initialization scheme, via
the identification of an LTV differential equation, as proposed in Louarroudi
et al. [2014] for periodic systems and Lataire and Pintelon [2011] for poly-
nomial time variations. The latter is related to the identification method
discussed in Section 3.1.

This indirect approach, where an LTV model is identified first, is more
robust to fast and large parameter variations than the BLTI approxima-
tion of Goos et al. [2014], and it has no problems with initialization, which
makes it a good candidate to start the SS WNLS optimization (3.41) of
Section 3.2.2. Subsequently, we introduce a closed form expression for the

121



3. Frequency domain identification of Linear
Parameter-Varying systems

general time-varying transformation from an arbitrary (but smooth) LTV
IO to a canonical LTV SS form, in continuous-time. The proof is given
in Goos and Pintelon [2015b], but it is also detailed in Chapter 4. Apply-
ing this transformation to the aforementioned LTV IO identification proce-
dures, results in a canonical LTV SS model. In a final step, a (static) linear
parameter-varying state space model can then be fitted. This three-step
identification procedure can be depicted as the flowchart in Fig. 3.16.

input output

LTV IO
model

LTV SS
model

LPV SS
model

identification

realization

regressor selection

scheduling optimization

Figure 3.16: First a general time-varying input-output model is identified.
The corresponding minimal state space model is realized, with a dynamic
dependence on the coefficients. Next, we try to establish a link between the
known parameter variation p(t) and the time-varying coefficients. Finally,
the prediction error is minimized.

Remark 3.17 Since the modeling and identification of continuous-time
state space models, in a non-periodic setting is still work in progress, we will
limit ourselves in the use of the indirect identification method of Fig. 3.16,
to the band-limited periodic setting of Assumption 2.3 and Assumption 2.5.

Note that the identification procedure in Fig. 3.16 is modular, in the
sense that any LTV IO identification method can be plugged in. Alterna-
tively, it is also possible to directly identify an LPV IO model, using for
example an Instrumental Variable (IV) approach for LPV systems, like the
discrete-time methods of Laurain et al. [2010a]; Tóth et al. [2012b]. How-
ever, these works treat the identification problem in the time domain, and,
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therefore, have to approximate time-derivatives with numerical differentia-
tion schemes. An interesting topic of future research would be the formula-
tion of an IV scheme in the frequency domain, where the time derivatives
can be computed exactly (in a band-limited setup).

3.3.1 Canonical LTV state space realization

For a general, time-varying proper input-output model

na∑

i=0

ai(t)y
(i)

(t) =

nb∑

i=0

bi(t)u
(i)

(t) with nb ≤ na, (3.55)

the corresponding companion observability canonical form, or phase-variable
observability form or just simply “observable” canonical form, is given by
(3.56)-(3.57).

ẋ =




0 0 . . . 0

∑n
i=0 (−1)i−1C0

i a
(i)
i

an

1 0 . . . 0

∑n
i=1 (−1)i−2C1

i a
(i−1)
i

an

. . .
...

0 0 . . . 1

∑n
i=n−1 (−1)i−nCn−1

i a
(i−n+1)
i

an



x (3.56)

+




bn
∑n
i=0 (−1)i−1C0

i a
(i)
i −an

∑n
i=0 (−1)i−1C0

i b
(i)
i

an

bn
∑n
i=1 (−1)i−2C1

i a
(i−1)
i −an

∑n
i=1 (−1)i−2C1

i b
(i−1)
i

an

...

bn
(
−an−1+Cn−1

n a
(1)
n

)
−an

(
−bn−1+Cn−1

n b
(1)
n

)

an




u

y =
[

0 0 . . . 1
an

]
x+

[
bn
an

]
u (3.57)

The time dependence of the coefficients was omitted to avoid cluttering
the equations. We denote a(i) as the ith derivative of a. The order of the
model is n = nx = nyna, and we have the binomial coefficients

Ck
i =

i!

(i− k)!k!
=

(
i

k

)
(3.58)
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As in the LTI case, the expression simplifies when the system is proper
na > nb, because then bn = 0.

Remark 3.18 The proposed time-varying state space realization is minimal
in the single output case, but requires derivatives of the original coefficient
functions ai(t) and bi(t) of the differential equation (3.55). When applied to
an LPV differential equation, this corresponds with a dynamic dependence
on the scheduling variable p(t). Although the transformation holds for arbi-
trary time-varying systems, the higher order derivatives a(i)

i up to order i
must exist.

Remark 3.19 Note that in the periodic band-limited setup of Assumptions
2.3 and 2.5, the derivatives can be computed exactly in the frequency do-
main. The state space realization step is therefore also exact.

Assumption 3.20 For the observability canonical state space form, the
highest order term an(t) should not become zero ∀t.

Assumption 3.20 implies that the order of the system n = nx must remain
constant at all times.

Example 3.21 A third order state space realization of (3.56)-(3.57) al-
ready shows the binomial coefficients and the derivative coefficient func-
tions. Suppose the system is proper. Then b3 and all its derivatives are
exactly equal to zero, and the an term cancels out in the B matrix.

ẋ =




0 0
−a0+a

(1)
1 −a

(2)
2 +a

(3)
3

a3

1 0
−a1+2a

(1)
2 −3a

(2)
3

a3

0 1
−a2+3a

(1)
3

a3


x+



b0−b(1)1 +b

(2)
2

b1−2b
(1)
2

b2


u (3.59)

y =
[

0 0
1
a3

]
x (3.60)

In the LTI case, the coefficient functions ai and bi are constant, and all
the derivatives are equal to zero. In this case, the state space realization
reduces to the well-known LTI observability canonical form.
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3.3. From LPV IO to SS, in continuous-time

An alternative state space realization approach (3.61)-(3.62) is given in
Wiberg [1971] on pages 25-26, assuming an(t) = 1. It has the interesting
property that the A matrix has been made static3, at the cost of increasing
the complexity of the B matrix. Both representations are equivalent, and
by means of the possibly time-varying similarity transformations (1.26) an
infinite number of alternatives are possible. In the sequel, we will discuss
the possible advantages of both realization schemes.

ẋ =




0 1 0 . . . 0

0 0 1 . . . 0

...
...

. . .
...

0 0 . . . 0 1

−a0 −a1 . . . 0 −an−1




x+




γn−1

γn−2

...

γ1

γ0



u (3.61)

y =
[

1 0 . . . 0
]
x+

[
γn

]
u (3.62)

where

γn = bn (3.63)

γn−i = bn−i −
i−1∑

k=0

i−k∑

j=0

Cj
n−i+jan−i+j+k(t)

djγn−k(t)

dtj

Example 3.22 A second order state space realization of (3.61)-(3.62) il-
lustrates the rapidly increasing complexity of the B matrix. Assuming the
system is monic (a2(t) = 1), we find

γ1 = b1 − a1b2 − 2b
(1)
2 (3.64)

γ0 = b0 − b(1)
1 + b

(2)
2 − a0b2 − a1b1 (3.65)

+ 2a1b
(1)
2 + a

(1)
1 b2 + a2

1b2

Indeed, equation (3.65) shows that the second LPV state space transfor-
mation requires combinations of powers and derivatives of the coefficient
functions ai and bj, which introduces more basis functions for the exact SS
form. From this point of view, the first canonical form (3.56)-(3.57) per-
forms better. However, as in Tóth et al. [2012a], specific variations of the
model equations can allow for a static minimal state space representation.
To this end, consider the following Assumptions and Theorem:

3No derivatives of the IO coefficient functions ai(t) and bi(t) appear.
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Assumption 3.23 The right hand side coefficients in (3.55) are constant
bi(t) = bi ∀i > 0.

Assumption 3.24 Given a threshold index nvar < na, the right hand side
coefficients are zero bi(t) = 0 ∀i > nvar. Additionally, the corresponding left
hand side coefficients are constant ai(t) = ai ∀i > nvar.

Theorem 3.25 Under Assumptions 3.23 and 3.24 the state space realiza-
tion (3.61)-(3.62) does not require any derivatives of the coefficient functions
ai(t) and bi(t).

In the linear time-invariant case, the roots of the polynomial correspond-
ing with the (constant) coefficients ai and bi represent the poles respectively
the zeros of the transfer function from u(t) to y(t). In the time-variant frame-
work, it is still possible to compute poles and zeros from the frozen differ-
ential equation, where the coefficients ai(t) and bi(t) are virtually fixed at
the time t. Assumption 3.23 then implies that the zeros cannot move, while
Assumption 3.24 limits the degrees of freedom of the poles.

Example 3.26 Consider the following fourth order differential equation

y(4)
(t) + a3y

(3)
(t) + a2(t)y(2)

(t) + a1(t)y(1)
(t) + a0(t)y(t) = b2u

(2)
(t) (3.66)

The corresponding static SS realization is given by

ẋ =




0 1 0 0

0 0 1 0

0 0 0 1

−a0(t) −a1(t) −a2(t) −a3


x+




0

b2

−a3 b2(
−a2(t)+a3

2
)
b2


u (3.67)

Note that, even though the state space model (3.67) is minimal, and
requires no derivatives of the coefficient functions, it can require more basis
functions φi(p(t)), because of the combinations of ai(t) and bi(t) popping up
in the B matrix.

A more concrete example can be found in the ideal mechanical equations
of the motion of y(t), excited by a force u(t), described by a second order
system, like (1.13).
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Example 3.27 Suppose the damping µ(t) is time-varying, while the mass
m and the spring constant k remain constant:

my(2)
(t) + µ(t)y(1)

(t) + ky(t) = u(t) (3.68)

The differential equation (3.68) can be directly realized with a static, mini-
mal state space model.

The transformation from a time-varying differential equation like (3.68),
with no derivatives of the input bi>0(t) = 0, to a minimal, static state space
form is perhaps more generally known Levine [2011]. However, the proposed
realization schemes (4.37)-(4.38) and (3.61)-(3.62) are more general. In
practice, the actuator might affect acceleration as well as the jerk. Then,
derivatives of the input force u(t) come into play, and the realization becomes
more involved, as shown in (3.67).

3.3.2 The link between the time-varying and
parameter-varying model

In this section, we take another step in the flowchart of Fig. 3.16. Suppose
we have identified a continuous-time LTV input-output model, and applied
the transformation from a general time-varying input-output equation into
a canonical state space form, as detailed in Section 3.3.1. Now, the link
between the resulting time-varying coefficients and the (known) scheduling
signal has to be estimated, so we end up with a parameter-varying model.

In Fig. 3.16, the time-varying differential equation (3.55) is first trans-
formed into an LTV state space form, and then fitted with an LPV model.
It is also possible to fit the differential equation first, and then apply the re-
alization scheme to the resulting LPV input-output model. Let us explore
the transformation of a parameter-varying input-output equation (2.17),
with polynomial coefficient functions of p(t). We apply the chain rule of
derivation, and find that

d
dt
ai(p(t)) = d

dp
ai(p(t))

dp
dt

(3.69)
d2

dt2
ai(p(t)) = d2

dp2
ai(p(t))(

dp
dt

)2 + d
dp
ai(p(t))

d2p
dt2

(3.70)

The required basis functions for the state space realization are a mix of
derivatives of the parameter-varying coefficients ai(p(t)) and bi(p(t)) with re-
spect to p(t), and the time derivatives of the scheduling parameter itself. If
either of these components becomes small, the complete term becomes negli-
gible with respect to the contributions of the static components. Therefore,
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the slower the parameter variation, the smaller the time derivatives of the
scheduling parameter become, and the less impact the dynamic dependency
has on the model. Of course, the speed of the parameter variation depends
on the target application. Once more we find that, in general, a minimal
state space realization will require dynamic basis functions. However, from
a control synthesis point of view, a dynamic dependence on the scheduling
parameter is undesired. The following example illustrates why:

Example 3.28 Consider the case of (3.59)-(3.60) where a1(t) = 1 + p1(t)
2.

The scheduling parameter is a single signal: p(t) = p1(t). Then the time
derivative equals ȧ1(t) = 2p1(t)ṗ1(t). Note that once the trajectory p1(t) is
fixed, so is ȧ1(t). However, the latter depends dynamically on the schedul-
ing, which cannot be taken into account by a static controller. There-
fore, and additional “virtual" scheduling parameter p2(t) = p1ṗ1(t) would
have to be defined, meaning the scheduling vector now has two components
p(t) = [p1(t), p2(t)]T . Even though the coefficient functions lie on a specific
curve, the controller would have to cover the worst-case scenario, and make
sure that all possible combinations of 1 + p1(t)

2 and p2(t) = p1(t)ṗ1(t) are
stabilized, introducing unnecessary design constraints and conservativeness.

Although recent LPV controller synthesis tools based on Lyapunov the-
ory can handle affine Apkarian et al. [1995], polynomial Chesi et al. [2007]
and even rational Apkarian and Adams [1998] parameter-dependent Lya-
punov matrices, dynamic dependence is not considered. Simply put, a
controller with a less complex parameter dependency is easier to synthe-
size, and simpler to implement. Therefore, we aim for a static LPV state
space model, with polynomial basis functions φi(p(t)) = p(t)

i. Generally, any
static, smooth functions a(p(t)) and b(p(t)) can be approximated arbitrar-
ily well over the finite interval [p−, p+] by a polynomial basis in p, so this
assumption does not pose a problem.

In the sequel of this section, we investigate how a static LPV state space
model can be obtained. In the LTV setting of Section 3.3.1, this means
avoiding time derivatives of the coefficient functions, since they imply time
derivatives of the scheduling signal (3.69)-(3.70). We discern two main
approaches. In the first case, a minimal, static realization exists, and we
want to obtain an equivalent model. This rather theoretical concept is
treated in Section 3.3.3. The second, more practical case study assumes that
no minimal, static exists. The aim is then to approximate the parameter-
varying input-output dynamics as good as possible.
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3.3.3 Exact static state space realization

By applying the result from Louarroudi et al. [2014] in the periodic set-
ting of Assumption 2.5, we can readily obtain a periodic LTV IO model.
Now, it is possible to find a mapping from the scheduling parameter p(t)

to the coefficient functions ai(t) and bi(t) directly, resulting in a parameter-
varying differential equation (2.17). If there are only one or two scheduling
parameters, it is possible to plot the coefficient functions with respect to
the scheduling vector. Proceeding in this way, we can get an idea of which
basis functions to use. Obviously, if the resulting graph does not look like a
static function, we need a dynamic dependence on the scheduling. Note that
this intuitive, graphic approach is limited in the case of multiple scheduling
variables, because the relation between the scheduling vector p(t) and the
coefficients Θ(t) becomes a multiple-input single-output function, that gen-
erally will be non-linear and dynamic, which is hard to visualize. However,
once a set of basis functions φi

(
p(t)
)
is chosen, a (regularized) least squares

approximation can be readily computed (for example using lasso), whether
there are multiple scheduling variables or just a single one.

Let us briefly assume that the coefficient functions a(p(t)) and b(p(t))
of the LTV differential equation (3.55) can be fitted with polynomials
φi(p(t)) = p(t)

i of an appropriate order. If Assumptions 3.23 and 3.24 hold, a
minimal, static state space realization can be obtained via the transforma-
tion (3.61)-(3.62). Since the identification method Louarroudi et al. [2014]
is consistent, and the realization step is exact, no additional optimization
is required. The resulting time-varying state space model is minimal and
static.

Section 3.3.5 considers a parameter-varying Chebyshev bandpass filter
of fourth order. The differential equation (3.71) has the exact form (3.66) of
Example 3.26, fulfilling both Assumptions 3.23 and 3.24. Consequently, a
minimal and static realization (3.67) can be found. The simulation section
will verify that the obtained state space model is indeed equivalent.

3.3.4 Static state space approximation

It is possible that Assumptions 3.23 and 3.24 do not hold, or worse, that the
fitting of the time-varying input-output equation already requires a dynamic
mapping. In that case, we want to find a good static approximation of the
true (dynamic) state space model. As Sections 3.1.5 and 3.2.3 explained,
finding the optimal model coefficients is a very non-linear problem, which is
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hard to solve, even if the true model is in the model class (Assumption 3.8).
Approximating a state space model with dynamic dependence with static
parameter-varying coefficients will not be any easier. That’s why in this
research, an indirect route is proposed, via the time-varying differential
equation. In this way, a reasonable initial estimate for the state space
coefficients can be obtained, by fitting the realized time-varying state space
model with static basis functions, using (regularized) least squares, or some
kind of matrix norm. The main goal of this indirect approach, using LTV
modeling, is to find a good, static LPV state space estimate. Finally, the
last step in Fig. 3.16 consists of applying the optimization routine described
in Section 3.2.3, to end up with a suitable static approximation.

As discussed in Section 3.3.1, if the time-varying differential equation
does not meet Assumptions 3.23 and 3.24, either one of the transformations
(4.37)-(4.38) or (3.61)-(3.62) will result in a state space model that has a
dynamic dependence on the scheduling. It is hard to predict which one will
be “closer" to a static model.

3.3.5 Fourth order parameter-varying Chebyshev
filter: a static, minimal state space model

Let us first check if the proposed state space identification approach is able
to retrieve a static state space model, if it is possible. To this end, we
study a periodically parameter-varying fourth order bandpass filter. We
take N = 2000 samples at a sampling rate of 0.637 Hz. The passband
can move in a range from [0.064, 0.096] Hz to [0.223, 0.255] Hz, which is a
pretty big variation with respect to the Nyquist frequency fs/2, as shown in
Fig. 3.17.

The scheduling variable is related to the frequency shift of the bandpass
filter. It clearly affects the dynamics of the system, but it is not an ordinary
input. The low frequency bandpass model corresponds with p(t) = 0, while
the high frequency bandpass model relates to p(t) = 1. During the global
identification experiment, p(t) varies periodically between 0 and 1. In this
case study, no noise is added to show the correctness of the obtained static
LPV SS model.
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[dB]
p = 0

0 fs/2

p = 1/2 p = 1

Figure 3.17: Local LTI passband filters. The dynamics are significantly
affected by the scheduling parameter.

We extracted 41 “frozen” LTI fourth order Chebyshev filters from Mat-
lab, where the scheduling is kept at a constant level p(t) = p. Three cases
are depicted in Fig. 3.17. By default, the filter models are normalized with
respect to the highest order coefficient a4 = 1. Subsequently, the parameter
variation of the coefficients was modeled with polynomials in the scheduling
p. This results in the following LPV input-output relation:

y(4) + 0.129y(3) + (0.5083 + 2p+ 2p2)y(2)

+ (0.031 + 0.129p+ 0.129p2)y(1)

+ (0.0576 + 0.48p+ 1.48p2 + 2p3 + p4)y

= 0.02u(2) (3.71)

Fig. 3.18c shows the resulting steady state output DFT spectra. A (sparse)
random phase multisine was applied at the input. As shown in Fig. 3.18a, it
has a flat amplitude spectrum, and we excite only the part of the frequency
band where the dynamics are more pronounced. If the scheduling has a
slow and small variation, it is still possible to recognize the shape of the
original middle Chebyshev filter, as illustrated by Fig. 3.18b. Note that ex-
tra spectral lines are created by the time-varying dynamics, forming “skirts”
around the excited frequencies, as explained in Section 2.2. Now, if the pa-
rameter variation becomes bigger or faster, like in Fig. 3.18c, these skirts
will start to overlap, and the original filter shape can no longer be discerned
in the response spectrum. However, because energy appears at non-excited
frequencies, it is clear that the system is not linear time-invariant.

We are not going to discuss the properties of the LTV identification
method Louarroudi et al. [2014] in detail. It suffices to say that this esti-
mator has no problems with initialization, and it is consistent. Therefore,
even under the general case of input-output noise, a consistent time-varying
model (3.71) is retrieved for a given parameter variation.
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(a) the input is a random phase multisine, with a flat amplitude spectrum.
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(b) output spectrum for a small time variation
p(t) = 0.5 + 0.01 sin(2π2f0t)
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(c) output spectrum for a bigger and faster time variation
p(t) = 0.5 + 0.3 sin(2π2f0t) + 0.2 sin(2π3f0t)

Figure 3.18: Spectra ( ) (in dB) for the LPV Chebyshev filter (3.71), over
the entire measurement record. (a) The input is a random phase multisine.
(b) For a small time variation, the harmonics still have the shape of the
LTI filter. If the time variation is fast or big, the skirts start to overlap (c).
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Subsequently, by fitting the time-varying coefficients ai(t) and bi(t) with
polynomial basis functions φi(p(t)) = p(t)

i up to order 2, using (regularized)
least squares, we obtain the true parameter-varying differential equation
(3.71). Note that (3.71) satisfies both Assumptions 3.23 and 3.24. There-
fore, a minimal, static state space realization can be found by applying
the transformation (3.61)-(3.62). In fact, the LPV Chebyshev filter corre-
sponds perfectly with Example 3.26, and (3.67) is the form we are looking
for. It is important to note that the state space realization of the LPV
IO model is exact, since the coefficient functions are smooth and periodic
(Remark 3.18).

−300

−200

−100

0

dB

(a) The state space realization given by (3.72)-(3.73). In this case, the minimal
model is exact, even though the basis functions are static monomials of p(t).

0 0.1 0.2 0.3

−300

−200

−100

0

frequency [Hz]

dB

(b) Direct static state space identification, started from the BLTI approximation.
The model performs adequately, but it does not reach the numerical precision
of (a), meaning the optimization got stuck in a local minimum. Also, many
iterations are required, as the initial LTI model error is quite large.

Figure 3.19: Identified spectra ( ) and the corresponding modeling residues
( ) (in dB) for the parameter-varying Chebyshev filter (3.71), over the en-
tire measurement record. (a) The exact, static and minimal state space
realization, with static dependency on the scheduling, vs. the approximate
state space model (b) obtained by initializing the optimization routine with
the BLTI approximation
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ẋ =




0 1 0 0

0 0 1 0

0 0 0 1

−




0.0576

+0.48p

+1.48p2

+2p3

+p4




−




0.031

+0.129p

+

0.129p2




−




0.5083

+2p

+2p2


 −0.129




x+




0

0.02

−0.00258

−




−0.0098

−0.04p

−0.04p2






u

(3.72)
y =

[
0 0 0 1

]
x (3.73)

Fig. 3.19 shows the output spectrum ( ) Y (k) of the differential equation,
and the output error ( ) of the realized LPV state space model (3.72)-(3.73).
Additionally, the LPV model obtained by the direct state space identifica-
tion method, initialized through an LTI model, is shown in Fig. 3.19b.
Although the residual error ( ) lies about 90 dB below the output signal ( ),
it does not reach the numerical precision of the realized state space model
in Fig. 3.19a. On the other hand, the indirect identification routine via the
LTV identification of Fig. 3.16 is able to find an exact, minimal and static
state space model.

3.3.6 Third order parameter-varying antiresonance:
a static state space approximation

Next, we study a third order LPV system, with shifting resonance and an-
tiresonance frequencies, as well as a parameter-varying damping. In this
case study, the scheduling parameter ranges between −1 and 1. We take
N = 3000 samples at a sampling rate of fs = 4.7747 Hz. Fig. 3.20 shows
some “frozen” LTI transfer functions, where the scheduling signal is kept
constant p(t) = p. From Fig. 3.20, it can be seen that the eigenfrequen-
cies vary significantly with respect to the Nyquist frequency fs/2, and the
resonance and antiresonance even cross one another.

As before, the identification experiment will be global, in the sense that
the scheduling parameter p(t) will be varying periodically over time, during
the identification step. From this single experiment, we then want to extract
a polynomial LPV state space model.
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[dB] p = −1

0 fs/2

p = 0 p = 1

Figure 3.20: Local LTI characteristics of the antiresonance system (3.74).
Both the resonance and the antiresonance frequency shift considerably.
Even more, the damping coefficients adapts as well.

The following third order differential equation is obtained by interpo-
lating a set of 21 frozen LTI input-output models, with a second order
polynomial in p(t):

(1 + p2)y(3)

+ (0.3289 + 0.5875p+ 0.7903p2 + 0.4260p3)y(2)

+ (10.2539 + 10.2694p+ 2.5970p2 + 0.0213p3)y(1)

+ (0.5120 + 0.5120p+ 0.1280p2)y

= (0.0050 + 0.0400p2)u(2)

+ (0.0024− 0.0016p)u(1)

+ (0.2880− 0.3840p+ 0.1280p2)u (3.74)

The antiresonance system (3.74) is excited with a rich random phase
multisine (see Fig. 3.21a) and the scheduling is random phase multisine
with 20 harmonic components up to 20 times the base frequency f0 =
fs/N = 0.0016 Hz.

p(t) = pscale

20∑

k=1

cos(2πkf0t+ ψk)

where pscale is chosen such that max |p(t)| = 1. The periodic steady state
response is measured with white output noise of 30 dB SNR. Fig. 3.21b
shows the noisy output spectrum ( ).
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(b) output spectrum of the antiresonance system (3.74) for a scheduling signal
∈ [−1, 1] with 20 harmonic frequencies

Figure 3.21: Spectra ( ) (in dB) for the parameter-varying antiresonance
system, over the entire measurement record. (a) The input is a random
phase multisine, which has a flat amplitude spectrum. (b) Corresponding
output spectrum.

Again, the LTV identification method Louarroudi et al. [2014] is con-
sistent, and we obtain a very good estimate of the time-varying differential
equation (3.74), given the trajectory p(t). The plots in Fig. 3.22 correspond
with the true differential equation (3.74). Since the scheduling signal is
one-dimensional, the identified time-varying coefficients can be plotted as
a function of p(t). This allows us to verify that the differential equation is
static with respect to the scheduling, and it can be modeled with a polyno-
mial basis of order 3 and 2 for ai(t) and bi(t) respectively.

The limitation of the LTV approach lies in the number of estimated
parameters. Each additional frequency of p(t) that has to be estimated, is
combined with the others via the polynomial nonlinearities. This results
in (na + nb + 2)(nφ + 1) additional complex model parameters. Note that
it is possible to estimate a fast time-varying (but periodic) model with the
LTV estimator of Louarroudi et al. [2014]. Given the scheduling frequencies
and the chosen basis functions, only the required harmonics can be selected
in the identification procedure, reducing the number of model parameters.
Experiment design is, therefore, important.
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Figure 3.22: Normalized time-varying coefficients ai(t) and bi(t), with respect
to the scheduling signal p(t). From these plots, we can deduce the polynomial
order nφ, and verify that the differential equation can be modeled with static
coefficients.

Since the time-varying model does not meet Assumptions 3.23 and 3.24,
we cannot find a static state space model using Theorem 3.25. Therefore,
it is not necessary to relate the scheduling parameter and the time-varying
coefficients yet. Instead, either one of the canonical forms (4.37)-(4.38) or
(3.61)-(3.62) can be used on the LTV input-output model, to obtain an
exact LTV state space model. Both methods will result in an LPV model
with a dynamic dependence on p(t).

Fig. 3.23 shows the nonlinear dynamic relation between the realized
time-varying state space coefficients, using the transformation (3.61)-(3.62).
The A[i,j](p(t)) functions are static, because the identified differential equa-
tion (3.74) is polynomial in p(t). However, the B[i,j](p(t)) coefficients be-
come more complex, and even require a dynamic mapping in the case of
B[2,1](p(t)). Clearly, a static approximation with polynomial basis functions
φi(p(t)) = p(t)

i cannot be exact. Nevertheless, the obtained LTV SS model
is fitted by a simple least squares regression, to serve as initial estimate for
the optimization routine of Section 3.2.3.
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Figure 3.23: Realized time-varying state space coefficients ( ) A[i,j](t) and
B[i,j](t), plotted against the scheduling signal p(t). The static parameter-
varying coefficients, obtained by least squares regression with a polynomial
basis functions φi(p(t)) = p(t)

i are shown in blue ( ).

Fig. 3.24a shows the output spectrum ( ) and the model error ( ), for
the initial static approximation. Although the error is an order of mag-
nitude smaller then the output, it is still far above the noise floor, which
lies round −85 dB. After the optimization, which uses a full (polynomial)
parametrization of the state space matrices, the residual drops down close
to the noise level (Fig. 3.24b). The model is not perfect, but it can ap-
proximate the parameter-varying input-output dynamics quite well, for the
maximum scheduling speed of around 0.032 Hz.
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(a) True output spectrum ( ), model error ( ) of the initial static approximation,
given the time-varying state space realization of (3.74). The error lies far above
the noise standard deviation ( ).
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(b) True output spectrum ( ) and model error ( ) of the optimized polynomial
state space model. The error is comparable with the noise level ( ).
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(c) Direct static state space identification, started from the best linear time-
invariant approximation. The model performs quite poor; it cannot reach the
noise floor ( ) of (a), meaning the optimization got stuck in a local minimum.

Figure 3.24: Identified spectra ( ) and the corresponding modeling residues
( ) (in dB) for the parameter-varying antiresonance model (3.74), over a
global LPV measurement record.
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Figure 3.25: True output ( ) and scheduling signals ( ) in the time domain.
The prediction error of the polynomial SS model is shown in red ( ).

Fig. 3.25 plots the true output signal and the model error in the time do-
main, together with the scheduling trajectory used in the identification step.
The results correspond with the frozen LTI snapshots of the parameter-
varying filter in Fig. 3.20. For small values of p(t) ' −1, a sharp resonance
peak appears at low frequency.

The original, direct state space identification method performs poorly
in this example. Because the scheduling parameters is moving quite fast,
the effect of the time variations start to affect the output spectrum at other
excited lines. A simple LTI model just cannot grasp this complexity, and
the initial fit will be poor. Since the optimization problem (3.41) is very
nonlinear, a good initial estimate is important.

For the sake of completeness, Fig. 3.26 shows the performance of the
identified LPV state space model on a validation set. An independent ran-
dom phase multisine was applied at the input, and the scheduling trajectory,
depicted in Fig. 3.27, follows a triangle wave. Since the model is not exact,
new data cannot be predicted exactly. To avoid overfitting, it is a good idea
to supply the optimization routine with multiple data sets, if possible.

In summary, the identified approximate static LPV state space model
explains the differential equation (3.74), with polynomial parameter vari-
ation, pretty well, even though an exact state space model would have
required a dynamic dependence on the scheduling signal.

140



3.4. Conclusion

0 0.2 0.4 0.6 0.8 1 1.2 1.4 1.6 1.8 2 2.2

-100

-80

-60

frequency [Hz]

dB

Figure 3.26: True output spectrum ( ) and model error ( ) of the estimated
LPV state space model, for the validation data (see Figure 3.27). The error
increases a little w.r.t. Figure 3.24b, but the order of magnitude is still
similar to the noise standard deviation ( ), except around 0.6 Hz, where
the resonance frequency is shifting around.
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Figure 3.27: Triangular (periodic) scheduling trajectory for the validation
dataset.

3.4 Conclusion
In this chapter, we have given an overview of recent work on frequency
domain identification of parameter-varying input-output (Section 3.1) and
input-state-output models (Section 3.2). If the time variation and the input
are periodic and synchronized, we have shown that the resulting equations
become structured and sparse in the frequency domain.

Both identification routines are based on the optimization of a weighted
non-linear least squares cost function. Section 3.1.2 showed that the input-
output model can be initialized with a simple total least squares estimate.
Initializing the state space optimization proved to be more involved.

In a first attempt, the optimization routine started from the best linear
time-invariant approximation (Section 3.2.5). This approach works well
when the parameter variation is slow and small with respect to the dynamics
of the system.
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Alternatively, it is possible to extract a minimal canonical state space
representation, via the well-established identification of a general periodic
time-varying differential equation Louarroudi et al. [2014]. However, the
resulting SS model coefficients then have a dynamic dependency on the
scheduling p(t), which is undesired for control design. Currently, there is no
proof that a static state space realization exists in continuous-time, let alone
a minimal one. Through the general time-varying input-output model, we
where able to visually inspect the relation between the obtained model
coefficients and the scheduling signal. This gives us a qualitative measure
for the influence of the scheduling dynamics, if the number of scheduling
variables is not too high.

Because the targeted application is LPV control, the emphasis was put
on the identification of an LPV state space model which has a simple static
relation with p(t). By using only a polynomial basis in p(t), we can already
obtain a reasonable static approximation. Nevertheless, if the parameter
variation becomes faster, fitting the time-varying state space coefficients
with only static functions will result in a crude initialization. However,
thanks to the over-parametrization of a state space model, we have not
experienced convergence problems.

The final, indirect state space identification method was verified on two
simulation examples. The first case is a noiseless fourth order parameter-
varying bandpass filter, which has an exact, static and minimal state space
realization. The second case is a third order antiresonance system, with
no exact static state space counterpart. In the presence of additive noise
on the output, the proposed identification method is still able to obtain a
decent approximate polynomial LPV SS model, as shown on an independent
validation dataset.

In future research we aim to relax the periodicity conditions. The LTV
identification method of Lataire and Pintelon [2011] can already handle
non-periodic, noisy inputs and outputs. Goos et al. [2015b] extended the
state space identification method of Goos et al. [2014] to handle arbitrary
inputs as well, but only in discrete-time. Nevertheless, the main idea of
this chapter should still be applicable. However, the continuous-time state
space model, when excited with non-periodic input and scheduling signals,
still requires some work.
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3.A Estimating and computing the error
covariance matrices

3.A.1 Estimating the measurement covariances

If the measurement covariances in (3.12)-(3.14) of the input and output
signals are unknown, they have to be estimated. If the input and scheduling
signals are periodic, it is possible to extract estimates for σ2

U (k), σ2
Y (k) and

σ2
UY (k) in a non-parametric way, if one additional assumption is fulfilled:

Assumption 3.29 M > ny + 2 consecutive periods of the steady state
response are measured.

If multiple (M) periods of a periodic signal are measured, while the
sampling frequency fs is kept constant, the frequency resolution f0 = fs/N
of the DFT of the total measurement increases. Theoretically, we know
that only at specific frequencies fsig = kMf0 ∀k ∈ N, an output signal can
be present. At the additional, intermediate frequencies fint = [kf0] \ fsig,
only contributions from the transient and a noise source can be present.
Theorem 2.28 states that the transient is a smooth function of the frequency.
Therefore, it can be suppressed. The remaining “random” contributions
then give an indication of the noise level as illustrated by Fig. 3.28. This
leads to the following theorem:

Theorem 3.30 Under Assumptions 2.5 and 3.29, a non-parametric noise
model can be computed from the DFT of the total output measurement, if
the noise sources are all stationary (Assumptions 1.10 and 3.3).

The steady state requirement on the output can be relaxed.

Corollary 3.31 Since the transient and alias contributions are smooth func-
tions of the frequency, they can be suppressed (see Corollaries 2.29 and 2.31)
in the computation of the measurement covariances, as explained in Pin-
telon et al. [2011].

Remark 3.32 If the input is arbitrary, then it is still possible to esti-
mate the input-output covariance matrices, using nonparametric estimators
Lataire and Pintelon [2009]; Pintelon et al. [2015] for slowly time-varying
systems. However, such a discussion is beyond the scope of this thesis.

143



3. Frequency domain identification of Linear
Parameter-Varying systems

t [s]

u0(t)

fu f [Hz]

U0(k)

(a) periodic input signal, u(t) in the time and U (k) frequency domain.
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(b) periodic scheduling signal, p(t) in the time and P (k) frequency domain.
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(c) periodic output signal, y(t) in the time and Y (k) frequency domain.

f [Hz]

Y (k)

(d) frequency domain output Y (k) with a non-parametric noise model

Figure 3.28: Output spectrum of a periodic parameter-varying system for
a single sine excitation (a) and (b). At the output (c), energy appears only
at the harmonic frequencies kf0. If multiple (M) periods are measured, a
non-parametric noise model can be estimated.
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3.A.2 Computing the equation error covariance
matrix from input-output noise

3.A.2.1 The complex equation error covariance matrix

Suppose the input-output noise covariance matrices (3.12), (3.13) and (3.14)
are known4. Next, let us rewrite the differential equation in the frequency
domain (2.30revisited) as

e(θ,Z) = AY −BU − T ntuy (3.75)

where Y and U are the DFT spectra of the output and input, and A and
B ∈ CN×N are complex matrices:

A =
na∑

n=0

nφ∑

i=0

a[n,i] DFT φi(p) iDFT (jωk)
n (3.76)

B =

nb∑

n=0

nφ∑

i=0

b[n,i] DFT φi(p) iDFT (jωk)
n (3.77)

The boxes represent matrices of dimension N ×N . Indeed, the DFT and
iDFT operators can be written as multiplication by a square, complex ma-
trix. The matrices containing the basis functions φi(p(t)) and the pow-
ers (Ωk)

n are diagonal. Then, the covariance matrix of the equation error
Ce(θ) ∈ CN×N can be computed as follows:

Ce(θ) =
[
A −B

]
[
CY CY U

CH
Y U CU

][
AH

−BH

]
(3.78)

or, equivalently

Ce(θ) = ACY AH + BCUBH − 2 Herm
{
ACY UBH

}
. (3.79)

The Hermitian operator is defined as Herm{X} = X+XH

2
. We also have

CY U = CH
UY . The transient term does not appear in (3.78), because it does

not contain the measured signals. From (3.78), it is clear that the equation
error covariance Ce depends nonlinearly on the model parameters a[n,i] and
b[n,i]. It is therefore possible to compute Ce, but it has to be updated in
each iteration of the optimization routine.

4See Appendix 3.A.1 for a discussion on how to estimate CU , CY and CUY non-
parametrically in the frequency domain.
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The diagonal of the covariance matrix Ce can be interpreted as the
variance of the equation error, at each individual frequency kf0. The off-
diagonal elements of Ce represent the covariance of the equation error e over
different frequencies. For any time-varying system, these elements are non-
zero, even if the disturbing noise is uncorrelated over the frequency. This
is because, in the general case, the matrices A and B are full. Thus, for
time-varying systems, the equation error is correlated over the frequency.
It is no longer circular complex, but still normally distributed. Indeed,
Fig. 3.28d shows how energy spreads around neighboring frequencies, when
the model parameters vary during a measurement. The decay of the har-
monics depends on the system, as well as the time variation itself. For a
slowly periodic time-varying system, Ce reduces to a band-diagonal matrix.

3.A.2.2 The SS output error covariance matrix

Like in Appendix 3.A.2.1, the covariance of the output error can be com-
puted in the LPV state space framework of Section 3.2. In this case, the
definition of the output error follows from (3.26)-(3.27):

e(θ,Z) = Y −
[
(E − α Px)

−1β + δ
]
Pu U (3.38revisited)

Equation (3.38) can be rewritten like (3.75):

e(θ,Z) = INY −BU, (3.80)

with IN the (N×N) identity matrix. Therefore, we find that the output error
covariance is a special case of the equation error (3.78):

Ce(θ) =
[
IN −B

] [ CY CY U
CH
Y U CU

] [
IN
−BH

]
(3.81)

The same interpretation holds, and the same conclusions follow. The output
error is not circular complex, but it is still normally distributed.

3.A.2.3 The real and imaginary part of a DFT vector

In the sequel, we will decompose complex DFT vectors and covariance ma-
trices in their real and imaginary parts. It is possible to simply stack the
real and imaginary parts of a vector,

Xre =

[
Re {X}
Im {X}

]
(3.82)
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or just build the real and imaginary blocks of a matrix

XRe =

[
Re {X} − Im {X}
Im {X} Re {X}

]
. (3.83)

However, this naive decomposition contains redundant information, and
increases the dimensions of the initial vector and matrix twofold. As such,
we propose an alternative one-to-one mapping.

A DFT spectrum X contains the stacked Fourier coefficients of the pos-
itive and the negative frequencies, like in (3.25).

Fact 3.33 Starting from a real-valued signal x(t), the coefficients at these
frequencies are complex conjugates: X(N−i) = X(i)

H . Therefore, it is possi-
ble to extract the real and imaginary values directly from the spectrum X,
without increasing its size.

X =




X(0)

X(1)

...

X(N2 −1)

X(N2 )

X(−N2 +1)

...

X(−1)




=




Re {X(0)}
Re {X(1)}

...

Re
{
X(N2 −1)

}

Re
{
X(N2 )

}

Re
{
X(N2 −1)

}

...

Re {X(1)}




+ j




0

Im {X(1)}
...

Im
{
X(N2 −1)

}

0

− Im
{
X(N2 −1)

}

...

− Im {X(1)}




(3.84)

The DC and Nyquist components are special, because they are purely real.

Indeed, by defining a transformation matrix TN

Xre = TNX (3.85)



X(0)

Re {X(1)}
...

Re
{
X(N2 −1)

}

X(N2 )

Im {X(1)}
...

Im
{
X(N2 −1)

}




=




1 0
1/2 1/2

1/2 1/2
. . . . .

.

1/2 1/2
0 1

1/2j − 1/2j
1/2j − 1/2j

. . . . .
.

1/2j − 1/2j







X(0)

X(1)

...

X(N2 −1)

X(N2 )

X(−N2 +1)

...

X(−1)




,
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the real and imaginary part of the DFT vector appear stacked below one
another. Note that the inverse of TN can readily be computed analytically:

T−1
N =




1 0
1 j

1 j
. . . . .

.

1 j
0 1

1 −j
1 −j

. .
. . . .

1 −j




. (3.86)

We want to stress that both the real and imaginary part of the equation
error e at the positive frequencies, are normally distributed, but the original
spectrum X, that combines both positive and negative frequencies, is not
circular complex.

3.A.2.4 The real-imaginary equation error covariance

To cope with the fact that the equation error e is not circular complex
(Remark 3.5), it is decomposed into its real and imaginary part5, as ex-
plained in Appendix 3.A.2.3. Additionally, working only with real-valued
errors and matrices will ensure that the model parameters remain real in
the optimization process.

We know from (3.85) that the DFT vectors Y and U can be decomposed
into their real and imaginary parts by simply multiplying them with a trans-
formation matrix TN , while the size of the vector is kept constant ∈ RN×1.
Subsequently, we can decompose the complex regressor matrices in their
real and imaginary part, without increasing their size. The decomposed
equation error (3.77) becomes

TNe(θ,Z) = TNAT−1
N TNY −TNBT−1

N TNU −TNT ntuy (3.87)

or, in short,

ere(θ,Z) = AReYre −BReUre −ΩReθpoly. (3.88)

5Because the model error is a real signal in the time domain, Fact 3.33 states its
DFT is complex conjugate.
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The covariance matrix CRe(θ) ∈ RN×N of these real and imaginary parts can
thus be computed as in (3.78).

CRe(θ) = eree
H
re =

[
TNe(θ,Z)

][
TNe(θ,Z)

]H
(3.89)

= TN
[
A −B

]
[
CY CY U

CH
Y U CU

][
AH

−BH

]
THN (3.90)

The resulting covariance matrix of the real and imaginary equation error
depends on the parameter variation p(t), but it is block band dominant, for
slowly time-varying systems. In case of a periodic scheduling trajectory, it
becomes block band diagonal.

CRe(θ) =




C=< C==

C<< C<=


 (3.91)

3.A.2.5 Inverting a covariance matrix

In the WNLS cost function (3.15), the inverse of the covariance matrix
is needed. Section 3.1.2 already mentioned that the covariance matrices
Ce(θ) and CRe(θ) are Hermitian and positive definite. They can therefore be
factorized by a Cholesky decomposition RHR, with R an upper triangular
matrix, which can be inverted efficiently.

When the real and imaginary part of the equation error are separated
(Appendix 3.A.2.4), the resulting covariance matrix is block band dominant
(3.91). By using a unitary transformation T TT = TT T = I, this CRe can
be transformed into a band dominant form. Then, the (possibly sparse)
band structure remains intact through the Cholesky decomposition.

RTR =


 TTCReT


 (3.92)

The cost function (3.17) can then be rewritten as follows

VWNLS = eTreC
−1
Re ere (3.93)

= eTreT
(
T TCReT

)−1
T T ere

= eTreT
(
RTR

)−1
T T ere
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= eTre T
(
R−1T T TR−T

)
T T ere

= eTreW
T Were (3.94)

= εT ε (3.95)

In summary, the covariance matrix is first decomposed in its real and imag-
inary components, and is then inverted (efficiently) using a Cholesky de-
composition.

3.B Proof for the asymptotic consistency of
the WNLS estimator

The consistency proof follows the same lines of Theorem 9.21 in Pintelon
and Schoukens [2012]. First, Appendix 3.B.1 proves that the WNLS cost
function is minimal in the true parameters. Next, Appendix 3.B.2 shows
that the WNLS cost function converges uniformly with probability 1 to the
expected value. These are sufficient conditions for consistency.

3.B.1 The WNLS cost function is minimal in the true
parameters

We prove that the expected value of the cost function E {VWNLS(θ,Z)} is mini-
mal in the true model parameters θ0. Recall from (3.17) that the normalized
residuals ε(θ,Z) are the residuals ere(θ,Z), weighted with the covariance matrix
CRe(θ). Now, εre(θ,Z) consists of the contribution of the true input-output
signals ε0(θ,Z) and a noise term ∆ε(θ,Z)

ε(θ,Z) = ε0(θ,Z) + ∆ε(θ,Z) (3.96)

If we substitute the normalized residuals in the WNLS cost function, we
find the expected value

E {VWNLS(θ)} =
∑

k

E
{
ε0(θ,Zk)

2
}

(3.97)

+
∑

k

E
{

∆ε(θ,Zk)
2
}

+ 2
∑

k

E
{
ε0(θ,Zk)∆ε(θ,Zk)

}

In the absence of modeling errors (Assumption 3.8), the first error term is
zero only in the true parameters θ0, because the input-output behavior is
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fitted perfectly if there is no noise. The last term becomes zero if we assume
that the true input and output spectra are independent of the input and
output noise (Assumption 3.3). Because E {|X|2} = var{X} for zero mean
X, the middle term is a sum of 1 over all N frequencies.

E {VWNLS(θ0)} = 0 +N + 0 = N (3.98)

The WNLS cost function is therefore minimal in the true parameters.

3.B.2 Convergence of the WNLS cost function

Suppose multiple (Nexp) independent experiments are conducted. Then, by
the strong law of large numbers, the WNLS cost function VWNLS(θ) in (3.15)
converges (Nexp →∞) uniformly (in θ) with probability 1 to the expected
value E {VWNLS(θ)}.

The input signal u(t) and the scheduling trajectory p(t) can change over
the experiments, resulting in different regressors Km for each experiment.
Nonetheless, the model structure (3.3) remains the same, and the model
coefficients θ (3.2) (containing the model coefficients a[n,i] and b[n,i]) are
identical. The multiple experiments can be described by one big cost func-
tion, that is built from smaller, single experiment blocks.

Kexp θ = eexp (3.99)



K1

...
KNexp


 θ =



e1

...
eNexp


 (3.100)

The regressor matrix Kexp grows linearly with the amount of experiments.
It is not required that the measurements have the same amount of samples
N .

Note that the equation error e is correlated over the frequencies for a
single experiment via the covariance matrix Ce(θ) in (3.78), but it is un-
correlated over the experiments. The covariance matrix of the combined
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equation errors Ce then becomes block diagonal.

Ce =




Ce[1] 0 . . . 0

0 Ce[2]
. . .

...

. . .
. . .

. . . 0

0 0 . . . Ce[Nexp]




(3.101)

The equation error of the combined experiments is cumulant mixing of
order ∞, and the results of Chapter 17 in Pintelon and Schoukens [2012]
apply; the variance of the cost functions converges to zero. This result
can be interpreted as follows: several independent measurements give more
information about the system, reducing the influence of the noise.

3.B.3 Consistency for periodic parameter variations

In the case of periodic parameter-variation, an additional interpretation
for consistency is possible. Because the Fourier series expansion in (2.86)
is truncated, there is a possibly large, but finite correlation length of the
weighted equation error ε over the frequency. This means that ε is cumulant
mixing of order∞, and the results of Chapter 17 in Pintelon and Schoukens
[2012] apply. It is easy to see that, in the periodic case, a longer measure-
ment N → ∞ gives more information about the system, by allowing to
average out the influence of the noise.

3.C Removing the additional polynomial
from the equation error

Recall that the model parameter vector θ contains the coefficients a[n,i]

and b[n,i] of the original differential equation (2.30) with affine dependence
(2.20), as well as the coefficients of a polynomial in Ωk. The first partition
is denoted with θdyn, and the latter with θpoly. The contribution of the
polynomial on the equation error in (3.3) is then given by −Ω θpoly, where
Ω is the polynomial regressor from (3.5), stacking the powers of Ωk.

This section proves that for a single LPV measurement, the effect of a
polynomial in Ωk, like T ntuy (Ωk) in (3.1) can be projected away. To this end,
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let us study the WNLS equation error in more detail, starting with the
weighted equation error ε(θ,Z) from (3.17).

VWNLS(θ,Z) = ε(θ,Z)
T ε(θ,Z) (3.102)

= ere(θ,Z)
T W (θ)

TW (θ) ere(θ,Z) (3.103)

= ere(θ,Z)
T CRe(θ)

−1 ere(θ,Z) (3.104)

Now, recall the stacked real and imaginary equation error (3.88)

ere(θdyn,θpoly,Z) = AReYre −BReUre −ΩReθpoly

In the optimum, the derivative of the cost function with respect to the
polynomial parameters is zero. Combining (3.94) and (3.88), an analytical
expression can be obtained for θpoly.

∂VWNLS(θdyn,θpoly,Z)

∂θpoly

= 0 (3.105)

⇔ eTreC
−1
Re (−ΩRe) = 0 (3.106)

or, equivalently

⇔ ΩT
ReC

−1
Re (AReYre −BReUre −ΩReθpoly) = 0 (3.107)

Thus, the polynomial coefficients can be expressed as a function of the other
parameters.

θpoly =
[
ΩT

ReC
−1
Re ΩRe

]−1
ΩT

ReC
−1
Re [AReYre −BReUre] (3.108)

It is then possible to compute the weighted residuals as

WReere = WRe (AReYre −BReUre −ΩReθpoly)

=
[
I −WReΩRe

[
ΩT

ReC
−1
Re ΩRe

]−1
ΩT

ReW
T
Re

]

︸ ︷︷ ︸
Π

×

WRe [AReYre −BReUre]︸ ︷︷ ︸
r

(3.109)

= Π r (3.110)

Here, Π is a symmetrical idempotent matrix, meaning that Π Π = Π, and r
represents the weighted equation error from which the polynomial influence
has been removed. Using the result obtained in (3.110), the WNLS cost
function (3.94) can now be rewritten as

VWNLS = rTΠ r (3.111)
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Remark 3.34 It is possible to obtain a projection matrix Π, as long as the
considered (weighted) residual is linear in the parameters of the polynomial.

In fact, this section eliminated the initial conditions from the LPV equation
error analytically, but the method also works for Linear Time-Varying and
Linear Time-Invariant systems.

3.C.1 The WNLS cost function without the
additional polynomial is minimal in the true
parameters

Now, as in Appendix 3.B.1, it can be proven that the WNLS cost func-
tion (3.111), from which any influence from a polynomial in Ωk has been
removed, is minimal in the true parameters.

Consider the expected value of the cost function. Since it is a real
number, observe the trace of the result.

E {VWNLS} = E
{

trace
[
rTΠ r

]}
(3.112)

= trace
[
ΠE

{
r rT

}]
(3.113)

As in Appendix 3.B.1, the residual r can be decomposed into a deterministic
part r0, determined by the true input-output signals, and a noisy part ∆r.

r(θdyn,Z) = r0(θdyn,Z) + ∆r(θdyn,Z) (3.114)

If we substitute these residuals in the projected WNLS cost function (3.113),
we find the expected value

E
{
r rT

}
= E

{
r0r

T
0

}
+ E

{
∆r∆rT

}
(3.115)

+���
���E

{
r0∆rT

}
+���

���E
{

∆r rT0
}

Since the polynomial in Ωk does not have a noise contribution, the discussion
of the three terms is similar to Appendix 3.B.1. The deterministic part
r0r

T
0 is unaffected by the expected value operator. The second term can

be computed, using the definition of the residual r in (3.110). Finally, the
cross-terms disappear in the expected value, because the true input and
output spectra are assumed to be independent of the input and output
noise in Assumption 3.3.

E
{
r rT

}
= r0r

T
0 +WCReW

T (3.116)

= r0r
T
0 +W

[
W TW

]−1
W T

= r0r
T
0 + IN (3.117)
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Here, IN is an N × N identity matrix. Recall from (3.A.2.3) that decom-
posing the data vectors into their real and imaginary parts does not affect
the size of the vectors.

Substituting the residual matrix E
{
r rT

}
, obtained in (3.117), in the

trace of the cost function (3.113), yields

E {VWNLS} = trace
(
Π r0r

T
0

)
+ trace(Π) (3.118)

= rT0 Π r0 +
{
N − nt)

}
(3.119)

By removing the polynomial in Ωk, less model parameters are used, and
thus the trace of the symmetrical idempotent projection matrix Π becomes
N − nt, the effective number of parameters. Now, in the absence of model
errors (Assumption 3.8), it can be found that

r0 = WRe [AReYre −BReUre]

= WRe ΩRe θpoly (3.120)

Combining the latter with (3.108) and (3.110) leads to the following result:

Π r0 = ΠWRe ΩRe θpoly = 0 (3.121)

The projected residuals are zero in the true parameters θ0, which means
that the expected value of the cost function (3.113) is minimal in θ0.

3.C.2 Convergence of the projected WNLS cost
function

Appendix 3.B.2 showed how the original WNLS cost function VWNLS(θ) in
(3.15) converges (Nexp → ∞) uniformly (in θ) with probability 1 to the
expected value E {VWNLS(θ)}, if multiple experiments are performed. The
convergence of the projected WNLS cost function (3.113) can be proven
in exactly the same way. If the individual experiment are independent,
implying that the equation error is independent over the experiments, the
combined cost function is mixing of order infinity, and the results of Chapter
17 in Pintelon and Schoukens [2012] apply; the variance of the cost functions
converges to zero.

155





Chapter 4
Minimal state space realization

of continuous-time linear
time-variant input-output

models

If you can’t explain it simply, you don’t understand it well enough.

— Richard Feynman

In the linear time-invariant framework, the transformation from an input-
output equation into state space representation is well understood. Several
canonical forms exist that realize the same dynamic behavior. If the co-
efficients become time-varying however, the LTI transformation no longer
holds. We prove by induction that there exists a closed-form expression for
the observability canonical state space model, using binomial coefficients.

Since the necessary results are also contained in Section 3.3, the reader
is allowed to skip this chapter, since it is rather technical. Nevertheless,
it is a contribution of our research in the modeling and identification of
parameter-varying systems. This claim is validated by the publication of
a journal article Goos and Pintelon [2015b]. Additionally, it is a beautiful
piece of mathematics, that helps bridge a gap in the identification of LPV
state space models.
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4. Minimal state space realization of continuous-time linear
time-variant input-output models

4.1 Introduction
A dynamic continuous-time system describes the relation between an ap-
plied input signal u(t) and the corresponding output signal y(t). There are
several model structures available to express the connection between u(t)

and y(t). Of particular interest are the Input-Output (IO) model or differ-
ential equation,

na∑

i=0

ai(t)y
(i)

(t) =

nb∑

i=0

bi(t)u
(i)

(t) with nb ≤ na (4.1)

and the State Space (SS) representation

ẋ(t) = A(t)x(t) +B(t)u(t) (4.2)
y(t) = C(t)x(t) +D(t)u(t). (4.3)

In the Linear Time-Invariant (LTI) framework, the transformation from the
first model structure (4.1) into the latter (4.2)-(4.3) is well-known. See for
example Chapter 2 in Wiberg [1971], Chapter 2 in Kailath [1980] or Section
6.4 in Polderman and Willems [1998]. However, when the system of interest
becomes Linear Time-Variant (LTV), the existing transformation rules, like
the observable canonical form (4.4)-(4.5), no longer hold.

ẋ =




0 0 . . . 0
−a0
an

1 0 . . . 0
−a1
an

. . .
...

0 0 . . . 1
−an−1

an



x+




−bna0+anb0
an

−bna1+anb1
an

...

−bnan−1+anbn−1

an



u (4.4)

y =
[

0 0 . . . 1
an

]
x+

[
bn
an

]
u (4.5)

There are many results available about realization theory, even in the
time-varying case Silverman [1966], Silverman [1971]. However, with a few
exceptions, they do not treat the specific realization of a time-varying state
space model, given a time-varying differential equation. First, Section 3.2
in Levine [2011] states a one-to-one mapping from IO to SS exists, but
it is not given explicitly for an arbitrary dynamic order. Second, Section
2.5 in Wiberg [1971] provides an alternative transformation, but it is given
without proof.
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4.1. Introduction

To the authors knowledge, no realization scheme exists to obtain a min-
imal state space model, given a time-varying differential equation with mul-
tiple input and multiple outputs (MIMO). The extension to MIMO systems
is not trivial, even in the time-invariant framework. Without proper care,
the property of minimality is easily lost.

It is well-known that a state space model is not unique. It is possible to
change the state basis using a similarity transformation T , without affecting
the input-output relation. In the LTV framework, T (t) can be time-varying
as well, which introduces even more equivalent model descriptions.

[
A′(t) B′(t)
C ′(t) D′(t)

]
⇔
[
T (t)

−1
(
A(t)T (t)− T (1)

(t)
)

T (t)
−1B(t)

C(t)T (t) D(t)

]
(4.6)

The early works on realization Kalman [1963], Silverman [1971] already
discuss these similarity transformations in detail. Once a transformation
is found, it is possible to formulate an infinite amount of equivalent state
space representations. This chapter proves the existence of a transformation
from an LTV input-output differential equation into a canonical state space
representation.

In the Linear Parameter-Varying (LPV) framework Rugh and Shamma
[2000], the state space realization of input-output models has been studied
in detail in discrete time Tóth [2010]. Given an input-output model with
static dependency on the scheduling, it is possible to realize a (discrete-time)
non-minimal, but static SS representation Tóth et al. [2012a]. This means
that the matrix coefficients only rely on the current value of the scheduling
parameter, and not its past values. Afterwards, the extra state variables
can be removed by means of a Ho-Kalman model order reduction approach
Tóth et al. [2012a]. However, some of the extra states are introduced to
achieve static dependence of the LPV-SS form, hence such states cannot
be eliminated without a dynamic dependence. Even the reduced order
model may not have the (minimal) degree of the corresponding differential
equation.

Linear Parameter-Varying controllers are commonly designed in contin-
uous time, using state space models Apkarian and Gahinet [1995], Scherer
[1996], O’Brien and Iglesias [1998] and Wu and Dong [2006]. Previously, it
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was already possible to realize a continuous time-varying state space repre-
sentation from an impulse response matrix Bedi et al. [1978]. Nonetheless,
most LTV identification methods estimate a time-varying differential equa-
tion Lataire and Pintelon [2011], Laurain et al. [2010b], Louarroudi et al.
[2014], and the results of Bedi et al. [1978] are not applicable to this sit-
uation. Therefore, there is a need to bridge the gap between IO and SS
representations. Note that the proposed LTV transformation can also be
applied to LPV IO models, provided that we take into account the chain
rule of derivation:

d
dt
ai(p(t)) = d

dp
ai(p(t))

dp
dt

(4.7)
d2

dt2
ai(p(t)) = d2

dp2
ai(p(t))(

dp
dt

)2 + d
dp
ai(p(t))

d2p
dt2

(4.8)

It is here that the unwanted dynamic dependence on the scheduling signal
p(t) pops up.

Suppose a proper Linear Time-Varying Input-Output (LTV IO) relation
like (4.1) is given, where the time-variation of the coefficients ai and bi can
be arbitrary, but smooth. The notation x(i)

(t) represents the ith derivative
of the signal x(t) with respect to time. We are then interested in a minimal
state space representation with exactly the same dynamical behavior. In
Neerhoff and van der Kloet [2002], several filter topologies are presented,
but they do not consider dynamics w.r.t. the input u(t): bi(t) = 0 ∀i > 0.
The class of systems (4.1) considered in this paper is more general, and the
results of Neerhoff and van der Kloet [2002] are no longer applicable.

First, we rewrite the differential equation (4.1) in the behavioral setting
Willems [1996], Tóth et al. [2011]. The input and output signals u(t) and
y(t) are collected as one trajectory w(t). Accordingly, the (time-varying)
coefficients of the differential equation are grouped in r(t).

ri(t) =
[
ai(t) −bi(t)

]
(4.9)

w(t) =

[
y(t)

u(t)

]
(4.10)

The differential equation (4.1) then reads
n∑

i=0

[
ai(t) −bi(t)

] [y(i)
(t)

u(i)
(t)

]
= 0 (4.11)

n∑

i=0

ri(t) w
(i)

(t) = 0 (4.12)
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4.1. Introduction

If proper systems are considered, the degree of the behavioral notation
equals the degree of the left hand side of the differential equation (4.1):
n = na. To avoid cluttering the equations, the time-dependence of ri and
w is omitted in the sequel.

Assumption 4.1 The ith order derivative r(i)
i of the coefficient functions

ri in (4.9) exists, where i = 1, 2 . . . n.

There are no other restrictions on the time variation of the initial LTV
input-output model, but the derivatives of the coefficient functions should
exist. In practice this translates to restrictions on the smoothness of the
coefficient functions ai(t) and bi(t).

Proposition 4.2 Given an LTV-IO relation (4.1), the corresponding state
equations in the behavioral setting equal

x0 = 0 (4.13)

xk =
n−k∑

i=0

n−k−i∑

j=0

(−1)
jCk−1

j+k−1r
(j)
i+j+k w

(i) (4.14)

ẋk = xk−1 +
[ n∑

i=k−1

(−1)
i−kCk−1

i r
(i−k+1)
i

]
w (4.15)

where the combinations Ck
n are defined as

Ck
n =

n!

(n− k)!k!
=

(
n

k

)
(4.16)

Note that the binomial coefficients fit the following equality (linked to the
triangle of Pascal)

Ck
n = Ck−1

n−1 + Ck
n−1 (4.17)

We prove that the proposed formulas hold for the initial case when the
degree n = 1, 2 and 3, and consecutively prove (4.15) by induction.
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4.2 The initial case: a third order model

First, the methodology of the proposed state space realization technique is
illustrated on an arbitrary time-varying third order system. In this case,
the IO equation becomes

r0w
(0) + r1w

(1) + r2w
(2) + r3w

(3) = 0 (4.18)

The main idea is to remove the derivatives of the input and output signals
u and y, so we end up with state equations which only depend on w(0) = w.

4.2.1 The first state

The first state is a special case. The given differential equation (4.18) can
be used to eliminate the highest order derivative w(3). To this end, we
introduce a term in the state definition x1, with a lower order derivative
w(2).

x1 = r
(0)
3 w(2) + . . .

By applying the chain rule for derivation, we find

ẋ1 = r
(0)
3 w(3) + r

(1)
3 w(2) + . . .

Substituting (4.18) yields

ẋ1 =
[
− r(0)

0 w(0) − r(0)
1 w(1) − r2w

(2)
]

+ r
(1)
3 w(2) + . . .

=
[
− r(0)

2 + r
(1)
3

]
w(2) − r1w

(1) − r0w
(0) + . . .

To remove the highest order derivative w(2), terms are added to x1 that
counteract the bracketed components.

x1 = r
(0)
3 w(2) +

[
r

(0)
2 − r(1)

3

]
w(1) + . . .

ẋ1 =
XXXXXXXX

[
− r(0)

2 + r
(1)
3

]
w(2) − r(0)

1 w(1) − r0w
(0)

+
XXXXXXX

[
r

(0)
2 − r(1)

3

]
w(2) +

[
r

(1)
2 − r(2)

3

]
w(1) + . . .

=
[
− r(0)

1 + r
(1)
2 − r(2)

3

]
w(1) − r(0)

0 w(0) + . . .
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One final derivative w(1) has to be removed. As before, we make use of the
chain rule, and find

x1 = r
(0)
3 w(2) +

[
r

(0)
2 − r(1)

3

]
w(1)

+
[
r

(0)
1 − r(1)

2 + r
(2)
3

]
w(0) (4.19)

ẋ1 =
hhhhhhhhhhh

[
− r(0)

1 + r
(1)
2 − r(2)

3

]
w(1) − r(0)

0 w(0)

+
hhhhhhhhhh

[
r

(0)
1 − r(1)

2 + r
(2)
3

]
w(1)

+
[
r

(1)
1 − r(2)

2 + r
(3)
3

]
w(0)

=
[
− r(0)

0 + r
(1)
1 − r(2)

2 + r
(3)
3

]
w(0) (4.20)

which is consistent with (4.14) and (4.15) for n = 3.

4.2.2 The second state

The first state realization is a special case, since the differential equation
itself is used to eliminate the highest order derivative w(n). As we can see
from the proposed definition (4.15), the subsequent state equations ẋk>1

rely on the previous states xk−1 to eliminate the higher order terms. The
methodology, however, remains identical. Terms are added to the state
definition x2 and the chain rule is applied.

x2 = r
(0)
3 w(1) + . . .

ẋ2 = r
(0)
3 w(2) + r

(1)
3 w(1) + . . .

Substituting the previous state definition (4.19) yields

ẋ2 =
(
x1 −

[
r

(0)
2 − r(1)

3

]
w(1)

−
[
r

(0)
1 − r(1)

2 + r
(2)
3

]
w(0)

)
+ r

(1)
3 w(1) + . . .

= x1 +
[
− r(0)

2 + 2r
(1)
3

]
w(1)

+
[
− r(0)

1 + r
(1)
2 − r(2)

3

]
w(0) + . . .

We only have to remove the derivative w(1). Applying the same chain rule
trick results in

x2 = r
(0)
3 w(1) +

[
r

(0)
2 − 2r

(1)
3

]
w(0) (4.21)
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ẋ2 = x1 +
XXXXXXXXX

[
− r(0)

2 + 2r
(1)
3

]
w(1)

+
[
− r(0)

1 + r
(1)
2 − r(2)

3

]
w(0)

+
XXXXXXX

[
r

(0)
2 − 2r

(1)
3

]
w(1) +

[
r

(1)
2 − 2r

(2)
3

]
w(0)

= x1 +
[
− r(0)

1 + 2r
(1)
2 − 3r

(2)
3

]
w(0) (4.22)

which is consistent with (4.14) and (4.15) for n = 3.

4.2.3 The third state

Finally, we arrive at the third state equation. According to the definition
(4.15), ẋ3 makes use of the second state, which is defined in (4.21). The
highest order derivative is w(1). This is easily accounted for by adding a
single term to the third state x3.

x3 = r
(0)
3 w(0) (4.23)

ẋ3 = r
(0)
3 w(1) + r

(1)
3 w(0)

=
[
x2 −

(
r

(0)
2 − 2r

(1)
3

)
w(0)

]
+ r

(1)
3 w(0)

= x2 +
[
− r(0)

2 + 3r
(1)
3

]
w(0) (4.24)

Again, the proposed formulas (4.14)-(4.15) yield exactly the same results
for n = 3.

4.3 Simplification: first and second order
models

The state realization technique from Section 4.2 can be applied to a general
first and second order LTV system as well. We have chosen a third order ex-
ample because it clearly illustrates the methodology of the additional state
terms. Also, the structure of the multiplying factors starts to appear. In the
next section, we show that these constants are in fact binomial coefficients.

However, first let us illustrate that when an nth order LTV realization
has been computed, all models of lower degree can also be extracted, with
minimal effort. In Section 4.2, the observability canonical state space form
of degree 3 is realized. Suppose the system only has an order 2. Then the
coefficient function r3 in the differential equation (4.18) is equal to zero.
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By definition, all its derivatives are zero as well r(i)
3 = 0. The states and

derivatives then reduce to

x1 =�
�r

(0)
3 w(2) +

[
r

(0)
2 −��r

(1)
3

]
w(1)

+
[
r

(0)
1 − r(1)

2 +�
�r

(2)
3

]
w(0)

x2 =�
�r

(0)
3 w(1)

+
[
− 2�

�r
(1)
3 + r

(0)
2

]
w(0)

x3 =�
�r

(0)
3 w(1) = 0

ẋ1 =
[
− r(0)

0 + r
(1)
1 − r(2)

2 +�
�r

(3)
3

]
w(0)

ẋ2 = x1 +
[
− r(0)

1 + r
(1)
2 −��r

(2)
3

]
w(0)

ẋ3 = x2 +
[
− r(0)

2 +�
�r

(1)
3

]
w(0) = 0

The resulting definitions correspond with the proposed (4.14)-(4.15) for
n = 2.

By extension, a (somewhat trivial) first order state space realization
can be extracted, by also eliminating the second degree term r2 and its
derivatives.

x1 = r
(0)
1 w(0)

ẋ1 =
[
− r(0)

0 + r
(1)
1

]
w(0)

Note that even in the simplest case where n = 1, already the derivative of
the coefficient function is needed.

4.4 Higher order systems
The main goal of the preceding sections was to get the reader acquainted
with the ideas behind the chosen state definitions. The methodology was
illustrated on a third order system, and Section 4.3 showed that from n = 3,
also the second order n = 2 and first order n = 1 equations can be extracted.
This section proves by induction that the proposed formulas hold for higher
order systems.

Suppose the time-varying IO equation (4.1) of order n is given, and the
corresponding state formulas (4.14)-(4.15). We now prove that the formulas
still hold for an input-output model of order n+ 1.
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Fact 4.3 Given the state equations for degree n, a higher order (n+1) state
space realization only needs extra components using rn+1 and its derivatives.
To obtain a third order realization from the state definitions for n = 2, only
terms r(i)

3 w(j) have to be added.

In Section 4.3, to decrease the order from 3 to 2, only components r(i)
3 w(j)

where neglected. The converse is also true, as will be shown in the sequel.

4.4.1 The first state

In the third order example from Section 4.2, the first state equation ẋ1

used the nth order differential equation (4.12) to substitute the highest
order derivative w(n).

ẋ1 = r(0)
n w(n) + . . . = −

n−1∑

i=0

r
(0)
i w(i) + . . .

However, because the dynamic order n + 1 is now higher, the definition of
the first state has to be adapted, to cope with the new highest order term
w(n+1).

ż1 = ẋ1 − rn+1w
(n+1) + . . . (4.25)

We need to find a new state z1 that covers the extra derivative, and track its
influence through all other states zi. Recall that the goal is to end up with
terms in w(0) only. To this end, simply take the first state definition (4.14)-
(4.15), with k = 1 and show that the equations are consistent, effectively
balancing the extra term. In the sequel, xk is the kth state for the differential
equation of order n, and zk is the solution for degree n+1. Note that C0

j = 1.

x1 =
n−1∑

i=0

n−1−i∑

j=0

(−1)
jC0

j r
(j)
i+j+1 w

(i)

z1 =
n∑

i=0

n−i∑

j=0

(−1)
jC0

j r
(j)
i+j+1 w

(i)

=
n−1∑

i=0

n−i∑

j=0

(−1)
jr

(j)
i+j+1 w

(i) + r
(0)
n+1w

(0)

=
n−1∑

i=0

n−i−1∑

j=0

(−1)
jr

(j)
i+j+1 w

(i)

+
n−1∑

i=0

(−1)
n−ir(n−i)

n+1 w(i) + r
(0)
n+1w

(0)z1
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= x1 +
n∑

i=0

(−1)
n−ir(n−i)

n+1 w(i)

which is in line with Fact 4.3: only terms of the new, higher order rn+1 are
required to compensate the increased order n+ 1.

ż1 = ẋ1 − rn+1w
(n+1)

corrected state (4.25)

+
d

dt

[
n∑

i=0

(−1)
n−ir(n−i)

n+1 w(i)

]

proposed extra terms

Expanding the proposed extra terms gives

d

dt

[
n∑

i=0

(−1)
n−ir(n−i)

n+1 w(i)

]

=
n∑

i=0

(−1)
n−ir(n−i+1)

n+1 w(i)

+
n∑

i=0

(−1)
n−ir(n−i)

n+1 w(i+1)

= (−1)
nr

(n+1)
n+1 w(0) +

��
���

���
���

�n∑

i=1

(−1)
n−ir(n−i+1)

n+1 w(i)

+
���

���
��

���
�n−1∑

i=0

(−1)
n−ir(n−i)

n+1 w(i+1) + r
(0)
n+1w

(n+1)

We thus find that the extra term rn+1w
(n+1) in the state equation ż1 can

be counteracted, by simply extending the definitions (4.14)-(4.15) to order
n+ 1

z1 = x1 +
n∑

i=0

(−1)
n−ir(n−i)

n+1 w(i) (4.26)

=
n∑

i=0

n−i∑

j=0

(−1)
jCk−1

j+k−1r
(j)
i+j+k w

(i)

ż1 = ẋ1 + (−1)
nC0

i r
(n+1)
n+1 w (4.27)

=
[ n+1∑

i=k−1

(−1)
i−kCk−1

i r
(i−k+1)
i

]
w

which equals (4.15) for k = 1 and where n is replaced with n+ 1.
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4.4.2 The second state

The proof of the state definition for higher order systems is very similar.
Instead of using the differential equation (4.12) to substitute the highest
order derivative, the previous state is used. In the proposed definition of
the derivative state (4.15), ẋ2 uses x1. This equation should now be adapted:
ż2 should use z1, so we have to cope with the additional terms introduced in
(4.26). We apply the same differentiation trick as before. By adding lower
order terms w(i−1), the higher order components appear in the derivative
state equation.

x2 =
n−2∑

i=0

n−2−i∑

j=0

(−1)
jC1

j+1r
(j)
i+j+2w

(i)

z2 =
n−1∑

i=0

n−1−i∑

j=0

(−1)
jC1

j+1r
(j)
i+j+2w

(i)

=
n−2∑

i=0

n−1−i∑

j=0

(−1)
jC1

j+1r
(j)
i+j+2w

(i) + C1
1r

(0)
n+1w

(n−1)

=
n−2∑

i=0

n−2−i∑

j=0

(−1)
jC1

j+1r
(j)
i+j+2w

(i)

+
n−2∑

i=0

(−1)
n−1−iC1

n−ir
(n−1−i)
n+1 w(i) + C1

1r
(0)
n+1w

(n−1)

z2 = x2 +
n−1∑

i=0

(−1)
n−1−iC1

n−ir
(n−1−i)
n+1 w(i) (4.28)

The derivative state equation then equals

ż2 = ẋ2 +
d

dt

[
n−1∑

i=0

(−1)
n−1−iC1

n−ir
(n−1−i)
n+1 w(i)

]
(4.29)

By expanding the derivative, we show that the proposed state definitions
remain consistent, and remove the higher order derivatives w(i>0) in ż2

d

dt

[
n−1∑

i=0

(−1)
n−1−iC1

n−ir
(n−1−i)
n+1 w(i)

]

=
n−1∑

i=0

(−1)
n−1−iC1

n−ir
(n−i)
n+1 w(i) +

n−1∑

i=0

(−1)
n−1−iC1

n−ir
(n−1−i)
n+1 w(i+1)
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=
n−1∑

i=0

(−1)
n−1−iC1

n−ir
(n−i)
n+1 w(i) +

n∑

i=1

(−1)
n−iC1

n−i+1r
(n−i)
n+1 w(i)

=
n−1∑

i=0

(−1)
n−1−iC1

n−ir
(n−i)
n+1 w(i) (4.30)

+
n−1∑

i=0

(−1)
n−iC1

n−i+1r
(n−i)
n+1 w(i)

− (−1)
nC1

n+1r
(n)
n+1w

(0) + (−1)
0C1

1r
(0)
n+1 w

(n)

Using the relation between the binomial coefficients in the triangle of Pascal
(4.17), and Ci

i = C0
0 = 1, the summations in (4.30) can be combined as

=
n−1∑

i=0

(−1)
n−i [−C1

n−i + C1
n−i+1

]
r

(n−i)
n+1 w(i)

− (−1)
nC1

n+1r
(n)
n+1w

(0) + (−1)
0C0

0r
(0)
n+1w

(n)

=
n∑

i=0

(−1)
n−iC0

n−ir
(n−i)
n+1 w(i) + (−1)

n−1C1
n+1r

(n)
n+1w

(0) (4.31)

Combining (4.15) with k = 2 for ẋ2, the derivative state equation (4.29)
and the expanded derivative (4.31) gives

ż2 = x1 +
[ n∑

i=1

(−1)
i−2C1

i r
(i−1)
i

]
w

+ (−1)
n−1C1

n+1r
(n)
n+1w +

n∑

i=0

(−1)
n−ir(n−i)

n+1 w(i)

Using (4.26) this expression can be simplified as

ż2 = z1 +
[n+1∑

i=1

(−1)
i−2C1

i r
(i−1)
i

]
w (4.32)

which equals (4.15) with k = 2 and where n is replaced by n+ 1.

4.4.3 The next states

We use a proof by induction for the next states. The methodology is iden-
tical to the derivation of the second state, in the previous section. Because
the state equation for zj+1 depends on the previous state zj, we also have
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to cope with its extra components. Start from the arbitrary state definition
(4.14) for order n and n+ 1

xk =
n−k∑

i=0

n−k−i∑

j=0

(−1)
jCk−1

j+k−1r
(j)
i+j+k w

(i)

zk =
n+1−k∑

i=0

n+1−k−i∑

j=0

(−1)
jCk−1

j+k−1r
(j)
i+j+k w

(i)

Similar to the second state, the new state zk can be written as the sum of
the corresponding lower order state xk and some additional terms. Indeed,
we find that

zk = xk +
n−k+1∑

i=0

(−1)
n+1−k−iCk−1

n−i r
(n+1−k−i)
n+1 w(i)

or if the indices are changed,

zk = xk +
n+1∑

i=k

(−1)
i−k Ck−1

i−1 r
(i−k)
n+1 w(n−i+1)

Again we show that the proposed expression for the new state zk removes
the higher order derivatives of w from the state equation żk, and accounts
for the additional terms introduced in the previous state zk−1.

żk = ẋk +
d

dt

[
n+1∑

i=k

(−1)
i−k Ck−1

i−1 r
(i−k)
n+1 w(n−i+1)

]

Similar to the previous section, we expand the derivative, and prove con-
sistency

d

dt

[
n+1∑

i=k

(−1)
i−k Ck−1

i−1 r
(i−k)
n+1 w(n−i+1)

]

=
n+1∑

i=k

(−1)
i−k Ck−1

i−1 r
(i−k+1)
n+1 w(n−i+1)

+
n+1∑

i=k

(−1)
i−k Ck−1

i−1 r
(i−k)
n+1 w(n−i+2)

=
n+1∑

i=k−1

(−1)
i−k−1Ck−2

i−1 r
(i−k+1)
n+1 w(n−i+1)

+ (−1)
n−k+1Ck−1

n+1 r
(n−k+2)
n+1 w(0)
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We can now conclude for all degrees n+ 1 and states zk

zk = xk +
n+1∑

i=k

(−1)
i−k Ck−1

i−1 r
(i−k)
n+1 w(n−i+1) (4.33)

żk = ẋk +
d

dt

[
n+1∑

i=k

(−1)
i−k Ck−1

i−1 r
(i−k)
n+1 w(n−i+1)

]

= xk−1 +
[ n∑

i=k−1

(−1)
i−kCk−1

i r
(i−k+1)
i

]
w

+ (−1)
n−k+1 Ck−1

n+1 r
(n−k+2)
n+1 w(0)

n+1∑

i=k−1

(−1)
i−k−1Ck−2

i−1 r
(i−k+1)
n+1 w(n−i+1)

= zk−1 +
[ n+1∑

i=k−1

(−1)
i−kCk−1

i r
(i−k+1)
i

]
w (4.34)

In Section 4.4.1, we illustrated the transformation from input-output into a
state space representation, given an arbitrary time variation. The proposed
formula therefore holds for n ≤ 3. In this section, we showed by induction
that the canonical observability form also works for a higher order differ-
ential equation. In other words, we have proven the formula for n+ 1, if it
holds for n.

4.5 Observability canonical state space form
We have obtained state equations in the behavioral setting. We conclude
with the corresponding observability canonical state space realization. The
last state defines the output equation.

xn = Cn−1
n−1 r

(0)
n w(0) = rnw =

[
an −bn

] [y
u

]
(4.35)

y =
xn + bnu

an
(4.36)

For a general proper (nb ≤ na = n) input-output model, we find the cor-
responding canonical state space form (4.37)-(4.38), which is defined as a
function of the input signals u and the states x.

At first sight, the resulting transformation seem complex, but we have
shown the origin of the binomial coefficients in (4.14)-(4.15). Note that,
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ẋ =




0 0 . . . 0

∑n
i=0 (−1)i−1C0

i a
(i)
i

an

1 0 . . . 0

∑n
i=1 (−1)i−2C1

i a
(i−1)
i

an

. . .
...

0 0 . . . 1

∑n
i=n−1 (−1)i−nCn−1

i a
(i−n+1)
i

an



x (4.37)

+




bn
∑n
i=0 (−1)i−1C0

i a
(i)
i −an

∑n
i=0 (−1)i−1C0

i b
(i)
i

an

bn
∑n
i=1 (−1)i−2C1

i a
(i−1)
i −an

∑n
i=1 (−1)i−2C1

i b
(i−1)
i

an

...

bn
(
−an−1+Cn−1

n a
(1)
n

)
−an

(
−bn−1+Cn−1

n b
(1)
n

)

an




u

y =
[

0 0 . . . 1
an

]
x+

[
bn
an

]
u (4.38)

in the canonical state space form (4.37)-(4.38), there is only a single sum-
mation over the coefficient functions and their derivatives. For the sake of
clarity, Section 4.6 applies the proposed transformation on a fourth order
example, which clearly shows the structure that is present in the solution.

4.5.1 Special case study: the LTI realization

Note that in the case of an LTI system, the derivatives of the coefficient
functions all become zero. For a proper system, we then find the well-known
LTI observability canonical state space form (4.4)-(4.5). This state space
form simplifies even more for a strictly proper system nb < na.

ẋ =




0 0 . . . 0
−a0
an

1 0 . . . 0
−a1
an

. . .
...

0 0 . . . 1
−an−1

an



x+




b0

b1

...
bn−1



u (4.39)

y =
[

0 0 . . . 1
an

]
x+

[
0
]
u (4.40)
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4.5.2 Special case study: no input dynamics

The presented state space realization scheme (4.14)-(4.15) works for the
most general case. If no input dynamics are present, i.e. nb = 0 in
(4.1), a simpler state space realization exists, with static dependency on
the original coefficient functions ai(t) and bi(t). Defining the state variables
xi(t) = y(i−1)

(t) ∀i = [1, na] as in Levine [2011], yields the same canonical
form as (4.39)-(4.40), even when the coefficients are time-varying. In the
general case na > nb ≥ 0, this approach does not result in an equivalent
input-output relation. Even more than in the LTI case, the input dynamics
significantly complicate the realization.

4.6 Example: fourth order system
The given formulas seem complex at first sight, but are actually quite simple
and structured, which becomes apparent by taking a look at the realiza-
tion of a fourth order LTV input-output equation to the corresponding
observability canonical state space form. Let us start from the behavioral
description of the system (4.11)-(4.12)

4∑

i=0

[
ai(t) −bi(t)

] [y(i)
(t)

u(i)
(t)

]
= 0

4∑

i=0

ri(t) w
(i)

(t) = 0

By applying the proposed transformation (4.14)-(4.15), we find the state
space equations. Note that they only contain terms with a static dependence
on the input-output trajectory w(0).





ẋ1 =
[
− r(4)

4 + r
(3)
3 − r(2)

2 + r
(1)
1 − r(0)

0

]
w

ẋ2 = x1 +
[
4r

(3)
4 − 3r

(2)
3 + 2r

(1)
2 − r(0)

1

]
w

ẋ3 = x2 +
[
− 6r

(2)
4 + 3r

(1)
3 − r(0)

2

]
w

ẋ4 = x3 +
[
4r

(1)
4 − r(0)

3

]
w

We clearly see the binomial coefficients popping up, together with an alter-
nating sign. For the sake of completeness, the state definitions are given
below.
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x1 = r
(0)
4 w(3) +

[
− r(1)

4 + r
(0)
3

]
w(2) +

[
r

(2)
4 − r(1)

3 + r
(0)
2

]
w(1)

+
[
− r(3)

4 + r
(2)
3 − r(1)

2 + r
(0)
1

]
w(0)

x2 = r
(0)
4 w(2) +

[
− 2r

(1)
4 + r

(0)
3

]
w(1) +

[
3r

(2)
4 − 2r

(1)
3 + r

(0)
2

]
w(0)

x3 = r
(0)
4 w(1) +

[
− 3r

(1)
4 + r

(0)
3

]
w(1)

x4 = r
(0)
4 w(0)

The corresponding proper state space realization is given by (4.41)-
(4.42), which clearly shows the binomial coefficients with the alternating
sign. Again, as in Section 4.5.1, the state space representation simplifies
greatly if the model is strictly proper nb < na. Then, bn = 0 and the first
summation in the B matrix disappears.

ẋ =




0 0 0
−a(4)4 +a

(3)
3 −a

(2)
2 +a

(1)
1 −a

(0)
0

a4

1 0 0
4a

(3)
4 −3a

(2)
3 +2a

(1)
2 −1a

(0)
1

a4

0 1 0
−6a

(2)
4 +3a

(1)
3 −1a

(0)
2

a4

0 0 1
4a

(1)
4 −1a

(0)
3

a4



x (4.41)

+




b4
(
−a(4)4 +a

(3)
3 −a

(2)
2 +a

(1)
1 −a

(0)
0

)
−a4

(
−b(4)4 +b

(3)
3 −b

(2)
2 +b

(1)
1 −b

(0)
0

)

a4

b4
(

4a
(3)
4 −3a

(2)
3 +2a

(1)
2 −1a

(0)
1

)
−a4

(
4b

(3)
4 −3b

(2)
3 +2b

(1)
2 −1b

(0)
1

)

a4

b4
(
−6a

(2)
4 +3a

(1)
3 −1a

(0)
2

)
−a4

(
−6b

(2)
4 +3b

(1)
3 −1b

(0)
2

)

a4

b4
(

4a
(1)
4 −1a

(0)
3

)
−a4

(
4b

(1)
4 −1b

(0)
3

)

a4




u

y =
[

0 0 0
1
an

]
x+

[
bn
an

]
u (4.42)
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4.7 Conclusion
This chapter discussed the state space realization problem, given an arbi-
trary time-varying input-output differential equation. The only assumption
made is that higher order derivatives of the coefficient functions should ex-
ist, which in practice implies smoothness of the time variation.

Under this assumption, we proposed a closed-form expression using bino-
mial coefficients for the states and the corresponding state space equations.
The transformation is illustrated on a third order model, and is proven for
higher order systems by induction. The result is a minimal observability
canonical state space model, with a dynamic dependence on the coefficient
functions of the original differential equation.

The proposed transformation is not unique. The state basis can be
changed, using the (time-varying) similarity transformation in (4.6), with-
out affecting the input-output relation. In some special cases, it might be
possible to find a static state space representation, but in general, a mini-
mal state space realization will have dynamic dependency on the coefficient
functions of the differential equation (4.1).

Note that the presented realization also holds for systems with multiple
inputs and outputs. However, then the minimality is not guaranteed. The
only requirement is that the (square) an matrix block should be invertible
for each time instance.
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Chapter 5
Detection and quantification of
dynamic dependence in linear
parameter-varying differential

equations

The most exciting phrase to hear in science, the one that heralds new
discoveries, is not “Eureka!” but “That’s funny. . . ”

— Isaac Asimov

One more time, we want to state clearly that the ultimate goal of this
research is to identify state space models that are suitable for control. In
theory, this means we need to find model coefficients that have a static
dependency on the scheduling variable, meaning only the current value of
p(t) affects the dynamic behavior between the input u(t) and the output y(t).

Example 5.1 The dynamic behavior at time t of the idealized pendulum in
Example 1.1 only depends on the current value of the cable length l(t).

In reality, the assumption of a static dependency will rarely be true. For
example, the speed with which the scheduling signals varies, can result in
additional dynamic effects.
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Example 5.2 Think again of the crane setup in Example 1.1. Although it
is not included in the ideal equations, hoisting slow or fast will result in a
different motion of the mass.

In this chapter, we study the impact of any dynamic dependency of
the model coefficients on the scheduling. This can be the rate of vari-
ation, captured by a derivative, or a dependency on past values of the
scheduling trajectory. Immediately, we want to note that any dynamics
w.r.t. the scheduling variable cannot be detected with local LPV modeling
approaches. Because the trajectory of the scheduling signal in each exper-
iment is constant p(t) = p, it holds no information about the dependency
on past values of p(t). We need a global parameter-varying experiment, and
identification methods like in Chapter 3.

In the sequel, we will propose an approach to detect and quantify dy-
namic dependency on the scheduling signal, which was published in Goos
et al. [2015e]. As a result, we can conclude wether these dynamics can be
neglected, and if a static model makes sense. The proposed identification
routine can be described in two steps. First, we estimate a Linear Time-
Varying (LTV) Input-Output (IO) equation for each measurement, using
the LTV identification algorithms described in Lataire and Pintelon [2011]
and Louarroudi et al. [2014]. Next, we try to establish a mapping from
the scheduling variable to the estimated model coefficients Θ(t) = f (p(t)).
For a modest amount of scheduling parameters, we can even inspect the
relation between p(t) and Θ(t) visually. After the identification phase, we
can compute the covariance matrix of model parameters θ, which can be
used to construct a confidence bound on the time variation of the model
coefficients Θ(t). This result was reported in Goos et al. [2015c]. The pro-
posed methods are demonstrated on continuous-time systems, but they can
be easily extended to the discrete-time case.

5.1 Generalizing periodically time-varying
measurements with a parameter-varying
input-output model

Section 1.1.2.2 discussed the relation between LTV and LPV models at
length. While LTV models have more degrees of freedom to describe the
changing system dynamics, they require more model parameters. Addition-
ally, LTV models are limited to the time variation they have seen in the
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parameter-varying input-output model

3.6. Direct Simple Approach (D-SA) FRF-estimator

3.6.4 Identification results

3.6.4.1 Measurement example in case of separated skirts

input
output

sched.

10k⌦

10k⌦

470k⌦

10nF

10nF

0 0.05 0.1 0.15 0.2
−2.5

−2

−1.5

−1

−0.5

0

time (s)

G
at
e
vo

lt
ag

e
(V

)

Measured scheduling Parameter

Figure 3.10: Left: A weakly NL parameter varying bandpass circuit. The
OPAMP used was a CA741CE and the transistor a BF245B.
Right: Scheduling signal across the transistor in the time span[0, Tmeas], with Tmeas = PPsysTsys = 0.2 s , Tsys = 0.1 s, Psys = 1
and P = 2 (see Assumption 3.1).

Although extensively studied on simulations, the D-SA estimator with-

out skirt-overlap (3.44)-(3.45) is directly applied on measurements origi-

nating from a weakly NL parameter varying circuit. The electronic circuit

shown in Fig. 3.10 is a second order bandpass filter whose resonance fre-

quency is tunable. It is made time-periodic by periodically changing the

gate voltage of the transistor (sched. channel in Fig. 3.10) such that the res-

onance frequency of the circuit varies also in a repetitive way (see Fig. 3.14).

To simplify the analysis, a sine wave as scheduling signal was applied to

the circuit (see Fig. 3.10, right). As it can be observed, two periods of the

time-variation has been measured for doing the identification, where the

fundamental frequency of the time-variation has been set to fsys = 10 Hz.

As for the input channel in Fig. 3.10, an odd multisine signal with random

harmonic grid (3.4), a fundamental frequency of fexc = 300 Hz and an RMS

value of 50 mV has been designed. Twenty-five percent of the odd excited

lines were randomly left out giving in total Fexc = 50 odd excited lines

(see Fig. 3.11-3.12, bottom). To avoid spectral leakage, an integer number

of periods of the multisine excitation (PPexc = 2 × 30 = 60 periods, see

Assumption 3.1) has been measured in the time span Tmeas = 0.200064 s, and

97

Figure 5.1: Parameter-Varying bandpass circuit. The scheduling parameter
p(t) is the gate voltage of the J-fet transistor, which influences the source-
drain resistance.

identification experiment. An LPV model is more general, in the sense that
it can handle unseen (but similar) parameter variations. In this section,
we will combine the best of both worlds. We will try to generalize multiple
LTV models with a single LPV model, and in the process study the required
mapping from the scheduling to the model coefficients Θ(t).

As a case study, the electrical bandpass circuit of Lataire et al. [2015]
is used, as depicted in Fig. 5.1. By changing the gate voltage of the J-fet
transistor, the resistor is made variable and the resonance frequency of the
circuit will vary around 10 kHz. The signals where sampled at a sampling
frequency fs = 78 125 Hz, and the scheduling repeats with a frequency of
f0 = 19 Hz. Each period therefore consists of N = 4096 measurement
points.

Basically, we can apply any scheduling sequence to the system. However,
we opt for a slow parameter variation with a limited bandwidth with respect
to the system dynamics, in correspondence with real-world applications. A
cable length, or a temperature does not suddenly jump, or change faster
than the system dynamics.

5.1.1 Linear periodically time-varying IO
identification

Let us first briefly discuss the identification routine from Louarroudi et al.
[2014] for linear periodically time-varying systems. For readers familiar
with Chapters 2 and 3, this will be easy to grasp. The continuous-time
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LTV differential equation is given by

na∑

i=0

ai(t) y
(i)

(t) =

nb∑

i=0

bi(t) u
(i)

(t) (5.1)

The dynamic orders na and nb are the two main parameters that have to
be chosen.

Equation (5.1) can be transformed into the frequency domain by means
of the discrete Fourier transform, conform (2.1). Furthermore, we know
from Chapter 2 that the output spectrum of a periodically time-varying
system is very structured in the frequency domain, especially if the input
u(t) and scheduling p(t) signals are periodic and synchronized like in Assump-
tion 2.5. In this setting, the DFT operator introduces no leakage, and the
transformation to the frequency domain is exact in steady state. Indeed,
(5.1) becomes

na∑

i=0

DFT {ai(t)} ∗ (jωk)
iY0(k) =

nb∑

i=0

DFT {bi(t)} ∗ (jωk)
iU0(k), (5.2)

with jωk = j2πkfs/N the DFT frequencies, and U0(k) & Y0(k) the discrete
Fourier transformed noiseless input and output.

Since the time variation is periodic, the coefficients of the differential
equation can be represented by their (truncated) Fourier series:

ai(t) =
Na∑

k=−Na
A[i,k]e

j 2πfsk
N

t, bi(t) =

Nb∑

k=−Nb
B[i,k]e

j 2πfsk
N

t (5.3)

It are these A[i,k] and B[i,k] that are estimated by Louarroudi et al. [2014].
The additional parameters Na and Nb have to be determined from the
measurements, using a model selection procedure.

Collecting the equations for all sampled frequencies jωk results in a
band-dominant matrix equation

AY0 = BU0 (5.4)

Although the model equations are coupled over the frequency, because of
the time-variation, they are (band-)structured and sparse in the frequency

180



5.1. Generalizing periodically time-varying measurements with a
parameter-varying input-output model

0 5 10 15 20 25

−150

−100

−50

frequency [kHz]

[dB]

Figure 5.2: The estimated LPTV output spectrum ( ) shows that the model
residues ( ) correspond with the output variance ( ). The systematic outliers
are due to the weak non-linearity of the system in Fig. 5.1 (see Louarroudi
et al. [2012]).

domain. Moreover, the unknown Fourier coefficients in (5.3) all appear lin-
early in the matrix equation (5.4). Therefore, we can obtain an initialization
via a simple linear least squares estimator.

The attentive reader may have noticed that this approach is very similar
to the one described in Section 3.1. Indeed, they are very related. Basically,
Louarroudi et al. [2014] is a simplified IO estimator, that is optimized for
periodic time variations. As a result, the computations needed for the
identification and simulation of periodically time-varying systems can be
implemented very time-efficiently.

Fig. 5.2 shows the estimated output spectrum ( ) for a multisine schedul-
ing, containing three frequencies. The J-fet transistor is mostly linear in the
range −0.56 V < p(t) < −0.17 V, so this is where the scheduling trajectory
will operate. The residual model error ( ) lies at the same level as the esti-
mated noise variance ( ). We can even detect the presence of nonlinearities
in the system. See Louarroudi et al. [2014] for the full details. For this
result, we have taken na = 3, nb = 1, representing a third order system.
Concerning the number of harmonics in the truncated Fourier series (5.3),
we choose Na = Nb = 3, in a data-driven way. Adding more harmonics does
not improve the estimate much, and we prefer the simplest model that ex-
plains the data. Now, we are not going to discuss the statistical properties
of the LTV estimator in detail, but we can be assured that consistent lin-
ear periodically time-varying IO models are obtained for the measurement
setup Lataire et al. [2015]. Building on these results, we can establish a
mapping from the applied scheduling signal p(t) to the identified coefficients
ai(t) and bi(t).
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Figure 5.3: Estimated coefficients ai(t) and bi(t) plotted as a function of the
scheduling signal p(t). Clearly the mapping should be dynamic.

5.1.2 Non-parametric coefficient functions

Once the periodically time-varying coefficients ai(t) and bi(t) of the differ-
ential equation (5.1) are identified, we can plot them as a function of the
applied scheduling, as in Fig. 5.3. Ideally, the relation between p(t) and
the coefficients ai(t) and bi(t) is static and affine. However, we can clearly
see that, even for the simple setup in Fig. 5.1 we end up with a dynamical
mapping. Let Ai(k), Bi(k) and P (k) be the DFT transforms of the model
coefficients ai(t) and bi(t) and the scheduling p(t).

Now, from the LPTV identification step we deduced that the number
of harmonics for the Fourier series truncation in (5.3) was 3. Indeed, we
find that the coefficient functions can be described by using only the ex-
cited scheduling frequencies [f0, 2f0, 3f0], suggesting that there is a linear
time-invariant (but dynamic) mapping Ai(k) = LTI{P (k)}. For each indi-
vidual measurement following a given trajectory for p(t), a non-parametric
Frequency Response Function (FRF) can be estimated at the frequencies
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fp = kf0 1 ≤ k ≤ 3 of the scheduling signal. If more harmonics are required
for the model coefficients, this FRF must be replaced by a non-linear dy-
namic mapping, e.g. a (non-parametric) Wiener-Hammerstein model.

5.1.2.1 Parameter-varying regression

The goal of this section is to generalize the identified FRFs P (k)→ Ai(k) and
P (k) → Bi(k) with a parameter-varying mapping. However, the identified
differential equations are only determined up to a constant. We have to
take this into account when fitting the coefficient functions.

Recall that the identification step revealed that the bandpass filter co-
efficients require a linear time-invariant FRF, for each scheduling trajec-
tory p(t). We want to generalize the time-varying measurements in one
parameter-varying model

Ai(0) = g[i,0]P (0) + h[i,0] (5.5)
Ai(k) = g[i,k]P (k) ∀k > 0 (5.6)

where g and h are complex numbers (except at DC), representing the FRF
at frequency kf0. Similar equations hold for b(t). In the time domain this
corresponds to a constant coefficient āi, plus a filtered scheduling signal p(t).

ai(t) = āi + g ∗ p(t) (5.7)

Note that for a non-parametric LPV model (5.5)-(5.6), multiple measure-
ments are needed for the mapping to be identifiable. In each experiment,
only a few frequencies are excited, and it is therefore ill-advised to extract
a parametric model. For the proposed affine structure, at least two mea-
surements are required. In case of a more complex structure (like Wiener-
Hammerstein), even more experiments are necessary.

Remark 5.3 In the identification setup of this chapter, the scheduling vari-
able is allowed to be noisy. The mapping from p(t) to the estimated model
coefficients Θ(t) can then be interpreted in an errors-in-variables setting.

5.1.2.2 Measurement setup: validation data

We can now validate the identified non-parametric parameter-varying co-
efficient functions on a new dataset, with an independent random phase
multisine scheduling signal. The left graph in Fig. 5.4 shows the scheduling
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Figure 5.4: Scheduling trajectories for the estimation step (left) and the
validation measurement (right).

trajectories pident(t) used in the identification step, while the right plot de-
picts the validation data pval(t). Fig. 5.5 shows the predicted coefficients as
a function of the validation scheduling p(t). There is still an error remaining,
but the overall dynamic behavior is captured well.

Note that the goal is to model the parameter-varying input-output dy-
namics. Fig. 5.6 zooms in on the trajectory of the dominant frozen pole
of the system. This is the pole location at each sampled time instant, as-
suming the coefficients at that time are constant. Indeed, the generalized
LPV model can track the pole trajectory very well, with a deviation of
around 0.2%. The non-parametric LPV model can therefore fit the unseen
variation in the dynamics on the validation dataset very well.

5.1.3 Conclusion

We proposed a routine to identify a periodically parameter-varying differen-
tial equation from input-output measurements, if the (periodic) scheduling
trajectory is known. We have shown on bandpass filter measurements that
the proposed identification procedure indeed managed to extract a peri-
odically parameter-varying differential equation, that predicts the varying
dynamics very well.

The time-varying identification step revealed the complexity of the non-
parametric coefficient FRFs, and therefore also indicates a number of mea-
surements that are required for the generalization step. Obviously, this is
not the case if we immediately fit an LPV model. For the bandpass example
in Fig. 5.1, there is only frequency content in the coefficients at frequencies
where P (k) was excited, which suggests a linear dynamic mapping suffices.
Should A[i,l] and B[i,l] in (5.3) be richer in frequency content, a more complex
mapping is needed, like a (non-parametric) Wiener-Hammerstein represen-
tation.
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Figure 5.5: Predicted coefficients ai(t) and bi(t) plotted as a function of the
validation scheduling signal p(t). Black ( ) is the LPTV validation model,
blue ( ) the LPV prediction. Clearly there is a remaining prediction error,
but the overall behavior is captured quite well.
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Figure 5.6: The trajectory of the dominant frozen pole that determines the
resonance frequency. The estimated values ( ) are extremely close to the
true validation data ( ).
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Finally, in future work we will adapt the weighted non-linear least
squares estimator of Louarroudi et al. [2014] by implementing (5.5)-(5.6)
directly in the IO model equation (5.2), combined with the periodicity as-
sumption of (5.3). The advantage is that its frequency domain representa-
tion is still linear in the parameters, meaning the affine model (5.5)-(5.6)
can be refined even further, while keeping the computational efficiency.

5.2 Uncertainty bounds on the time-varying
model coefficients

In Section 5.1.2, a non-parametric mapping is computed from the scheduling
signal to the estimated model coefficients Θ(t). In the considered measure-
ment setup, the dependence on p(t) was clearly dynamic. This will not
always be the case. In order to quantify the dynamic dependency, Goos
et al. [2015c] shows how to construct a confidence bound around the esti-
mated time-varying coefficients Θ(t). Using these bounds, we can deduce
wether or not the dynamics w.r.t. the scheduling are significant, and if a
static model is sufficient. Note that the proposed computation of the confi-
dence bounds on Θ(t) happens between the identification of the LTV model,
and mapping the p(t) to the model coefficients Θ(t).

Additionally, we use the linear time-varying identification technique
from Lataire and Pintelon [2011], to handle arbitrary inputs and non-
periodic time-variation.

na∑

n=0

an(t)
dny(t)

dtn
=

nb∑

n=0

bn(t)
dnu(t)

dtn
, (5.8)

where the model coefficients an(t) and bn(t) are described by a linear combi-
nation of basis functions in t, viz.

an(t) =

Np∑

i=0

a[n,i]φi(t), bn(t) =

Np∑

i=0

b[n,i]φi(t) (5.9)

The model parameters θ are the a[n,i] and b[n,i], while the time-varying an(t)

and bn(t) are called the model coefficients Θ(t).

Proceeding in this way, more applications can be considered than in
Louarroudi et al. [2014], because we no longer require the system to be in
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periodic steady state. However, this will complicate the computation of the
mapping from p(t) to Θ(t), in the presence of a dynamic dependency.

The LPV estimator of Section 3.1 was built on the foundations of the
LTV estimator in Lataire and Pintelon [2011]. Therefore, they share a lot
of properties, like consistency1. The major difference is that the proposed
set of basis functions φi(t) do not depend on the scheduling p(t), but directly
on the time t. As detailed in Section 1.1.2.2, and in the beginning of
Section 5.1, an LTV model has more degrees of freedom to fit the data,
but it cannot generalize beyond the time variation of the identification
experiment. Nevertheless, by first identifying an LTV model, we can get an
idea of how the coefficient functions behave.

5.2.1 Covariance of the model parameters θ

In chapter 19 of Pintelon and Schoukens [2012], it is shown that the param-
eter covariance matrix Cθ is related to the expected value of the Hessian of
the cost function V (θ,Z), via

Cθ̂ ≈
(
d2V (θ̂,Z)

dθ̂2

)−1

(5.10)

In a Gauss-Newton iteration, the Hessian is usually approximated by
using only information about the Jacobian, as in Guillaume and Pintelon
[1996]. The expression for the covariance matrix of the model parameters
then becomes

Cθ̂ = cov
{
θ̂
}
≈
[
2J(θ̂,Z)TJ(θ̂,Z)

]−1 (5.11)

where J(θ̂,Z) is the Jacobian of the real and imaginary part of the weighted
model error (3.3) or (3.38):

J(θ̂,Z) =
∂ε(θ̂,Z)

∂θ̂
=
∂W ere(θ̂,Z)

∂θ̂
(5.12)

For the approximations in (5.10)-(5.11), we assume that

1if the full covariance matrix is used in as a weighting in the WNLS cost function,
which was not the case in Goos et al. [2015c].
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1. there are no modeling errors, and the true data and the true param-
eters θ0 can be approximated by the estimated parameters θ̂ and the
measured data Z.

2. the Signal-to-Noise Ratio is bigger than 1 for both the input and the
output at any frequency.

3. the residuals are uncorrelated over the frequency. This is approxi-
mately true, for (slowly) time-varying systems. Only the diagonal
of the covariance matrix diag (Ce(θ))−1 is used to weigh the residues,
which results in a loss in efficiency.

At this stage, Cθ can be used to determine the relevance of a certain selected
basis function φi(t). If the corresponding model parameters a[n,i] and b[n,i]

in (5.8) are all zero within their confidence bounds, φi(t) can be removed in
a future identification step. However, the focus of this section lies on the
dynamic dependence of the parameter-varying coefficients on the scheduling
signal. Therefore, in the sequel, we will assume that the selected basis
functions are all relevant.

5.2.2 A confidence bound for the time-varying model
coefficients Θ(t)

Once a (consistent) model for the LTV differential equation (5.8) is iden-
tified, it is possible to study the time-varying coefficient functions a(t) and
b(t), that are collected in Θ(t), with respect to the scheduling signal p(t).
Note that the time-varying model describes the parameter-varying model
very well, but only for the scheduling trajectory applied in the identification
step. An LPV model is more general, and can model unseen changes in the
model coefficients.

In a preliminary study Goos et al. [2015e] on the dynamic dependence
on the scheduling, the identified coefficients Θ(t) were plotted against p(t),
which immediately indicates if the dependency is dynamic. In this chap-
ter, the impact of the dynamic dependency is studied more rigorously, by
constructing a confidence bound on the time-varying coefficients. If the sup-
posed dynamic effects of Θ(t) with respect to p(t) fall within the computed
confidence bounds, then it is reasonable to assume that the system can
be represented with an LPV differential equation with a static dependency
on p(t). If, on the other hand, the dynamics clearly exceed the confidence
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bounds, then we must conclude that the model coefficients depend dynam-
ically on the scheduling signal.

Given an estimate of the parameter covariance Cθ, the covariance CΘ(t)

of the time-varying coefficients Θ(t) can be readily computed, using a first
order perturbation analysis

CΘ(t) = E
{

∆Θ(t)∆Θ(t)
T
}

(5.13)

= E

{(
δΘ(t)

δθ
∆θ

)(
δΘ(t)

δθ
∆θ

)T}
= E

{(
δΘ(t)

δθ

)
∆θ∆θT

(
δΘ(t)

δθ

)T}

=

(
δΘ(t)

δθ

)
E
{

∆θ∆θT
}(δΘ(t)

δθ

)T

CΘ(t) =

(
δΘ(t)

δθ

)
cov {θ}

(
δΘ(t)

δθ

)T
(5.14)

Substituting the affine decomposition (5.9) in (5.14), we find that the time-
varying confidence bounds are obtained from the covariance estimate of the
model parameters θ, by multiplying left and right with the basis functions.
Note that the parameters θ, as well as the time-varying coefficients functions
Θ(t) are real and asymptotically normally distributed, so a 95% confidence
bound corresponds to 2σ.

5.2.3 Simulation example: a bandpass filter

To demonstrate the properties of the proposed identification method, a
parameter-varying second order butterworth filter is studied. The LPV
differential equation is given by

y(2)
(t) + 0.2y(1)

(t) + (0.24 + p(t) + p(t)
2)y(t) = 0.2u(1)

(t) (5.15)

Only a single coefficient, a0(p(t)) = 0.24+p(t)+p(t)
2 depends on the measured

scheduling signal p(t). Fig. 5.7 shows some frozen Frequency Response Func-
tions (FRFs) of (5.15), where the scheduling signal is kept constant p(t) = p.
As p increases, the passband moves to a higher frequency.

A single, global identification experiment is performed, to identify the
coefficients of the model structure (5.15). The sampling frequency is 1 Hz,
and N = 1024 samples were taken, meaning the frequency resolution is
f0 = 1

1024
Hz. The input is excited with a random phase multisine, and the
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Figure 5.7: Frozen frequency response functions for low, mid and high values
of the scheduling signal. The resonance frequency is shifting with p(t).
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Figure 5.8: The single parameter-varying coefficient a0(p(t)) ( ) is a static
function of the scheduling p(t). Any dynamic effect falls within the upper
( ) and lower ( ) 95% uncertainty bounds, so it is reasonable to represent
this system with a static LPV model.

scheduling signal contains two frequencies:

u0(t) =

N/3∑

k=1

cos(2πkf0t+ ρk) (5.16)

p0(t) = 0.3 + 0.2 sin(2πf0t) + 0.2 sin(4πf0t+ ρ0) (5.17)

with ρk ∈ [0, 2π] a uniformly distributed random phase. The output is
disturbed by stationary filtered white noise, with a Signal-to-Noise Ratio
of 20dB.
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In a first case study, the chosen, periodic scheduling signal enters the
model (5.15) directly: p(t) = p0(t). The results are shown in Fig. 5.8. The
single parameter-varying coefficient a0(p(t)) is plotted as a function of p0(t),
along with a zoomed view, which also shows the 95% confidence bounds.
In the bottom picture, the coefficient function seems static. When taking a
closer look, it becomes apparent that any identified dynamic effects lie well
within the confidence bound. It is therefore reasonable to assume that this
system can be represented very well by a static LPV model.

Second, to introduce dynamics in the coefficient functions, before the
scheduling signal is fed to the model, it is passed through a first order
lowpass LTI filter, as depicted in Fig. 5.9.

F {p(t)}
F {p0(t)} =

1

8fsjω + 1
=

1

16πjf + 1
(5.18)

Now, the scheduling signal p(t), that is seen by the model, differs subtly
from the original p0(t). The identified LPV model is static in p(t), but only
the original p0(t) is known. The results are shown in Fig. 5.10. In the big
picture, already some dynamic dependence appears between the identified
parameter-varying coefficient and the scheduling. The detailed view shows
that the confidence bounds do not enclose the whole curve. Instead, the
bounds follow the trend of the coefficient function. This suggests that there
is indeed a dynamic dependence between the LPVmodel and the scheduling,
even though p(t) was only altered slightly.

LPV
system

LTI
filter

u(t)

p0(t)

p(t)

y(t)

Figure 5.9: The scheduling signal of the considered LPV system passes
through a Linear, Time-Invariant filter, before it influences the dynamic
behavior of the system from the input u(t) to the output y(t). The identified
LPV model is static in p(t), corresponding to (5.15), but not in p0(t). How-
ever, with the proposed method, it is possible to detect and quantify the
dynamic dependence on p0(t), from noisy input and output data.

191



5. Detection and quantification of dynamic dependence in
linear parameter-varying differential equations

−0.1 0 0.1 0.2 0.3 0.4 0.5 0.6 0.7

0.5

1

1.5

p0(t)

a0(t)
0.21 0.24

0.7

0.9

Figure 5.10: The single parameter-varying coefficient a0(p(t)) ( ) is not a
static function of the scheduling p0(t), because it does not lie on a single
line. Moreover, the coefficient curve exceeds the upper ( ) and lower ( )
95% confidence bounds, indicating some dynamic effects. However, since
the overall impact on the coefficient is relatively small, one might still opt
to approximate this system with a static LPV model.

Even though the perturbation on the coefficients seems small, the effect
on the output prediction can be large. To illustrate this point, a static
parameter-varying differential equation was estimated, as explained in Sec-
tion 3.1 or Goos et al. [2015a]. The resulting output error is shown in
Fig. 5.11. The LTV model obtains a lower output error, but the corre-
sponding LPV model has a dynamic dependence on the scheduling signal.
On the other hand, the static LPV model still has reasonable performance,
while the model structure is much simpler. Depending on the application,
the preferred model class may differ.

In summary, it is possible to detect any dynamics with respect to p0(t),
by first identifying a Linear Time-Varying model. After estimating a static
LPV model, the possible output error improvement of adding dynamic coef-
ficient functions, becomes clear (Fig. 5.11). In the case study, the estimated
static LPV model has a relative output error norm ‖yLPV(t)− y0(t)‖/‖y0(t)‖ =
12%, and the LTV model ‖yLTV(t)− y0(t)‖/‖y0(t)‖ = 3%.
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Figure 5.11: Comparison of the time domain error w.r.t. the noiseless
output y0(t) of the predicted output of the LTV model ( ), a static LPV
model ( ), and the true, noisy output y(t) ( ). The RMS of the noise level
( ) is shown as well. The LTV model obtains a higher accuracy, but the
corresponding LPV model requires a dynamic dependency on the scheduling
p0(t).

In future work, we aim to calculate the sensitivity of the output to
perturbations on the model coefficients Θ(t), which complements the uncer-
tainty bounds. Both methods work in transient regime. We have shown
in Chapter 2 that an additional polynomial models the difference in initial
and end conditions, allowing for a consistent estimate of the time-varying
model coefficients Θ(t), as proven in Appendix 3.C.

Finally, we want to stress that, to properly identify an LPV model, it
is interesting to design a rich scheduling signal, that varies over the whole
domain. However, the more complex (in time variation) the scheduling
signal is, the more model parameters will have to be added to the LTV
model, because it has to embed the information of the scheduling in the
time variation. The additional degrees of freedom of the LTV model, allow
us to detect any dynamic dependence, but the variance will increase with
the number of estimated parameters.

5.2.4 Conclusion

In the identification of linear parameter-varying models, it is often assumed
that the model varies instantaneously with the external scheduling param-
eter. In other words, the relation of the model coefficients an(t) and bn(t)

with respect to p(t) is assumed to be static. In this paper, we proposed a
method to detect and quantify any dynamic dependence on the scheduling.
By first identifying a general time-varying differential equation, the true
model coefficients can be approximated, because the model is not restricted
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to follow the scheduling signal. By simply plotting the coefficients functions
Θ(t) against the scheduling signal, any dynamics become immediately clear.
This was the basic idea in the preliminary study in Goos et al. [2015e].
By building on the framework of Lataire and Pintelon [2011], it is now also
possible to identify LTV models with non-periodic (smooth) time variation,
from transient measurements.

The additional novel contribution is that the covariance on the identified
model parameters is computed, and used to construct a confidence bound
on the time-varying coefficient functions an(t) and bn(t) of the differential
equation. This allows us to detect if the identified dynamic dependence
is significant. If the dynamic effects fall within the confidence bounds, it
is reasonable to assume the system can be represented well by a static
LPV model. In the other case, when the scheduling dynamics exceed the
confidence range, a more complex model may be needed, depending on the
output error and the considered application.
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Chapter 6
Conclusion

“A text is never finished."

— Rik Pintelon

In this final chapter, we try to highlight all the contributions we have
made to the Linear Parameter-Varying framework. In the course of the
thesis, we have always pointed out possible improvements, and interesting
future topics of research a.k.a. future work. As the epigraph from Chapter 5
pointed out, they are often intertwined with one another. Therefore, we
will discuss both of them together. In some areas, we have already made
some preliminary progress, which can be used as a stepping stone for future
endeavors.

We have pointed out again and again that the main goal of this research
was the identification of LPV models that are suitable for control. In prac-
tice, this means that we have to identify a state space model, with a static
dependency on the scheduling signal p(t).

6.1 Modeling of LPV systems in the
frequency domain

Section 1.2 in the introduction clearly showed that modeling and identifi-
cation are connected. Since we have opted to work mostly in the frequency
domain, one of the main contributions was to the modeling of LPV sys-
tems in the frequency domain. The entire Chapter 2 is dedicated to the
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transformation of signals and model equations from the time domain to the
frequency domain, both in discrete- and continuous-time. We have tried to
make this chapter as accessible as possible to people unfamiliar with the
frequency domain. This resulted in some unexpected problems, like the the-
oretical importance of the placement of the measurement window between
the samples, as discussed in Appendix 2.B.3.

The take-home message from Chapter 2 is that working in the discrete-
time framework is definitely less involved than dealing with continuous-time
signals and systems. In the latter setup, the behavior between the samples
is important as well, even though measurements are only available at a
limited amount of sample times. It was already well-known that windowing
and sampling of non-periodic continuous-time signals introduce aliasing and
transient effects in the frequency domain. However, we have shown that
time-varying systems smear out spectral content, which makes the modeling
of these effects more involved.

6.2 Identification of LPV systems in the
frequency domain

By building on the foundation of Lataire and Pintelon [2011], we were able
to construct an LPV input-output estimator, and prove its consistency.
This consistency proof is rather technical, but brought some interesting
problems to life. We learned that, in order to obtain consistency, the model
error should be weighed with the inverse of the full covariance matrix Ce.
An interesting topic of research would be to quantify the bias if only a few
off-diagonals would be taken into account, or even just the variance, located
on the main diagonal of Ce. Since the model error covariance matrix has
to be updated each iteration of the iterative optimization, this would speed
up the identification process.

Consistency is an asymptotic property of an estimator. However, the
approximation using basis functions mathematically only makes sense if
we observe a limited number (N) of samples. To this end, an alternative
interpretation of infinite data was used: we assume we can combine Nexp →
∞ experiments. However, in a non-periodic setting, for each experiment
the initial conditions would have to be estimated, meaning the amount of
parameters would go to infinity as well. Not to worry, since Appendix 3.C
proves that the (inconsistent) estimation of the initial conditions does not
affect the consistency of the model parameters θ.
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As a result, the input-output estimator of Section 3.2 is proven to be
consistent, in discrete- and continuous-time, for periodic and arbitrary ex-
citation alike1.

Additionally, it is possible to combine multiple experiments together in
one big cost function, with a fixed amount of model parameters. Never-
theless, the identification methods of Chapter 3 were designed to require a
single (persistently exciting) experiment.

The (consistent) identification of input-state-output models in the fre-
quency domain is ensured by Section 3.2 in steady state, for both discrete-
and continuous-time. The discrete-time state space estimator was extended
to handle arbitrary inputs, but its continuous-time counterpart still needs
future work, although the modeling basics have been covered.

Negative results are results as well, and thus we mention our attempt at
a frequency domain LPV subspace algorithm. Even though the subspace
algorithms have proven their merit in the linear time-invariant framework,
they require quickly-growing data matrices in the LPV setup. Since all the
frequencies are correlated because of the parameter variation, this prob-
lem is even worse in the frequency domain. Eventually, we successfully
looked into other initialization methods. Section 3.2.6 compares one of the
first identification algorithms in this thesis with a state-of-the-art subspace
method, and showed that the variance of the LPV subspace method was
far larger.

6.3 The connection between input-output
and input-state-output models

Again, the goal of this research was a linear parameter-varying state space
model. However, expertise at the department in the modeling of time-
varying input-output models attracted out attention. It is well-known that,
in the LTI framework, it is easy to transform one model structure into
another. Sadly, this is no longer true in case of a time-varying system.
This was already shown in Tóth [2010], where explicit formulas are given
for a state-space realization in discrete-time, whereas the continuous-time
relations were given implicitly. Inspired by the work in Tóth [2010], we set

1even though we have given ample reasons to work with periodic signals throughout
the thesis.
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out to find a state space realization scheme in continuous-time, which is
described in Chapter 4 and published in Goos and Pintelon [2015b].

The resulting state space realization is minimal in the single-input,
single-output system, but like Tóth [2010], it introduces an unwanted dy-
namic dependency on the scheduling variable. Subsequently, this input-
state-output description can be approximated with a static model, and in
case of a periodic steady state measurement, further optimized. Again, the
extension of the continuous-time state space estimator to a non-periodic
setting would increase its applicability. Even more, it might be possible to
impose a regularization penalty on the dynamic terms, to squeeze them out
in the state space model.

Finally, in discrete-time, Tóth et al. [2012a] shows that a non-minimal,
static state space realization always exists. We have looked for a similar
transformation in continuous-time, but for now it still eludes us.

6.4 Modeling, detecting and quantifying the
dynamic dependency on the scheduling
variable

Current LPV controller synthesis tools require LPV state space models,
with a static dependency on the scheduling variable. Chapter 5 proposes
an indirect identification routine, that first estimates a time-varying input-
output model, and subsequently finds a mapping from the scheduling signal
p(t) to the model coefficients Θ(t). Proceeding in this way, we can visualize
the required complexity to approximate the time-varying model coefficients.
Section 5.1 applied this approach on a measurement setup, where a linear,
but dynamic mapping from p(t) to Θ(t) was required. An alternative, static
state space model was identified using the results from Section 3.1, which
performed adequately, but worse.

In many cases, the question will be “Is the impact of the scheduling
dynamics significant?”. To this end, confidence bounds are computed in
Section 5.2, that show the presence of any dynamic dependency on the
scheduling. As a result, we can conclude whether or not the LPV system
can be approximated with a static model.
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6.5 Applications
Finally, we want to go out and try out our methods on real-life systems.
For a long time, we were focussed on the correctness of the theory, and
properties like consistency. And even though we did some measurements,
real-life practical applications might be more challenging. To this end, we
have some interesting prospects, like the modeling of a high-frequency power
amplifier.

6.6 List of contributions
For the sake of clarity, the following list gathers the contributions and nov-
elties introduced in this thesis:

• We looked into a frequency domain subspace method for periodically
TV systems, excited by periodic inputs, but concluded the required
data matrices grew too big for practical use.

• We formulated a WNLS estimator for LPV input-output equations,
in periodic steady state and transient conditions, for discrete and
continuous-time.

• Consistency was proven for this WNLS estimator. It was shown that
the full covariance matrix should be used as to weight the model error,
and that estimating transient terms does not affect the consistency of
the model parameters.

• Similarly, a consistent WNLS estimator was proposed for LPV input-
state-output models. It can handle periodic steady state and transient
conditions in discrete-time, as well as continuous-time periodic steady
state.

• Explicit formulas were developed to realize a time-varying differential
equation into a canonical state space form.

• The final chapter proposed tools to asses the dynamic dependency of
an LPV model on the scheduling parameter.

• The relationship between the DFT and the Fourier spectrum is treated
in detail, and the position of the windowing is discussed.
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